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Abstract
The formulation of the decoding problem for linear block codes as an integer program (IP)
with a rather tight linear programming (LP) relaxation has made a central part of channel
coding accessible for the theory and methods of mathematical optimization, especially integer
programming, polyhedral combinatorics and also algorithmic graph theory, since the important
class of turbo codes exhibits an inherent graphical structure.
We present several novel models, algorithms and theoretical results for error-correction decoding based on mathematical optimization. Our contribution includes a partly combinatorial
LP decoder for turbo codes, a fast branch-and-cut algorithm for maximum-likelihood (ML)
decoding of arbitrary binary linear codes, a theoretical analysis of the LP decoder’s performance
for 3-dimensional turbo codes, compact IP models for various heuristic algorithms as well as
ML decoding in combination with higher-order modulation, and, ﬁnally, ﬁrst steps towards an
implementation of the LP decoder in specialized hardware.
The scientiﬁc contributions are presented in the form of seven revised reprints of papers that
appeared in peer-reviewed international journals or conference proceedings. They are accompanied by an extensive introductory part that reviews the basics of mathematical optimization,
coding theory, and the previous results on LP decoding that we rely on afterwards.
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Chapter 1
Introduction
The use of error-correcting codes in digital communication systems for the purpose of forward
error correction is one of the essential pillars of modern information technology, as most
applications of microelectronic devices rely on the assumption that data can be transmitted
practically error-free.
Coding is the mathematical answer to the problem of unavoidable noise in data transmission,
be it due to environmental inﬂuences on the carrier medium (e.g. background noise, physical
obstacles, …), technical limitations of the transmitter and receiver electronics, or the like. The
key idea is to include redundancy in the messages before they are sent in order to make them
robust against the noise introduced during transmission. In mathematical terms, this is usually
accomplished by a linear map, called the code, operating on ﬁxed-sized words of the input.
The receiver contains a complementary decoder that estimates the sent data, based on a given
input signal it reads from the channel. If code and decoder are well designed, the end-to-end
probability of error can in theory be made arbitrarily small, as long as the coding rate is below
the capacity of the channel.
For a given code, an optimal decoder would always output the maximum a-posteriori probability
(MAP) codeword, that is, the codeword that was sent with highest probability, given the observed
noisy output of the transmission channel and a probabilistic model of that channel. Under
certain assumptions (which are always met in the context of this thesis), the MAP codeword
is equivalent to the maximum-likelihood (ML) codeword, which is the one maximizing the
corresponding likelihood function, i.e., the probability of the received noisy message given that a
speciﬁc codeword was sent. One notorious problem when it comes to practical implementations
of communication systems lies in the complexity of the ML decoding problem, which appears
to be increasingly hard, the stronger the code itself becomes. While speciﬁc classes of codes
along with corresponding decoders that achieve a remarkable error-correction performance
have been developed over the last two decades—most prominently, low-density parity-check
(LDPC) and turbo codes [1, 2]1 –their decoding algorithms based on iterative message-passing
are of heuristic nature, which makes them both suboptimal (they are not ML decoders) and
hard to analyze theoretically.
In contrast, linear programming decoding algorithms, which are based on viewing the decoding
problem as a combinatorial optimization problem formulated as integer linear program (IP),
1

The reference list for this part of the thesis can be found on page 215.
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Chapter 1 Introduction
exhibit the potential to ﬁll this gap, as they allow to exploit the rigorous, well-developed
theory of mathematical optimization, notably polyhedral combinatorics, to tackle the decoding
problem. The proposal of linear programs (LPs) for decoding both LDPC and turbo codes
by Feldman et al. [3–5] has established a whole new research area of applied mathematics,
subsumed under the term “LP decoding”, in which several groups have subsequently produced
improved formulations, extensions to more general classes of codes, theoretical analysis of
the LP decoder’s behavior and algorithms to eﬃciently solve the decoding LP—see Paper I
(Chapter 6) for a recent overview of the advances.
This thesis presents my contributions to the research area of LP decoding in form of both theory
and algorithms. It is organized in three parts. Part I thoroughly reviews the fundamentals of the
three topics involved: mathematical optimization, coding theory, and the basics of their link, LP
decoding. That part aims to be theoretically self-contained up to undergraduate mathematics;
as the presentation is nevertheless rather compact, suggestions to several textbooks that cover
the matter more elaborately are made in each chapter.
Part II of this thesis, which starts on page 49, contains seven peer-reviewed research papers
that make up my scientiﬁc contributions. Within the thesis, they are refered to as Paper I to
Paper VII and can be found in Chapter 6 to Chapter 12, ordered by their respective date of
appearance. As I have worked within diﬀerent projects and together with several groups, the
topics of the papers are, to a certain extent, rather diverse, while still being connected via the
overall topic LP decoding.
Paper I constitutes a literature survey of the LP models and algorithms that have been proposed
until its appearance. Paper II is concerned with the comparison of binary and non-binary
LDPC codes under both optimal (ML) and suboptimal decoding. Instead of formulating the
ML decoding problem by the LP-relaxation of an integer program, Paper III fathoms the power
of the integer programming-approach to other coding-related problems, including several
heuristic decoders whose performance can be quickly evaluated using an IP. Papers IV and VII
are concerned with the special class of turbo codes. Since codewords of turbo codes are related
to paths in a graph, they are of particular interest from a combinatorial optimizer’s view. In
Paper IV, a novel mathematical algorithm is presented that eﬃciently solves a certain class
of optimization problems in which the turbo decoding problem falls. Paper VII on the other
hand comprises a thorough study of LP decoding of 3-dimensional turbo codes, a class of codes
that has been invented to overcome certain shortages of “traditional” turbo codes. The goal of
Paper V is to provide a ﬁrst step towards an implementation of the LP decoder in specialized
hardware. To that end, the decoder’s complexity is analyzed from the hardware implementation
view, and a study of its performance under limited precision arithmetics is conducted. Finally,
Paper VI presents a true ML decoder that is based on a highly eﬃcient branch-and-cut algorithm
which incorporates several decoding-speciﬁc methods for generating primal and dual bounds.
In Part III, the closing part of this document, conclusions are drawn and outlook for future
research is given. It also contains the bibliography for Parts I and III (note that each paper in
Part II has its own list of references) and the author’s academic CV (in German).
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Part I

Foundations

3

In this ﬁrst part of the thesis we present the background that is necessary for the main content
in Part II. Because our subject is the application of mathematical optimization to the ﬁeld
of coding theory, the presentation splits naturally into the areas mathematical optimization
(Chapter 3), coding theory (Chapter 4) and, ﬁnally, a review of the previous contributions by
which these two areas have found common ground, in Chapter 5. The following chapters are not
solely meant as a preparation for the study of Part II of this thesis, but also as an introduction
in its own right to a particularly beautiful ﬁeld of mathematics which is located on the rather
uncrowded boundary between information theory, discrete mathematics, and optimization.
While the scope of this text demands a certain compactness of presentation, and a thesis
introduction can impossibly replace a textbook or lecture, we have nevertheless made it our
aim that a reader who is familiar with mathematics in general but has no speciﬁc proﬁciency
in either optimization or coding theory will be able to comprehend the most important ideas
and concepts of the matter. Due to length restrictions, we unfortunatelly could not include
detailed examples of most of the presented concepts and results. Instead, those are accompanied,
whenever applicable, by sketchy ﬁgures that try to illustrate the underlying intuitions in a
non-rigorous manner.
The assumptions we make as to the reader’s mathematical background mainly consist of
undergraduate linear algebra. To a smaller extent, familiarity with graph theory and algorithmic
concepts will be helpful, and occasionally we will encounter probabilities. The notation and
nomenclature for these background topics are ﬁxed in Chapter 2.
A concise notation throughout the entire thesis is unfortunately rendered impossible by its
cumulative nature: the papers in Part II, as they cover a relatively broad selection of topics and
are moreover written by diverse groups of authors, use diﬀerent notational conventions, at
least in some aspects. For this introductory part, we have tried to extract the most common
notation wherever possible, so that for the attentive reader it should be easy to quickly adapt
to the speciﬁc notation that is introduced in each of the papers.

5

Chapter 2
Notation and Preliminaries
Notation
Within the next chapters, we use the symbols ℕ and ℤ for the natural (starting with 1) and
integral numbers, respectively, 𝔽2 for the binary ﬁeld (which is sometimes called GF(2)), ℚ for
the rational numbers and ℝ for the reals. If 𝑥 ∈ ℝ, then ⌊𝑥⌋ and ⌈𝑥⌉ denote the largest integer
≤ 𝑥 and the smallest integer ≥ 𝑥, respectively.
For a set 𝑅 and 𝑛 ∈ ℕ, 𝑅u� denotes the 𝑛-dimensional vector space over 𝑅 if 𝑅 is a ﬁeld, and the
set of 𝑛-tuples of elements of 𝑅 otherwise. In either case, the 𝑛-tuples are called vectors and
operations like addition or comparison, whenever applicable, are understood element-wise: if
𝑥 = (𝑥1 , … , 𝑥u� ) and 𝑦 = (𝑦1 , … , 𝑦u� ), then
𝑥 + 𝑦 = (𝑥1 + 𝑦1 , … , 𝑥u� + 𝑦u� )
and
𝑥 ≤ 𝑦 if and only if 𝑥u� ≤ 𝑦u� for 𝑖 = 1, … , 𝑛.
Matrices and Vectors
By 𝑋u�×u� we denote the set of matrices with 𝑚 rows and 𝑛 columns and entries from the set 𝑋.
For a matrix 𝐴, by 𝐴u�,u� we denote the element at the 𝑖-th row and 𝑗-th column of 𝐴, 𝐴u�,• and 𝐴•,u�
are the 𝑖-th row and 𝑗-th column, respectively, and the transpose of 𝐴 is the 𝑛 × 𝑚 matrix 𝐴u� with
entries 𝐴u�u�,u� = 𝐴u�,u� . Throughout the text we regard vectors 𝑥 ∈ 𝑋u� as column vectors, i.e., identify
them with 𝑘 × 1 matrices. We sometimes use (ordered) index sets instead of individual indexes:
for instance, if 𝑥 ∈ 𝑋u� and 𝐼 = (𝑖1 , … , 𝑖u� ), where {𝑖1 , … , 𝑖u� } ⊆ {1, … , 𝑛}, then 𝑥u� = (𝑥u�1 , … , 𝑥u�u� ).
The same notation is used for row and column indexing, respectively, of matrices.
When 𝐴 ∈ 𝑅u�×u� is an 𝑚 × 𝑛 matrix over a ring 𝑅, an elementary row operation on 𝐴 is one
of the following operations: (a) multiply a row of 𝐴 by a scalar: 𝐴u�,• ← 𝑠𝐴u�,• , or (b) replace
a row by the weighted sum of itself and another row: 𝐴u�,• ← 𝑠𝐴u�,• + 𝑡𝐴u�,• . If 𝑅 is a ﬁeld, any
ﬁnite sequence of elementary row operations (taking the scalars from 𝑅) leaves the range
{𝐴𝑥 ∶ 𝑥 ∈ 𝑅u� } of 𝐴 unaltered. Such a sequence is called a Gaussian pivot on 𝐴u�,u� if it turns the
𝑗-th column of 𝐴 into the 𝑖-th unit vector, and Gaussian elimination if it changes a submatrix of
𝐴 into a triangular or diagonal matrix (the terms Gauss-Jordan pivot and, for diagonalization,
Gauss-Jordan elimination are also used).
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Chapter 2 Notation and Preliminaries
Graphs
A graph 𝐺 = (𝑉, 𝐸) is deﬁned by a ﬁnite set 𝑉, called the nodes or vertices of 𝐺, and a set
𝐸 ⊆ 𝑉 × 𝑉 of edges or arcs of 𝐺. There are both undirected graphs, in which an edge (𝑢, 𝑣) ∈ 𝐸
is identiﬁed with the unordered set {𝑢, 𝑣}, and directed graphs, where (𝑢, 𝑣) is perceived as an
ordered pair. For a node 𝑣 ∈ 𝑉 of a directed graph, we deﬁne 𝛿+ (𝑣) = {(𝑣, 𝑢) ∶ (𝑣, 𝑢) ∈ 𝐸} and
𝛿− (𝑣) = {(𝑢, 𝑣) ∶ (𝑢, 𝑣) ∈ 𝐸} as the outbound and inbound edges, respectively, of 𝑣.
u�1

u�2

u�1
u�2

u�3

u�4

u�4

u�3

An acyclic directed
graph with the path
u� = (u�1 , u�3 , u�4 ) (using
vertices) or u� = (u�2 , u�4 )
(using edges) highlighted

A ﬁnite sequence 𝑃 = (𝑣1 , … , 𝑣u� ) ∈ 𝑉u� is called a 𝑣1 –𝑣u� path, or simply path, of 𝐺, if (𝑣u� , 𝑣u�+1 ) ∈
𝐸 for 𝑖 = 1, … , 𝑘 − 1. Each path can alternatively be deﬁned by a sequence of edges, 𝑃 =
(𝑒1 , … , 𝑒u�−1 ), where 𝑒u� = (𝑣u� , 𝑣u�+1 ) for 𝑖 = 1, … , 𝑘 − 1. The path 𝑃 is called a cycle if 𝑣1 = 𝑣u� . A
graph is acyclic if no cycle exists.
For a graph 𝐺 = (𝑉, 𝐸) and 𝑉′ ⊆ 𝑉, the subgraph induced by 𝑉′ is the graph 𝐺′ = (𝑉′ , 𝐸′ )
where 𝐸′ = {(𝑢, 𝑣) ∈ 𝐸 ∶ 𝑢 ∈ 𝑉′ and 𝑣 ∈ 𝑉′ } consists of all edges that connect two vertices
̇ 2 such that 𝐸 ⊆
of 𝑉′ . Finally, a graph is called bipartite if there is a partition 𝑉 = 𝑉1 ∪𝑉
{𝑉1 × 𝑉2 } ∪ {𝑉2 × 𝑉1 }, i.e., no edge connects two vertices of the same set 𝑉u� , 𝑖 = 1, 2.
Complexity
The symbols P and NP are used to denote the complexity classes of problems that are solvable
(P) and veriﬁable (NP) in polynomial time, and a problem is called NP-hard if it is “at least as
hard” as every problem in NP, i.e., each problem in NP can be reduced to it in polynomial time.
The Landau notation 𝑓(𝑛) = 𝑂(𝑔(𝑛)) states that the asymptotic growth rate of 𝑓(𝑛) ∶ ℕ → ℝ is
upper bounded by 𝑔(𝑛), i.e., there exist 𝑀 > 0 and 𝑛0 ∈ ℕ such that 𝑓(𝑛) ≤ 𝑀𝑔(𝑛) for 𝑛 > 𝑛0 .
Note that a thorough understanding of complexity theory is not a prerequisite to reading this
text.
Probability
Since we only come across basic probability calculations and they are not central to our text,
we use simpliﬁed notation. Namely, we frequently denote both a random variable and its
outcomes by the same symbol, say 𝑥, and use 𝑃(𝑥) for the probability mass or density function
of 𝑥, whatever applies—the exact meaning of the symbols will always become clear from the
context. If 𝑦 is another random variable, 𝑃(𝑥 ∣ 𝑦0 ) is the conditional probability function of
𝑥 given the event {𝑦 ∈ 𝑦0 }. Similarly, 𝑃(𝑥0 ∣ 𝑦) is called the likelihood function of 𝑦, given
u�(u�0 ∣u�0 )u�(u�0 )
{𝑥 ∈ 𝑥0 }. Bayes’ theorem states that 𝑃(𝑥0 ∣ 𝑦0 ) =
for any two events 𝑥0 of 𝑥 and 𝑦0
u�(u�0 )
of 𝑦, provided 𝑃(𝑦0 ) ≠ 0.
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Chapter 3
Optimization Background
Mathematical optimization is a discipline of mathematics that is concerned with the solution of
problems arising from mathematical models that typically describe real-world problems, e.g. in
the areas of transportation, production planning, or organization processes. These models are
generally of the form
min

𝑓(𝑥)

subject to (s.t.) 𝑥 ∈ 𝑋,
where 𝑋 ⊆ ℝu� , for some 𝑛 ∈ ℕ, is the feasible set and 𝑓 ∶ 𝑋 → ℝ the objective function that
evaluates a feasible point 𝑥 ∈ 𝑋; 𝑓(𝑥) is called the objective value of 𝑥. An 𝑥∗ ∈ 𝑋 minimizing the
objective function is called an optimal solution, the corresponding value 𝑧∗ = 𝑓(𝑥∗ ) the optimal
objective value. If 𝑋 = ∅, the problem is said to be infeasible and we deﬁne 𝑧∗ = ∞ in that case.
If on the other hand 𝑓(𝑥) is unbounded from below among 𝑋, we deﬁne 𝑧∗ = −∞.
The theory of optimization further subdivides into several areas that depend on the structure of
both 𝑓 and 𝑋. Within this thesis we will encounter three major problem classes: linear programs
(LPs), integer linear programs (IPs), and combinatorial optimization problems, which are often
modeled by means of an IP.
A common ground in the analysis of these three types of problems is the polyhedral structure
of the feasible set. The part of polyhedral theory that is necessary for this text is reviewed in
Section 3.1. For an LP, the feasible set is a polyhedron that is given explicitly by means of a
deﬁning set of linear inequalities, which makes these problems relatively easy to solve. LPs and
the simplex method, the most important algorithm to solve them, are covered in Section 3.2.
In contrast to LPs, the feasible region of an IP is given only implicitly as the set of integral
points within a polyhedron. Although the result exhibits again a polyhedral structure (as
long as ﬁnding an optimal solution is the concern), IPs are much harder to solve than LPs; in
fact, integer programming in general is an NP-hard optimization problem. Some theoretical
foundations and techniques to nonetheless tackle such problems are collected in Section 3.3.
Proofs, examples and detailed explanations are widely omitted in this chapter. For a very
exhaustive and detailed textbook on linear programming and the simplex method, see [6]. A
complete and rigorous yet challenging reference for linear and integer programming is the
book by Schrijver [7]. A well-written algorithm-centric introduction to linear, integer and also
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nonlinear optimization can be found in [8]. Finally, for integer and combinatorial optimization
we refer to [9].

3.1 Polyhedral Theory
The mathematical objects that we talk about in this section live in the 𝑛-dimensional Euclidean
space ℝu� . Before we begin to discuss polyhedra and the theory around them, we brieﬂy rush
through some basic concepts which are necessary for that task.

3.1.1 Convex Sets and Cones
Convexity is one of the most important concepts in mathematical optimization: intuitively
speaking, a geometric object is convex if the straight line between any two points of the object
lies completely inside of it.

u�1
u�1

u�2

u�2

a convex and a
nonconvex set

3.1 Deﬁnition (convex and conic sets and hulls): A set 𝑋 ⊆ ℝu� is called convex if for any
𝑥1 , 𝑥2 ∈ 𝑋 and 𝜆 ∈ [0, 1] also 𝜆𝑥1 + (1 − 𝜆)𝑥2 ∈ 𝑋.
A convex combination of 𝑋 is a sum of the form
∑ 𝜆u� 𝑥 ∶ 𝜆u� ≥ 0 for all 𝑥 ∈ 𝑋 and ∑ 𝜆u� = 1,
u�∈u�

convex hull of six points

(3.1)

u�∈u�

where in the case of an inﬁnite 𝑋 we assume that almost all 𝜆u� = 0 so that the above expression
makes sense. The convex hull of 𝑋 is the smallest convex set containing 𝑋 or, alternatively, the
set of all convex combinations of elements of 𝑋.
C

An important class of convex sets is the one of convex cones.

conic hull of four points

3.2 Deﬁnition (convex cones): 𝑋 ⊆ ℝu� is called a (convex) cone if for any 𝑥1 , 𝑥2 ∈ 𝑋 and
𝜆1 , 𝜆2 ≥ 0 also 𝜆1 𝑥1 + 𝜆2 𝑥2 ∈ 𝑋. A conic combination is deﬁned like (3.1) but without the
condition ∑u�∈u� 𝜆u� = 1. Analogously to the above, the conic hull conic(𝑋) is the smallest cone
containing 𝑋, or the set of all conic combinations of elements of 𝑋.
C
Geometrically, the conic hull is the largest set that “looks the same” as conv(𝑋), from the
perspective of an observer that sits at the origin.
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3.1.2 Aﬃne Spaces
Recall the notion of linear independence: a set of points 𝑋 = {𝑥1 , … , 𝑥u� } ⊆ ℝu� is linearly
independent if no element 𝑥 of 𝑋 is contained in the linear subspace that is spanned by the
remainder 𝑋 ⧵ {𝑥} or, equivalently, if span(𝑋′ ) ≠ span(𝑋) for all 𝑋′ ⊊ 𝑋. Here, the span or linear
hull of a set 𝑋 ⊆ ℝu� means the smallest linear subspace containing 𝑋:
span(𝑋) = ⋂ {𝒱 ∶ 𝒱 is a subspace of ℝu� and 𝑋 ⊆ 𝒱} .
The linear hull has an alternative algebraic characterization by means of linear combinations,
u�

span(𝑋) = {∑ 𝜆u� 𝑥u� ∶ 𝜆u� ∈ ℝ for all 𝑖 ∈ {1, … , 𝑘}} ,

(3.2)

u�=1

which gives rise to the well-known algebraic formulation of linear independence: 𝑋 is linearly
independent if and only if the system
u�

∑ 𝜆u� 𝑥u� = 0

u�3

u�1

})
1
({u� u� 2})
n
{
a
sp pan(
s
=

u�2

u�1 and u�2 are linearly
dependent, but both are
pairwise linearly independent with u�3

(3.3)

u�=1

has the unique solution 𝜆1 = ⋯ = 𝜆u� = 0. To see this, note that if there was some 𝑗 ∈ {1, … , 𝑘}
such that 0 ≠ 𝑥u� ∈ span(𝑋 ⧵ {𝑥u� }), then (3.2) gave rise to a non-zero solution of (3.3).
For the study of polyhedra, we need the concepts of aﬃne hulls and independence, respectively,
which is centered around the notion of an aﬃne subspace in a very similar fashion as for the
linear case above.
3.3 Deﬁnition (aﬃne spaces, hulls, and independence): A set 𝒜 ⊆ ℝu� is an aﬃne subspace of ℝu� if there exists a linear subspace 𝒱 ⊆ ℝu� and some 𝑏 ∈ ℝu� such that
𝒜 = 𝑏 + 𝒱 = {𝑏 + 𝑣 ∶ 𝑣 ∈ 𝒱} .

(3.4)

The aﬃne hull aff(𝑋) of a set 𝑋 = {𝑥1 , … , 𝑥u� } ⊆ ℝu� is the smallest aﬃne subspace containing
𝑋. The set 𝑋 is called aﬃnely independent if no 𝑥 ∈ 𝑋 fulﬁlls 𝑥 ∈ aff (𝑋 ⧵ {𝑥}) or, equivalently,
if aff(𝑋) ≠ aff(𝑋′ ) for all 𝑋′ ⊊ 𝑋.
Finally, the dimension dim(𝒜) of 𝒜 in (3.4) is deﬁned to be the dimension of 𝒱.

C

An aﬃne subspace can thus be envisioned as a linear space that has been translated by a vector.
This principle is reﬂected by the algebraic characterization of the aﬃne hull of 𝑋 = {𝑥1 , … , 𝑥u� } ⊆
ℝu� by means of aﬃne combinations: ﬁrst, move to an arbitrary vector of 𝑋 (without loss of
generality, let this be 𝑥1 ), then add any linear combination of the directions from 𝑥1 to the other
𝑘 − 1 elements of 𝑋:
u�

aff(𝑋) = {𝑥1 + ∑ 𝜆u� (𝑥u� − 𝑥1 ) ∶ 𝜆u� ∈ ℝ for all 𝑖 ∈ {2, … , 𝑘}} ;
u�=2
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u�2 u�

u�1 𝒜

𝒱
aﬃne space 𝒜 = u� + 𝒱 of
dimension 1; u�1 , u�2 ∈ 𝒜
are aﬃnely independent
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u�

by deﬁning 𝜆1 = 1 − ∑u�=2 𝜆u� one can easily derive the equivalent deﬁnition
u�

u�

u�=1

u�=1

aff(𝑋) = {∑ 𝜆u� 𝑥u� ∶ 𝜆u� ∈ ℝ for all 𝑖 ∈ {1, … , 𝑘} and ∑ 𝜆u� = 1} .
An algebraic deﬁnition of aﬃne dependence can be derived in exactly the same way as for
linear dependence: 𝑥u� ∈ aff (𝑋 ⧵ {𝑥u� }) if and only if one can write 𝑥u� as
𝑥u� = 𝑥u� + ∑ 𝜆u� (𝑥u� − 𝑥u� ),
u�≠u�,u�

where 𝑙 ≠ 𝑗, which is in turn equivalent to the fact that
u�
𝑥
∑ 𝜆u� ( u� ) = 0
1
u�=1

(3.5)

has a solution with 𝜆u� ≠ 0 (to see this, let 𝜆u� = 1 − ∑u�≠u�,u� 𝜆u� and 𝜆u� = −1). Hence, 𝑋 is aﬃnely
independent if and only if (3.5) has the unique solution 𝜆1 = ⋯ = 𝜆u� = 0.

3.1.3 Polyhedra
A polyhedron is, intuitively speaking, a closed convex body whose surface decomposes into
“ﬂat” pieces. Mathematically, this ﬂatness is grasped by the concept of halfspaces.

u�
u�

3.4 Deﬁnition (polyhedra and polytopes): Let 𝑛 ∈ ℕ. A subset 𝐻 ⊆ ℝu� is called a hyperplane of ℝu� if there exist 𝑎 ∈ ℝu� , 𝑎 ≠ 0 and 𝛽 ∈ ℝ such that

.

𝐻 = {𝑥 ∈ ℝu� ∶ 𝑎u� 𝑥 = 𝛽} .
ℋ

Likewise, a (closed) halfspace of ℝu� is a set of the form

a hyperplane u� and corresponding halfspace ℋ

ℋ = {𝑥 ∈ ℝu� ∶ 𝑎u� 𝑥 ≤ 𝛽} ,
where again 0 ≠ 𝑎 ∈ ℝu� and 𝛽 ∈ ℝ. One says in the above situation that the hyperplane or
halfspace, respectively, is induced by the pair (𝑎, 𝛽). The intersection of ﬁnitely many halfspaces
is called a polyhedron. A polytope is a polyhedron that is bounded.

𝒫
a
2-dimensional polytope
(the aﬃne hull is ℝ2 )
deﬁned by ﬁve halfspaces

The dimension dim(𝒫) of a polyhedron 𝒫 is deﬁned to be the dimension of aff(𝒫), if 𝒫 ≠ ∅,
and −1 otherwise. In both cases dim(𝒫) is one less than the maximum number of aﬃnely
independent vectors in 𝒫.
C
Polyhedra are the fundamental structure of linear and integer linear optimization. From the
above deﬁnition, it follows that for a polyhedron 𝒫 there is a matrix 𝐴 ∈ ℝu�×u� and a vector
𝑏 ∈ ℝu� , for some 𝑚 ∈ ℕ, such that
𝒫 = 𝒫(𝐴, 𝑏) = {𝑥 ∈ ℝu� ∶ 𝐴𝑥 ≤ 𝑏} ,

12

3.1 Polyhedral Theory
i.e., 𝒫 is the solution set of a system of linear inequalities, each of which deﬁnes a halfspace.
Note that polyhedra, being intersections of convex sets, are convex themselves. Complementary
to the above implicit deﬁnition as the solution set of a system 𝐴𝑥 ≤ 𝑏, every polyhedron
admits, by a theorem of Minkowski, an explicit characterization by means of convex and conic
combinations.
3.5 Theorem (Minkowski): The set 𝒫 ⊆ ℝu� is a polyhedron if and only if there are ﬁnite sets
𝑉, 𝑊 ⊆ ℝu� such that 𝒫 = conv(𝑉) + conic(𝑊).
C
If 𝒫 in Theorem 3.5 is a polytope, then, since every nonempty cone is unbounded, 𝑊 = ∅ must
hold; hence, every polytope is the convex hull of its so-called vertices or extreme points, which
are the “corners” of the polytope as shown in the picture on the margin. Vertices are a special
instance of faces of a polyhedron, which are deﬁned next.

u�1
u�2
u�5

u�3

u�4

the same polytope as the
convex hull of its ﬁve
vertices u�1 , … , u�5

3.6 Deﬁnition: Let 𝒫 ⊆ ℝu� be a polyhedron. An inequality of the form
𝑎u� 𝑥 ≤ 𝛽

(3.6)

with 𝑎 ∈ ℝu� and 𝛽 ∈ ℝ is said to be valid for 𝒫 if it is satisﬁed for all 𝑥 ∈ 𝒫. In that event,
the set
𝐹u�,u� = {𝑥 ∈ 𝒫 ∶ 𝑎u� 𝑥 = 𝛽}
constitutes a face of 𝒫, namely the face induced by (3.6). A zero-dimensional face is called a
vertex of 𝒫, one-dimensional faces are edges of 𝒫. A face 𝐹 for which dim(𝐹) = dim(𝒫) − 1
is called a facet of 𝒫.
C
Note that a face of a polyhedron is a polyhedron itself, as it is obtained by adding the inequalities
𝛼u� 𝑥 ≤ 𝛽 and 𝛼u� 𝑥 ≥ 𝛽 to the system 𝐴𝑥 ≤ 𝑏. For a representation 𝒫(𝐴, 𝑏) of the polytope 𝒫,
each face has another characterization.

u�2
u�1

3.7 Lemma: Let 𝒫 = 𝒫(𝐴, 𝑏) with 𝐴 ∈ ℝu�×u� . For 𝐸 ⊆ {1, … , 𝑚}, the set
𝐹u� = {𝑥 ∈ 𝒫 ∶ 𝐴u�,• 𝑥 = 𝑏u� }
is a face of 𝒫. If 𝐹u� ≠ ∅, its dimension is 𝑛 − rank(𝐴eq(u�u�),• ), where eq(𝐹u� ) is the equality set of
𝐹u� deﬁned by eq(𝐹u� ) = {𝑖 ∶ 𝐴u�,• 𝑥 = 𝑏 for all 𝑥 ∈ 𝐹u� }.
C
Facets are of special importance because they are necessary and suﬃcient to describe a polyhedron:
3.8 Theorem: Let 𝒫 = 𝒫(𝐴, 𝑏) be a polyhedron, and assume that no inequality in 𝐴𝑥 ≤ 𝑏 is
redundant, i.e., could be removed without altering 𝒫. Let 𝐼 ∪ 𝐽 denote the partition of row indices
deﬁned by 𝐼 = {𝑖 ∶ 𝐴u�,• 𝑥 = 𝑏u� for all 𝑥 ∈ 𝒫}. Then, the inequalities in 𝐴u�,• 𝑥 ≤ 𝑏u� are in one-to-one
correspondence (via Lemma 3.7) to the facets of 𝒫.
C
To describe a polyhedron 𝒫, we thus need only 𝑛 − dim(𝒫) equations plus as many inequalities
as 𝒫 has facets. Any inequality that induces neither a facet nor the whole polytope 𝒫 can be
dropped without changing the feasible set, and every system 𝐴𝑥̃ ≤ 𝑏̃ describing 𝒫 needs to
include at least one facet-inducing inequality for every facet of 𝒫.
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two faces induced by
valid inequalities with
dim(u�1 ) = 0 and
dim(u�2 ) = 1
u�2
u�1

the same two faces with
their deﬁning equality sets
highlighted
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3.2 Linear Programming
A linear program (LP) is an optimization problem that asks for the minimization of a linear
functional over a polyhedron. The most simple form would be
min
s.t.

𝑐u� 𝑥

(3.7a)

𝐴𝑥 ≤ 𝑏,

(3.7b)

while an LP is said to be in standard form if it is stated as follows:
min
s.t.

𝑐u� 𝑥

(3.8a)

𝐴𝑥 = 𝑏

(3.8b)

𝑥 ≥ 0.

(3.8c)

In both cases, 𝑥 ∈ ℝu� , 𝐴 ∈ ℝu�×u� and 𝑏 ∈ ℝu� are given, and we denote the feasible set by
the letter 𝒫 (for (3.7), 𝒫 = 𝒫(𝐴, 𝑏) in the notation of Section 3.1). Note that both forms are
equivalent in the sense that each can be transformed into the other. For example, given an LP in
polyhedral form, we can replace 𝑥 by variables 𝑥+ ∈ ℝu� and 𝑥− ∈ ℝu� , representing the positive
and negative part of 𝑥, respectively, and introduce auxiliary variables 𝑠 ∈ ℝu� to rewrite (3.7)
in standard form as
min
s.t.

𝑐u� 𝑥+ − 𝑐u� 𝑥−
𝐴𝑥+ − 𝐴𝑥− + 𝑠 = 𝑏
𝑥+ ≥ 0, 𝑥− ≥ 0, 𝑠 ≥ 0.

Moreover, if we had a maximization problem with objective max 𝑐u� 𝑥, it could be converted to
the above forms by the relation
max {𝑐u� 𝑥 ∶ 𝑥 ∈ 𝒫} = − min {−𝑐u� 𝑥 ∶ 𝑥 ∈ 𝒫} .
In view of this equivalence of diﬀerent LP forms, we will in the following assume whatever
form allows for a clear presentation.

u�∗

u�

example objective u� such
that u�u� u� is minimized
for u�∗ ; the dotted lines
show the hyperplanes
u�u� u� = 0 and u�u� u� = u�u� u�∗

Note that if (3.7) has an optimal solution 𝑥∗ with objective value 𝑧∗ = 𝑐u� 𝑥∗ , we can represent
the set of optimal solutions by {𝑥 ∶ 𝐴𝑥 ≤ 𝑏 and 𝑐u� 𝑥 = 𝑧∗ }. This shows that the optimal set is
always a face of 𝒫. In addition, it is easy to show that if 𝒫 has any vertex (which is always the
case if the LP is in standard form), then every nonempty face of 𝒫 contains a vertex. Hence we
can conclude:
3.9 Observation: If an LP in standard form has a ﬁnite optimal objective value, there is always
a vertex of 𝒫 which is an optimal solution of the LP.
C
The rest of this section is about characterizing and algorithmically ﬁnding such an optimal
vertex.
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3.2.1 Duality
One of the most important concepts in linear programming is that of duality, meaning that
certain structures always occur in closely related pairs. In optimization, those structures include
convex cones and systems of linear (in)equalities. For our purposes, the most important result
is that of LP duality, a close relation of two LPs, as reviewed below.
3.10 Deﬁnition: Let an LP in standard form (3.8) be given; we call this the primal problem.
The associated LP
max

𝑏u� 𝑦

s.t.

𝐴u� 𝑦

(3.9a)
≤𝑐

is called the linear-programming dual of (3.8).

(3.9b)
C

Since we have seen that any LP can be transformed into standard form, one can also compute a
dual for every LP. In particular, it is easy to verify that the dual of the dual results in the primal
again. The motivation for LP duality lies in the following fundamental theorem.
3.11 Theorem (strong duality): Assume that either (3.8) or (3.9) are feasible. Then
min {𝑐u� 𝑥 ∶ 𝐴𝑥 = 𝑏, 𝑥 ≥ 0} = max {𝑏u� 𝑦 ∶ 𝐴u� 𝑦 ≤ 𝑐} ,
where we include the values ±∞ as described on page 9. If both are feasible, then both have an
optimal solution.
C
Note that Theorem 3.11 implies the statement of weak duality, namely that whenever 𝑥 is
feasible for the primal and 𝑦 is feasible for the dual, then 𝑐u� 𝑥 ≥ 𝑏u� 𝑦.
LP duality is extremely useful because it allows for very compact proofs of optimality: if one
wants to show that a certain solution 𝑥∗ of the primal LP is optimal, it suﬃces to provide a dual
feasible 𝑦∗ with the property that 𝑐u� 𝑥∗ = 𝑏u� 𝑦∗ . Such a 𝑦∗ is called a witness for the optimality
of 𝑥∗ .

3.2.2 Primal and Dual Basic Solutions
In this section, we show how to represent a vertex of 𝒫 by means of a basis. It is assumed that
an LP is given in standard form (3.8) and that 𝐴 has full row rank 𝑚.
By Lemma 3.7, any vertex 𝑥 ̄ of 𝒫, which is a 0-dimensional face, can be characterized by a
subset of the constraints of (3.8) that is fulﬁlled with equality and has rank 𝑛. Since (3.8b) has
rank 𝑚 by assumption, 𝑥 ̄ is a vertex if and only if there is an index set 𝑁 with |𝑁| = 𝑛 − 𝑚 such
that 𝑥 ̄ is the unique solution of the system
𝐴𝑥 = 𝑏, 𝑥u� = 0.

(3.10)
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u�u� u� / u�u� u�

primal feasible
solutions
u�u� u�∗ = u�u� u�∗
dual feasible
solutions
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( 12

Example LP:
u�
1) ( 1 ) = 1
u�2

For 𝑖 ∈ 𝑁 we can thus disregard the corresponding 𝑖-th column of the system 𝐴𝑥 = 𝑏. Hence,
we can represent 𝑥 ̄ by 𝑚 linearly independent columns of 𝐴. Such a submatrix of 𝐴 is called a
(simplex) basis and the corresponding set of column indices is denoted by 𝐵 = {1, … , 𝑛} ⧵ 𝑁.
The variables 𝑥u� are called the basic variables, 𝑥u� are the non-basic variables. By (3.10), every
vertex 𝑥 ̄ is a basic solution for (3.8b), i.e.,
𝑥u�̄ = 𝐴−1
•,u� 𝑏

u�1 , u�2 ≥ 0
For u� = {1}, u�−1
•,u� u� =
2 · 1 = 2, so u� ̄ =
(u�u�
̄ , u�u�
̄ ) = (2, 0) is
the corresponding BFS.
1

u� = {2}
u� = {1}
2

and 𝑥u�̄ = 0

(3.11)

for a basis 𝐵 of 𝐴. Conversely, an arbitrary basic solution of the form (3.11) is a vertex of 𝒫
only if additionally 𝑥 ̄ ≥ 0, i.e., it is feasible for (3.8), then called a basic feasible solution (BFS) of
the LP. Concludingly, 𝑥 ̄ being a BFS is necessary and suﬃcient for 𝑥 ̄ being a vertex of 𝒫, while
it should be noted that, in general, more than one BFS may correspond to the same vertex.
Let 𝐵 be a basis of 𝐴 and denote the feasible region of the dual (3.9) by 𝒟. Arguing similarly as
above, one can show that a vertex 𝑦 ̄ of 𝒟 must fulﬁll 𝐴u�•,u� 𝑦u�̄ = 𝑐u� (read 𝐴u�•,u� as (𝐴•,u� )u� ) and, in
order to be feasible, also
𝑐 − 𝐴u� 𝑦 ≥ 0
(3.12)
needs to hold. Hence the vector 𝑦 ̄ deﬁned by 𝑦u�̄ = 𝑐u�u� 𝐴−1
•,u� is called the dual basic solution
associated to 𝑥 ̄ deﬁned in (3.11); it is a dual BFS if 𝑦 ̄ ∈ 𝒟, i.e., if (3.12) holds.

3.2.3 The Simplex Method
If 𝑥 ̄ and 𝑦 ̄ are an associated pair of primal and dual basic solutions for a basis 𝐵 of 𝐴, it holds
that
u�
𝑐u� 𝑥 ̄ = 𝑐u�u� 𝑥u�̄ + 𝑐u�u� 𝑥u�̄ = 0 + 𝑐u�u� 𝐴−1
•,u� 𝑏 = 𝑏 𝑦,̄
i.e., the objective values of 𝑥 ̄ and 𝑦 ̄ for the primal and dual LP, respectively, coincide. In view
of Observation 3.9 and Theorem 3.11 this shows that solving an LP is tantamount to ﬁnding a
basis 𝐵 for which the associated primal and dual basic solutions 𝑥 ̄ and 𝑦 ̄ are both feasible (𝑦 ̄
then is a witness of the optimality of 𝑥).̄ The several variants of the simplex method comprise
algorithms that determine such a basis by a sequence of basis exchange operations in each of
which a single element of 𝐵 is exchanged.
To be more speciﬁc, denoting the objective value by 𝑧 = 𝑐u� 𝑥, by simple calculations starting
from the form 𝐴•,u� 𝑥u� + 𝐴•,u� 𝑥u� = 𝑏 of (3.8b) we obtain the following representation
u�
u� −1
u�̄ 𝑥
𝑧 = 𝑐u�u� 𝐴−1
u�
•,u� 𝑏 + (𝑐u� − 𝑐u� 𝐴•,u� 𝐴•,u� )𝑥u� = 𝑧 ̄ + 𝑐u�
−1
−1
̄
̄ 𝑥u�
𝑥u� =
𝐴•,u� 𝑏 −
𝐴•,u� 𝐴•,u� 𝑥u� = 𝑏 − 𝐴u�

(3.13)

of 𝑧 and 𝑥u� with respect to 𝐵 in dependence of the values of 𝑥u� , where in the second step we
̄ . In this form, we can immediately read
have introduced suitable abbreviations 𝑧,̄ 𝑏,̄ 𝑐u�̄ and 𝐴u�
̄
oﬀ the values 𝑏 of the basic variables and the objective value 𝑧 ̄ for the current basic solution that
is deﬁned by 𝑥u� = 0. The vector 𝑐u�u�̄ = (𝑐u�u� − 𝑦u�̄ 𝐴u� ) encodes the dual feasibility (3.12) of that
basis. Consequently 𝐵 must be an optimal basis if both 𝑏̄ ≥ 0 (primal feasibility) and 𝑐u�̄ ≥ 0
(dual feasibility) hold in (3.13).
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̄ is non-zero.
Otherwise, we can perform a simplex step: assume that the (𝑖, 𝑘)-th entry of 𝐴u�
It can be shown that by performing a Gaussian pivot on that entry, i.e., turning the relevant
column of (3.13) into a unit vector by elementary row operations, one essentially computes a
representation of the form (3.13) with respect to the adjacent basis 𝐵′ = 𝐵 ⧵ {𝑖} ∪ {𝑗}, where
𝑗 ∈ 𝑁 is the 𝑘-th entry of 𝑁. This notion of adjacency translates to the geometric interpretation,
since vertices corresponding to adjacent basises always share an edge of the polyhedron.
The primal simplex algorithm starts with a primal BFS (consult the literature for a method called
phase 1 to ﬁnd such an initial BFS) and then iteratively performs the following steps:
(1) Choose a column (variable entering the basis) for which 𝑐u�̄ is negative, i.e., the corresponding entry of 𝑦 ̄ not yet dually feasible. This ensures that 𝑧 is nonincreasing, and it
usually decreases.
(2) Choose a row (variable leaving the basis) in such a way as to ensure that the subsequent
simplex step maintains primal feasibility; this can be achieved by a simple test called
min-ratio rule.
(3) Perform the simplex step by pivoting on the column and row selected above.
The corresponding sequence of objective function values is nonincreasing. Under simple
conditions on the method of selecting indices, one can show that this procedure results in an
optimal basis, indicated by 𝑐u�̄ ≥ 0, after a ﬁnite number of steps.
The dual simplex algorithm, as the name suggests, sets oﬀ from a dual BFS (𝑐u�̄ ≥ 0) and then
does essentially the same as its primal counterpart (with the role of rows and columns of (3.13)
swapped during the basis exchange), maintaining dual feasibility and a nondecreasing objective
function until primal feasibility (𝑏̄ ≥ 0) is established.
Numerous variants and optimizations of the basic method described above exist. An important
one is the so-called revised simplex which is based on the observation that, especially for
𝑛 ≫ 𝑚, it is wasteful to pivot the complete system (3.13) in each step. Instead, one maintains
a representation of 𝐴−1
•,u� (usually in the form of an 𝐿𝑈 factorization), which can be shown to
be suﬃcient to carry out an iteration of the algorithm. Furthermore, it should be noted that
there exists an eﬃcient method to incorporate upper bounds on the variables, e.g. of the form
0 ≤ 𝑥 ≤ 1, without having to increase the size of the formulation by the explicit addition of
constraints 𝑥 ≤ 1. Paper V compares several variants of the simplex algorithm when applied to
LP decoding as introduced in Section 5.2.
It has been shown that the worst-case complexity of the simplex algorithm is exponential in
the problem size [10]. The very contrary empirical observation however is that the number of
pivots before optimality is usually in 𝑂(𝑚). This explains why, although LP solving algorithms
with polynomial worst-case complexity exist, the simplex method is still the most prevalent
one in practice.
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3.3 Integer Programming
In integer programming, we are concerned with LPs augmented by the additional requirement
that the solution be integral. Formally, we deﬁne an integer linear program (IP) as an optimization
problem of the form
min
s.t.
feasible set 𝒫 ∩ ℤ2 and
LP relaxation of an IP

𝑐u� 𝑥

(3.14a)

𝐴𝑥 ≤ 𝑏
𝑥∈

ℤu� ,

(3.14b)
(3.14c)

where we assume that all entries of 𝐴, 𝑏 and 𝑐 are rational. The LP that results when replacing
(3.14c) by 𝑥 ∈ ℝu� is called its LP relaxation. Let 𝒫 = 𝒫(𝐴, 𝑏) as before denote the feasible
set of the LP relaxation and 𝒫I = conv (𝒫(𝐴, 𝑏) ∩ ℤu� ) the convex hull of integer points in 𝒫.
Under the above assumption, it can be shown that 𝒫I is a polyhedron. Note that solving (3.14)
is essentially equivalent to solving min {𝑐u� 𝑥 ∶ 𝑥 ∈ 𝒫I }. Thus an IP can, in principle, be solved
by an LP: if 𝐴′ and 𝑏′ are such that 𝒫I = 𝒫(𝐴′ , 𝑏′ ), then the optimal IP solution is also optimal
for the LP
min
s.t.

𝑐u� 𝑥
𝐴′ 𝑥 ≤ 𝑏′
𝑥 ∈ ℝu� .

u�∗IP

u�

equivalent LP polytope
𝒫I = conv(𝒫 ∩ ℤ2 ) and
optimal IP solution u�∗IP

The problem is that, in general, it is hard to derive a description of 𝒫I from 𝒫. In fact, IPs are
NP-hard to solve in general, whereas we have seen above that linear programming is contained
in P.
Two complementary approaches for solving IPs are important for this thesis: one is to tighten
the LP relaxation (3.14) by adding cuts, i.e., inequalities that are valid for 𝒫I but not for 𝒫.
The other, named branch-&-bound, is about recursively dividing the feasible space 𝒫 ∩ ℤu�
into smaller subproblems among which the optimal solution is searched, interleaved with the
generation of bounds that allow to skip most of these subproblems.

3.3.1 Cutting Planes

u�1

u�2

example cutting plane
that cuts the non-integral
initial LP solution u�1 but
is valid for 𝒫I ; it implies
a new LP solution u�2 with
improved objective value

Assume that we try to solve the IP (3.14) by solving its LP relaxation, i.e., minimize 𝑐u� 𝑥 over 𝒫
instead of 𝒫I . If the LP solution 𝑥1 happens to be integral, it is clear that 𝑥1 is also optimal for
(3.14). Otherwise, by Theorem 3.8 there must exist at least one inequality that is valid for 𝒫I
but not for 𝑥1 . Any such inequality is called a cutting plane or simply cut for 𝑥1 . If we add a cut
to the LP relaxation (3.14) and solve the LP again, we necessarily get a new solution 𝑥2 ≠ 𝑥1
(because the cut is violated by 𝑥1 ). Since the feasible space was reduced, 𝑐u� 𝑥2 ≥ 𝑐u� 𝑥1 must
hold.
This method can be iterated as long as new cuts for the current solution 𝑥u� can be generated,
leading to a sequence of LP solutions (𝑥u� )u� such that (𝑐u� 𝑥u� )u� is monotonically increasing. If the
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cuts are “good enough” (especially if they include the facets of 𝒫I ), some 𝑥u� will eventually
be feasible for 𝒫I and hence equal the IP solution 𝑥∗ . While there exists a cut-generation
algorithm, called Gomory-Chvátal method, that provably terminates in 𝑥∗ after a ﬁnite number
of steps, the number of cuts it usually introduces is prohibitive for practical applications. For
many classes of IPs, however, there exist special methods to derive cuts that are based on the
speciﬁc structure of the problem—we will encounter such a case in Section 5.3.

3.3.2 Branch-&-Bound
Let us again assume that we solve the LP relaxation of (3.14) and obtain a non-integral LP
solution 𝑥∅ ∈ 𝒫 ⧵ ℤu� with, say, 𝑥∅u� ∉ ℤ. The key idea of LP-based branch-&-bound is to deﬁne
two disjoint subproblems 𝑆0 and 𝑆1 of the original problem 𝑆∅ = (3.14) with the property
that the optimal IP solution 𝑥∗ of 𝑆∅ is contained in either 𝑆0 or 𝑆1 . To be speciﬁc, note that
necessarily 𝑥∗u� ∈ ℤ, so either 𝑥∗u� ≤ ⌊𝑥∅u� ⌋ or 𝑥∗u� ≥ ⌈𝑥∅u� ⌉ needs to hold, which gives rise to the two
subproblems
min
𝑆0 ∶

𝑐u� 𝑥

s.t. 𝐴𝑥 ≤ 𝑏
𝑥u� ≤ ⌊𝑥∅u� ⌋
𝑥 ∈ ℤu�

min
and

𝑆1 ∶

s.t.

u�0
u�

𝑐u� 𝑥

u�0

u�u�
u�u�1

𝐴𝑥 ≤ 𝑏
𝑥u� ≥ ⌈𝑥∅u� ⌉
𝑥 ∈ ℤu� .

For both, we can again solve the LP relaxation (with the additional constraint on 𝑥u� ) to obtain LP
solutions 𝑥0 and 𝑥1 with objective function values 𝑧0 and 𝑧1 , respectively. If both solutions are
integral, clearly the one with smaller objective function value is optimal for (3.14). Otherwise,
the process can be recursed to split a subproblem into two sub-subproblems (e.g., 𝑆00 and 𝑆01 ),
and so forth, creating a binary tree of “problem nodes” whose leaves accord to problems that
either have an integral LP solution or are infeasible—in both cases, no further subdivision is
necessary.
While this technique already reduces the search space in a substantial way, using advanced
bounding allows to further reduce the size of the abovementioned tree. Note that any feasible
solution 𝑥 ̂ ∈ 𝒫 ∩ ℤu� gives an upper bound on the optimal objective value 𝑧∗ = 𝑐u� 𝑥∗ , i.e.,
𝑐u� 𝑥 ̂ ≥ 𝑐u� 𝑥∗ . Furthermore, in any subproblem 𝑆, the objective value 𝑧u� of the optimal solution
𝑥u� to the corresponding LP relaxation is a lower bound on the optimal integral solution value 𝑧u�̂
of that subproblem. If we now solve the LP relaxation of some subproblem 𝑆 obtaining 𝑧u� and it
holds that 𝑧u� ≥ 𝑐u� 𝑥 ̂ for any feasible 𝑥 ̂ that has been found earlier, there is no need to subdivide
𝑆 (even if 𝑥u� is not integral): no feasible point of 𝑆 can improve upon the objective value of 𝑥.̂
If we otherwise split 𝑆 into subproblems 𝑆′ and 𝑆″ and solve the respective LP-relaxations to
′
″
′
″
obtain 𝑧u� and 𝑧u� , we can conclude that min{𝑧u� , 𝑧u� } ≤ 𝑧u�̂ = 𝑐u� 𝑥u�̂ , i.e., the smaller of both is a
lower bound on 𝑧u�̂ , because the optimal integral solution 𝑥u� for 𝑆 must be in either 𝑆′ or 𝑆″ . If
this minimum is larger than 𝑧u� , we can improve the lower bound for 𝑆. This bound update can
possibly be propagated to the parent of 𝑆 if 𝑆 has a sibling for which a lower bound has already
been computed, and so forth.
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u�1

all integral points in 𝒫
are contained in either
u�0 = {u� ∈ 𝒫 ∶ u�2 ≥ 1} or
u�1 = {u� ∈ 𝒫 ∶ u�2 ≤ 0}, the
two solutions u�u�0 and u�u�1
have larger objective value
than u�u�

u�∅
u�0

u�1
u�10

u�100

u�11
u�101

an example b&b enumeration tree; the leaves are not
further explored because
the respective LPs are either infeasible or have
integral solutions
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The algorithm terminates if there are either no unexplored subproblems left, or if a feasible
solution 𝑥 ̂ for (3.14) and a lower bound 𝑧∅ on the optimal objective value 𝑧∗ has been found
such that 𝑥 ̂ = 𝑧∅ : it is then clear that no better solution than 𝑥 ̂ exists, so 𝑥 ̂ must be optimal.
In practice, the cutting-plane and branch-&-bound approach are often interleaved within a
branch-&-cut algorithm, where cutting planes might be inserted in each node of the branch-&bound tree. The algorithm presented in Paper VI is based on such a branch-&-cut strategy.

3.4 Combinatorial Optimization
An optimization problem is called combinatorial if the feasible set comprises all subsets of a
ﬁnite ground set Ξ = {𝜉1 , … , 𝜉u� } that fulﬁll a certain property, and the objective value of an
𝑆 ⊆ Ξ has the form 𝑓(𝑆) = ∑u�∈u� 𝑐u� for given cost values 𝑐u� ∈ ℝ associated to each element
𝜉 ∈ Ξ.

u�1
u�

u�2

u�4 u�5
u�6

u�3

u�7

u�

Ξ = {u�1 , … , u�7 }; feasible
are {u�1 , u�5 }, {u�1 , u�4 , u�7 },
{u�2 , u�6 }, and {u�3 , u�7 }

A popular example is the shortest-path problem: given a graph 𝐺 = (𝑉, 𝐸), two vertices 𝑠, 𝑡 ∈ 𝑉
and cost 𝑐u� associated to each edge 𝑒 ∈ 𝐸, it asks for an 𝑠–𝑡 path 𝑃∗ (in fact, only paths in which
each edge occurs at most once are allowed) with minimum total cost 𝑓(𝑃∗ ), where the objective
function 𝑓(𝑃) = ∑u�∈u� 𝑐u� accumulates, for each edge 𝑒 visited by the path 𝑃, the cost value 𝑐u�
assigned to 𝑒. Here, the ground set consists of the set of edges Ξ = 𝐸, and a subset of edges is
feasible if it forms (in appropriate ordering) a path in 𝐺.
In a combinatorial optimization problem, one can identify each subset 𝑆 ⊆ Ξ by its characteristic
(or incidence) vector 𝑥u� ∈ {0, 1}u� , where
⎧
{1
𝑥u�u� = ⎨
{
⎩0

if 𝜉u� ∈ 𝑆,
otherwise.

Then, the set 𝑋 = {𝑥u� ∶ 𝑆 ⊆ Ξ feasible} that represents the feasible solutions is a subset of
{0, 1}u� . As furthermore 𝑓(𝑆) = 𝑐u� 𝑥u� with 𝑐 = (𝑐u�1 , … , 𝑐u�u� )u� , every combinatorial optimization
problem with such an objective function can be represented by the LP
min
s.t.

𝑐u� 𝑥
𝑥 ∈ conv(𝑋)

whose feasible polytope 𝒫 is a subset of the unit hypercube [0, 1]u� .
In case of the shortest 𝑠–𝑡 path problem, an explicit formulation of the path polytope, i.e., the
convex hull of incidence vectors of 𝑠–𝑡 paths, is known. The corresponding LP to solve the
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shortest path problem is
min

𝑐u� 𝑥 = ∑ 𝑐u� 𝑥u�

(3.15a)

u�∈u�

s.t.

(3.15b)

∑ 𝑥u� − ∑ 𝑥u� = 1
u�∈u�− (u�)

u�∈u�+ (u�)

(3.15c)

∑ 𝑥u� − ∑ 𝑥u� = −1
u�∈u�+ (u�)

u�∈u�− (u�)

∑ 𝑥u� − ∑ 𝑥u� = 0
u�∈u�+ (u�)

for all 𝑣 ∉ {𝑠, 𝑡}

(3.15d)

u�∈u�− (u�)

𝑥 ∈ [0, 1]|u�| ,

(3.15e)

where (3.15b) and (3.15c) ensure that the path starts in 𝑠 and ends in 𝑡, respectively, and the
so-called ﬂow conservation constraints (3.15d) state that the path must leave any other vertex 𝑣
as often as it enters 𝑣.
In general, however, it is highly nontrivial to ﬁnd an explicit representation of 𝒫. For a large
class of hard problems one can nevertheless at least formulate some LP-relaxation 𝒫′ ⊇ conv(𝑋)
such that 𝒫′ ∩ {0, 1}u� = 𝑋, i.e., there is an integer programming model
min

𝑐u� 𝑥

s.t. 𝑥 ∈ 𝒫′
𝑥 ∈ {0, 1}u�
of the problem, which can then be tackled by the methods presented in Section 3.3. For
several problems—in this thesis, most notably the decoding problem introduced in the following
chapter—this polyhedral approach to combinatorial optimization has led to the most eﬃcient
algorithms known.
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Chapter 4
Coding Theory Background
How can information be transmitted reliably via an error-prone transmission system? The
mathematical study of this question initiated the emergence of information theory and, since
one particularly important answer lies in the use of error-correcting codes, of coding theory as
a mathematical discipline of its own right.
In contrast to physical approaches to increase the reliability of communication (e.g. increased
transmit power, more sensitive antennas, …), error-correcting codes oﬀer a completely ideal
solution to the problem. It has been shown that, by coding, an arbitrary level of reliability is
achievable, despite the unavoidable inherent unreliability of any technological equipment—in
fact, the unparalleled development of microelectronic devices and their ability to communicate
via both wired and wireless networks would not have been possible without the accompanying
progresses in coding theory.
This chapter reviews the basics of error-correcting codes and their application to reliable
communication. For a more complete coverage of these topics, we refer the interested reader to
the broad literature on the subject: the birth of information theory was Shannon’s seminal work
“A mathematical theory of communication” [11]. Recommendable textbooks on information
theory and its applications are [12, 13]. There are several books covering “classical” coding
theory (this term is elucidated later), e.g. [14], while modern aspects of coding are collected in
[15].

4.1 System Setup and the Noisy-Channel Coding Theorem
The principle of error-correction coding is to preventively include redundancy in the transferred
messages, thus communicating more than just the actual information, with the goal of enabling
the receiver to recover that information, even in the presence of noise on the transmission
channel. The general system setup we consider is as depicted in Figure 4.1:
• the function by which these “bloated” messages are computed from the original ones is
called the encoder;
• the channel introduces noise to the transmitted signal, i.e., at the receiver there is uncertainty about what was actually sent;
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Figure 4.1: Model of the transmission system.
• the decoder tries to recover the original information from the received signal.
Throughout this text, we are concerned only with block codes, which means that the information
enters the encoder in form of chuncks of uniform size (the information words), each of which is
encoded into a unique coded message of again uniform (but larger) size (the codewords). For
now, we additionally restrict ourselves to the binary case, i.e., the alphabet for both information
and codewords is 𝔽2 = {0, 1}. This leads to the following deﬁnitions.
1000
0010
1110

4.1 Deﬁnition (code): An (𝑛, 𝑘) code is a subset 𝒞 ⊆ 𝔽u�2 of cardinality 2u� . A bijective map
from 𝔽u�2 onto 𝒞 is called an encoding function for 𝒞.

∈ 𝔽u�2

0110

Whenever the context speciﬁes a concrete encoding function, and if there is no risk of ambiguity,
the symbol 𝒞 will be used interchangeably for both the code and its encoding function.

encoder
𝒞(1000)
𝒞(0010)

∈ 𝔽u�2

𝒞(1110)
𝒞(0110)

block encoding of information words into codewords

The numbers 𝑘 and 𝑛 are referred to as information length and block length, respectively. Their
quotient 𝑟 = 𝑘/𝑛 < 1 represents the amount of information per coded bit and is called the rate
of 𝒞.
C
The concept of redundancy is entailed by the fact that 𝒞 is a strict (and usually very small)
subset of the space 𝔽u�2 , i.e., most of the vectors in 𝔽u�2 are not codewords, which is intended to
make the codewords much easier to distinguish from each other than the informations words
of 𝔽u�2 .
Note that in this deﬁnition the encoder is secondary to the code. This reﬂects the fact that, for
the topics covered by this text, the structure of the set of codewords is more important than the
actual encoding function.

1

0

0

1

1

channel

We assume that the channel through which the codewords are sent is memoryless, i.e., that the
noise aﬀects each individual bit independently; it thus can be deﬁned as follows.
4.2 Deﬁnition (binary-input memoryless channel): A binary-input memoryless channel
is characterized by an output domain 𝒴 and the two conditional probability functions
𝑃(𝑦u� ∣ 𝑥u� = 0)

0.8 0.15 0.6 0.7 0.5
transmission of ﬁve bits
through a noisy channel with 𝒴 = [0, 1]

and

𝑃(𝑦u� ∣ 𝑥u� = 1)

(4.1)

that specify how the output 𝑦u� ∈ 𝒴 depends on the two possible inputs 0 and 1, respectively (we
assume that these two functions are not identical—otherwise, the output would be independent
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of the input and would thus not contain any information about the latter). Even more compactly,
the frequently used log-likelihood ratio (LLR)

When the receiver observes the result 𝜆 ∈ ℝu� (we mostly use LLRs in favor of 𝑦 ∈ 𝒴u� from
now on) of the transmission of an encoded information word 𝑥 = 𝒞(𝑢) through the channel, it
has to answer the following question: which codeword 𝑥 ∈ 𝒞 do I believe has been sent, under
consideration of 𝑦? This “decision maker” is called the decoder, which is an algorithm realizing
a decoding function
decode ∶ ℝu� → ℝu� ;
(4.3)
the decoder is intentionally (for reasons that will become clear later) allowed to output not
only elements of 𝔽u�2 but arbitrary points of the unit hypercube [0, 1]u� (which includes 𝔽u�2 via
the canonical embedding). We speak of decoding success if 𝑥 ∈ 𝒞 was sent and decode(𝜆) = 𝑥,
while a decoding error occurs if decode(𝜆) = 𝑥′ ≠ 𝑥, which includes the cases that 𝑥′ ∈ 𝒞, i.e.,
the decoder outputs a codeword but not the one that was sent, and 𝑥′ ∉ 𝒞, i.e., the decoder
does not output a codeword at all.
Assuming a uniform prior on the sender’s side, i.e., that all possible information words occur
with the same probability (source coding, the task of accomplishing this assumption, is not
covered here), the error-correcting performance of a communication system consisting of code,
channel, and decoding algorithm can be evaluated by means of its average frame-error rate
1
FER =
∑ 𝑃 (decode(𝜆) = 𝑥 ∣ 𝑥 was sent) .
|𝒞| u�∈𝒞

(4.4)

We can now state the main task of coding theory: given a certain channel model (4.1), design an
(𝑛, 𝑘) code and an accompanying decoder (4.3) such that the demands requested by the desired
application are fulﬁlled, which may include:
• The frame-error rate (4.4) should be suﬃciently small in order to ensure reliable communication.
• The rate 𝑟 = 𝑘/𝑛 should be as large as possible, because a small rate corresponds to a
large number of transmitted bits per information bit, i.e., large coding overhead.
• The block length 𝑛 should be small: high block lengths generally increase the complexities
of both encoder and decoder and may additionally introduce undesirable latencies in e.g.
telephony applications.
• The complexity of the decoding algorithm needs to be appropriate.

25

0

−0.85

represents the entire information revealed by the channel about the sent symbol 𝑥u� . If 𝜆u� > 0,
then 𝑥u� = 0 is more likely than 𝑥u� = 1, and vice versa if 𝜆u� < 0. The absolute value of 𝜆u�
indicates the reliability of this tendency.
C

−0.41

(4.2)

1.73

𝑃(𝑦u� ∣ 𝑥u� = 0)
)
𝑃(𝑦u� ∣ 𝑥u� = 1)

−1.39

𝜆u� = ln (
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It is intuitively clear that some of the above goals are opposed to each other. The ﬁrst two,
however, are not as incompatible as one might suspect—Claude Shannon proved a stunning
result [11] which implies that, at a ﬁxed positive code rate, the error probability can be made
arbitrarily small.
4.3 Theorem (noisy-channel coding theorem): For given 𝜀 > 0 and 𝑟 < 𝐶, where 𝐶 > 0
depends only on the channel, there exists a code 𝒞 with rate at least 𝑟, and a decoding algorithm
for 𝒞 such that the frame-error rate (4.4) of the system is below 𝜀.
C
As beautiful as both the result and its proof (which is explained thoroughly in [12]) are, they
are unfortunately completely non-constructive in several ways:
• the decoding error probability vanishes only for the block length 𝑛 going to inﬁnity;
• the proof makes use of a random coding argument, hence it does not say anything about
the performance of a concrete, ﬁnite code;
• the running time of the theoretical decoding algorithm used in the proof is intractable
for practical purposes.
As a consequence of the ﬁrst two aspects, the search for and construction of “good” codes, i.e.,
codes that allow for the best error correction at a given ﬁnite block length 𝑛 and rate 𝑟, has
emerged as an research area on itself, which is nowadays often nicknamed “classical coding
theory.” For a long time, however, the problem of decoder complexity was not a major focus
of the coding theory community. The term “modern coding theory” nowadays refers to a
certain paradigm shift that has taken place since the early 1990’s, governed by the insight that
suboptimal codes which are develeoped jointly with harmonizing low-complexity decoding
algorithms can lead to a higher overall error-correcting performance in practical applications
than the “best” codes, if no decoder is able to exploit their theoretical strength within reasonable
running time (see [16] for the historical development of coding theory).
The rest of this chapter is organized as follows. In Section 4.2, we discuss both the optimal
MAP and the ML decoding rule, which are equivalent in our case. Afterwards, the prevalent
additive white Gaussian noise (AWGN) channel model is explained in Section 4.3. Section 4.4
introduces binary linear block codes, a subclass of general block codes that is most important
in practice and with some exceptions assumed throughout this thesis. A special type of linear
block codes, called turbo codes, is presented in Section 4.5. Finally, Section 4.6 explains how
codes and channels can be generalized to the non-binary case.
Note that this chapter does not cover any speciﬁc decoding algorithm, as both Chapter 5 and the
entire Part II are concerned with various decoding approaches using mathematical optimization.
For other decoding algorithms, e.g. the ones that are used in today’s electronic devices, we
refer to the literature.
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4.2 MAP and ML Decoding
An optimal decoder (with respect to frame-error rate) would always return the codeword that
was sent with highest probability among all codewords 𝑥 ∈ 𝒞, given the observed channel
output 𝑦:
𝑥MAP = arg max 𝑃(𝑥 ∣ 𝑦).
(4.5)
u�∈𝒞

This is called MAP decoding. By Bayes’ theorem, we have
𝑃(𝑥 ∣ 𝑦) =

𝑃(𝑦 ∣ 𝑥)𝑃(𝑥)
.
𝑃(𝑦)

Since 𝑃(𝑦) is independent of the sent codeword 𝑥 and by assumption 𝑃(𝑥) is constant on 𝒞, we
obtain the equivalent ML decoding rule:
𝑥ML = arg max 𝑃(𝑦 ∣ 𝑥).

(4.6)

u�∈𝒞

Unfortunately, ML decoding is NP-hard in general [17], which motivates the search for special
classes of codes that are both strong and allow for an eﬃcient decoding algorithm which at
least approaches the ML error-correction performance. On the other hand, it is desirable to
know the frame-error rate for a given code under exact ML decoding, because it (a) constitutes
the ultimate theoretical performance measure of the code itself and (b) serves as a “benchmark”
for the quality of suboptimal decoding algorithms.

4.3 The AWGN Channel
The most immediate and simple example of a binary-input memoryless symmetric channel as
deﬁned in Deﬁnition 4.2 is called the binary symmetric channel (BSC): it ﬂips a bit with probability
𝑝 < 1/2 and correctly transmits it with probability 𝑞 = 1 − 𝑝, and hence 𝜆u� = ± ln(𝑝/𝑞), i.e.,
there are only two possible channel outputs.
While the conceptual simplicity of the BSC is appealing, for practical applications it turns out
to be simpliﬁed too much. Imagine a device in which some incoming electromagnetic signal is
translated by a circuit (consisting of e.g. antenna, electronic ﬁlters etc.) into a voltage 𝑣 with
expected values 𝑣0 and 𝑣1 for the transmission of a 0 and 1, respectively. For a BSC channel
model, we could round 𝑣 to the closest of those values and pass that “hard” information (either
0 or 1) to the decoder. But clearly, knowing how far 𝑣 is from the value it is rounded to contains
valuable information about the reliability of the received signal—a value of 𝑣 close to the mean
(𝑣1 − 𝑣0 )/2 is less reliable than one close to either 𝑣0 or 𝑣1 (cf. the ﬁgures along Deﬁnition 4.2).
Consequently, the decoder should take that “soft” information into account.
The most prominent soft-output channel model is the AWGN channel, in which independent
Gaussian noise (as it appears frequently in nature) is added to each transmitted symbol. It is
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characterized by a Gaussian distribution with mean (−1)u�u� √𝐸c and variance 𝜎2 . Here, 𝐸c is
the transmit energy per channel symbol and 𝜎2 is the noise energy of the channel [15]:
𝑃(𝑦u� ∣ 𝑥u� ) =

1
√2𝜋𝜎2

𝑒

− 12 ⋅(

2
u�
u�−(−1) u� √u�c
)
u�

.

(4.7)

Note that the AWGN channel challenges the conceptual distinction between transmission success
and transmission error in favor of an ubiquitous presence of noise: the expected value ±√𝐸c
that corresponds to a “noiseless” transmission will be received only with probability zero.
For a given code rate 𝑟, an AWGN channel can be speciﬁed by a single quantity, called
information-oriented signal-to-noise ratio (SNR)
SNRb =

𝐸b
𝐸c
=
𝑁0 𝑟 ⋅ 2𝜎2

(4.8)

where 𝐸b = 𝐸c /𝑟 is the energy per information bit and 𝑁0 = 2𝜎2 is called the double-sided
power spectral density. It can be shown that the 𝑖-th LLR value 𝜆u� of an AWGN channel is itself
a normally distributed random variable,
𝜆u� ∼ 𝒩 (4𝑟(−1)u�u� · SNRb , 8𝑟 · SNRb ) ,

(4.9)

hence the speciﬁc values of 𝐸b and 𝜎 are irrelevant for the channel law.
In order to evaluate the performance of a speciﬁc code/decoder pair, it is common to state
the frame-error rate not only for a single SNR, but instead to plot (4.4) for a whole range of
SNR values (see e.g. Figure 7.3 on page 96). Since in the majority of cases the FER cannot
be determined analytically, these performance curves are usually obtained by Monte Carlo
simulation. To that end, (4.9) is utilized to generate a large number of channel outputs, until
a suﬃcient number of decoding errors (decode(𝑦) ≠ 𝑥) allows for a statistically signiﬁcant
estimation of (4.4).

4.4 Binary Linear Block Codes
4.4 Deﬁnition (linear code): A binary (𝑛, 𝑘) code 𝒞 is called linear if 𝒞 is a linear subspace
of 𝔽u�2 . Consequently, a linear code admits a linear encoding function.
C
Linear codes constitute the by far most important class of codes that are studied in literature.
This is justiﬁed by the fact that, for binary-input symmetric memoryless channels, the results
of Theorem 4.3 continue to hold when restricting to linear codes only [13, Ch. 6.2].
Linearity implies a vast amount of structure and allows codes to be compactly deﬁned by
matrices, as introduced below. Note that all operations on binary vectors in this section are
performed in 𝔽2 , i.e., “modulo 2”.
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4.5 Deﬁnition (dual code and parity-check matrices): The orthogonal complement
𝒞⊥ = {𝜉 ∈ 𝔽u�2 ∶ 𝜉u� 𝑥 = 0 for all 𝑥 ∈ 𝒞}
of a linear (𝑛, 𝑘) code 𝒞 is called the dual code of 𝒞, the elements of 𝒞⊥ are dual codewords of
𝒞.
A matrix 𝐻 ∈ 𝔽u�×u�
is a parity-check matrix for 𝒞 if its rows generate 𝒞⊥ (i.e., the rows contain
2
⊥
a basis of 𝒞 ) and hence the equation
𝒞 = {𝑥 ∶ 𝐻𝑥 = 0}

(4.10)

completely characterizes 𝒞. In practice, 𝒞 is often deﬁned by stating a parity-check matrix 𝐻
in the ﬁrst place; in that event, we also speak of 𝐻 as the parity-check matrix of 𝒞.
C
Since 𝒞⊥ is an (𝑛, 𝑛−𝑘) code, it follows that 𝑚 > 𝑛 − 𝑘 in the above deﬁnition; in practice,
𝑚 = 𝑛 − 𝑘 is usually the case. Because 𝒞 is linear, a linear encoding function can likewise
be deﬁned by means of a so-called generator matrix 𝐺, the rows of which form a basis of 𝒞.
Within the scope of this text, however, parity-check matrices are by far more important.

4.4.1 Minimum Hamming Distance
It is intuitively clear that, for a code to be robust against channel noise, the codewords should
be maximally “distinguishable” from each other, i.e., there should be enough space between
any two of them. Hence, one of the most important measures for the quality of a single code is
its minimum distance, as deﬁned below.
4.6 Deﬁnition (minimum distance): The Hamming weight 𝑤H (𝑥) of a binary vector 𝑥 is
deﬁned to be the number of 1s among 𝑥. The Hamming distance 𝑑H (𝑥, 𝑦) = 𝑤H (𝑥 − 𝑦) of two
vectors 𝑥, 𝑦 of equal length is the number of positions in which they diﬀer. The minimum
(Hamming) distance of a linear code 𝒞 is deﬁned as
𝑑min (𝒞) = min 𝑑H (𝑥, 𝑦) = min ∣{𝑖 ∶ 𝑥u� ≠ 𝑦u� }∣ ;
u�,u�∈𝒞
u�≠u�

u�,u�∈𝒞
u�≠u�

it is equivalent to the minimum Hamming weight among all non-zero codewords,
𝑑min (𝒞) = min 𝑤H (𝑥),
u�∈𝒞⧵{0}

by linearity.

(4.11)
C

The problem of ﬁnding the minimum distance of general linear codes is an NP-hard problem
[18]. Nevertheless, integer programming techniques allow to compute 𝑑min for codes which are
not too large; this topic occurs in Papers III, VI and VII. In Section 5.4, with the pseudoweight
we will encounter a similar weight measure that is speciﬁc to the LP decoding algorithm.
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4.4.2 Factor Graphs
Let 𝒞 be a binary linear code and 𝐻 ∈ 𝔽u�×u�
a parity-check matrix for 𝒞. As noted before in
2
(4.10), the condition
𝐻𝑥 = 0
(4.12)
is necessary and suﬃcient for 𝑥 being a codeword of 𝒞. A row-wise viewpoint of (4.12) leads to
the following deﬁnition.
4.7 Deﬁnition: Let 𝒞 be a linear (𝑛, 𝑘) code deﬁned by the 𝑚 × 𝑛 parity-check matrix 𝐻.
Any code 𝒞′ such that 𝒞 ⊆ 𝒞′ is called a supercode of 𝒞. For 𝑗 ∈ {1, … , 𝑚}, the particular
supercode
𝒞u� = {𝑥 ∶ 𝐻u�,• 𝑥 = 0}
is called the 𝑗-th parity-check of 𝒞. It is a so-called single parity check (SPC) code, simply placing
a parity condition on the entries {𝑥u� ∶ 𝐻u�,u� = 1}.
C
An obvious yet important consequence of the above deﬁnition is that
𝒞 = ⋂ 𝒞u� ,

(4.13)

u�

i.e., a linear code 𝒞 is the intersection of the supercodes deﬁned by the rows of a parity-check
matrix for 𝒞.
1101100
⎛
⎞
⎟
⎜
u� = ⎜
⎜ 0 1 1 1 0 1 0⎟
⎟
⎝ 0 0 0 1 1 1 1⎠
u�1

u�2

𝒞1

u�3

The fact that a linear code is characterized by several parity-check conditions placed on subsets
of the variables is neatly visualized by a factor graph (or Tanner graph).
4.8 Deﬁnition (factor graph): The factor graph representing a parity-check matrix 𝐻 ⊆ 𝔽u�×u�
2
of a linear code 𝒞 is a bipartite undirected graph 𝐺 = (𝑉 ∪̇ 𝐶, 𝐸) that has 𝑚 check nodes
𝐶 = {𝒞1 , … , 𝒞u� }, 𝑛 variable nodes 𝑉 = {𝑥1 , … , 𝑥u� } and an edge (𝒞u� , 𝑥u� ) whenever 𝐻u�,u� = 1. C

𝒞2
u�4

u�5

u�6
𝒞3
u�7

parity-check matrix and
corresponding factor
graph of a (7, 4) code

The factor graph representation plays an important role in the analysis and design of codes
and decoding algorithms. One of today’s most prominent decoding methods, named belief
propagation, works by iteratively exchanging messages (representing momentary beliefs or
probabilities) between the check and variable nodes, respectively, of the factor graph [19].
Moreover, graph covers of the factor graph, as deﬁned below in Section 5.4.3 and used extensively
in Paper VII have become an important tool to analyze LP decoding, belief propagation decoding,
and their mutual relation [20].

4.5 Convolutional and Turbo Codes
Turbo codes constitute an important class of linear codes, as they were the ﬁrst to closely
approach the promises of Theorem 4.3 using a very eﬃcient decoding algorithm [2]. They are
constructed by combining two or more (terminated) convolutional codes. For the matter of
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𝑆8

𝑆9

Figure 4.2: An example trellis graph with 𝑘 = 9 segments and 2u� = 4 states. Dashed edges have
input bit in(𝑒) = 0, for solid edges the input is in(𝑒) = 1. Hence, for example, the zero
input sequence 𝑢 = (0, … , 0) corresponds to the horizontal path (𝑣1,0 , 𝑣2,0 , … , 𝑣10,0 )
in 𝑇.
this work, it is important that the codewords of a convolutional code are in correspondence to
certain paths in a graph, as described below.
A terminated convolutional (𝑛, 𝑘) code 𝒞 with rate 𝑟 (where 1/𝑟 = 𝑛/𝑘 ∈ ℕ) and memory 𝑑 ∈ ℕ
can be compactly described by a ﬁnite state machine (FSM) with 2u� states 𝑆 = {𝑠0 , … , 𝑠2u�−1 }
and a state transition function 𝛿 ∶ 𝑆 × 𝔽2 → 𝑆 × 𝔽1/u�
2 that deﬁnes the encoding of an information
word 𝑢 ∈ 𝔽u�2 as follows. Initially, the FSM is in state 𝑠(1) = 𝑠0 . Then the bits 𝑢u� of 𝑢 are
subsequently fed into the FSM to determine the codeword 𝒞(𝑢), i.e., in each step 𝑖 ∈ ℕ, the
current state 𝑠(u�) ∈ 𝑆 together with the 𝑖-th input bit 𝑢u� determines via

0/1

𝛿(𝑠(u�) , 𝑢u� ) = (𝑠(u�+1) , 𝑥(u�) )

u�3

(u�)
the subsequent state 𝑠(u�+1) as well as 𝑛/𝑘 output bits 𝑥(u�) = (𝑥(u�)
1 , … , 𝑥u�/u� ) that constitute the
part of the codeword that belongs to 𝑢u� . Finally, the machine has to terminate in the zero state,
i.e., 𝑠(u�+1) = 𝑠0 is required (this entails that some of the input bits are not free to choose and thus
have to be considered as part of the output instead; in favor of a clear presentation, however,
we ignore this inexactness and assume that 𝑢 is in advance chosen such that 𝑠(u�+1) = 𝑠0 ; see
e.g. Paper IV for a more rigorous construction). The encoded word 𝑥 = 𝒞(𝑢) now consists of a
concatenation of the 𝑥(u�) , namely,
(1)
(u�)
(u�)
𝑥 = (𝑥(1)
1 , … , 𝑥u�/u� , … , 𝑥1 , … , 𝑥u�/u� ) .

The FSM of a convolutional code is always deﬁned in such a way that this encoding is a linear
map, and hence 𝒞 is a linear code.
By “unfolding” the FSM along the time domain, we now associate a directed acyclic graph
𝑇 = (𝑉, 𝐸) to the convolutional code 𝒞, called its trellis (see Figure 4.2). Each vertex of 𝑇
corresponds to a state of the FSM at a speciﬁc time step, such that 𝑉 = {1, … , 𝑘 + 1} × 𝑆, where
we denote the vertex (𝑖, 𝑠) corresponding to state 𝑠 ∈ 𝑆 at step 𝑖 shortly by 𝑣u�,u� ∈ 𝑉.
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The edges of 𝑇 in turn correspond to valid state transitions. For each 𝑖 ∈ {1, … , 𝑘} and 𝑠 ∈ 𝑆,
there are two edges emerging from 𝑣u�,u� , according to the two possible values of 𝑢u� (which are
encoded in the input labels in(𝑒) ∈ {0, 1} of the edges); both their output labels out(𝑒) ∈ 𝔽u�/u�
2
and target vertices 𝑣u�+1,u�′ are determined by the state transition function via
𝛿(𝑠, in(𝑒)) = (𝑠′ , out(𝑒)).
Hence, each edge 𝑒 = (𝑣u�,u� , 𝑣u�+1,u�′ ) of 𝑇 corresponds to the input of one bit at a speciﬁc step 𝑖
and a speciﬁc state 𝑠 of the encoder FSM that is in state 𝑠′ afterwards; the labels of 𝑒 deﬁne the
value of the input bit 𝑢u� = in(𝑒) and the output sequence 𝑥(u�) = out(𝑒), respectively. The trellis
𝑇 is thus “(𝑘 + 1)-partite” in the sense that 𝑉 partitions into 𝑘 + 1 subsets 𝑉u� such that edges
only exist between two subsequent sets 𝑉u� and 𝑉u�+1 . This motivates the deﬁnition of the 𝑖-th
trellis segment 𝑆u� = (𝑉u� ∪ 𝑉u�+1 , 𝐸u� ) according to the 𝑖-th encoding step as the subgraph induced
by 𝑉u� ∪ 𝑉u�+1 .
The transition function 𝛿 is always designed in such a way that if 𝛿(𝑠, 0) = 𝛿(𝑠′ , 𝑥′ ) and
𝛿(𝑠, 1) = 𝛿(𝑠″ , 𝑥″ ) then 𝑥′ ≠ 𝑥″ , i.e., at each encoding step, the two outputs corresponding to
an input bit 0 and 1, respectively, must be diﬀerent. As a consequence, the codewords of 𝒞
are in one-to-one correspondence with the paths from 𝑣1,0 to 𝑣u�+1,0 in 𝑇: at step 𝑖 in state 𝑠,
the next 𝑛/𝑘 bits of the codeword determine which edge to follow from 𝑣u�,u� , while conversely
the output label of such an edge ﬁxes the next 𝑛/𝑘 code bits. Due to the boundary constraints
𝑠(1) = 𝑠(u�+1) = 𝑠0 , some vertices and edges in the leading as well as the endmost 𝑑 segments are
not part of any such path and therefore are usually removed from 𝑇, as shown in the ﬁgure.
u� ∈ 𝔽u�2
u�

𝒞a

𝒞b

u� 𝒞a (u�) 𝒞b (u�(u�))
encoding scheme
of a turbo code

In a turbo code 𝒞TC , now, several convolutional codes are concatenated in order to improve
upon the rather weak error-correction performance of plain convolutional codes. In the
most common form, two identical convolutional codes 𝒞a and 𝒞b with rate 𝑟 = 1 each are
concatenated parallely, which means that the information word 𝑢 is encoded by both, but the
entries of 𝑢 are permuted by a ﬁxed permutation (the interleaver) 𝜋 ∈ 𝕊u� before entering
the second component code 𝒞b . A codeword of the turbo code 𝒞TC then consists of the
concatenation of a copy of 𝑢, 𝒞a (𝑢) and 𝒞b (𝜋(𝑢)), so that the overall rate of 𝒞TC is 𝑟 = 1/3
(here, again, a small rate loss due to termination is ignored). In a more general setting, the
term turbo-like codes refers to schemes that include serial concatenation, where the output of
one convolutional code is used as input for another convolutional code, or any combination
of parallel and serial concatenations—an example are 3-D turbo codes which are studied in
Paper VII.
Taking the path representation of codewords of 𝒞a and 𝒞b in their respective trellis graphs 𝑇a
and 𝑇b into account, from the above deﬁnition of a turbo code 𝒞TC we can derive a one-to-one
correspondence between codewords of 𝒞TC and pairs (𝑃a = (𝑒a1 , … , 𝑒au� ), 𝑃b = (𝑒b1 , … , 𝑒bu� )) of
paths in 𝑇a and 𝑇b , respectively, which additionally fulﬁll that
in(𝑒au� ) = in(𝑒bu�(u�) ),

(4.14)

i.e., the 𝑖-th edge in 𝑃a must have the same input label as the 𝜋(𝑖)-th edge in 𝑃b , because
both equal the 𝑖-th input bit 𝑢u� . The application of this path–code relationship to decoding by
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4.6 Non-Binary Codes and Higher-Order Modulation
mathematical optimization is introduced in Section 5.5, as it is the basis for the contributions
presented in Papers IV and VII.

4.6 Non-Binary Codes and Higher-Order Modulation
So far, we assumed binary data processing throughout coding and data transmission, as introduced in Section 4.1. While today’s microelectronic systems, as is generally known, internally
rely on the binary representation of data, the above simpliﬁcation is, in two diﬀerent but related
ways, not the whole story in case of channel coding.
First, observe that the deﬁnition of (linear) codes can straightforwardly be generalized to any
ﬁnite ﬁeld 𝔽u� for a prime power 𝑞: the information and codewords still lie in vector spaces and
linear maps can be deﬁned as usual; the parity-check matrix of such a non-binary code then has
entries in {0, … , 𝑞 − 1}. Several constructions of strong codes rely on a non-binary ﬁeld, thus a
restriction to the binary case would prevent us from using those codes.
Secondly, in many practical transmission systems the signal space is modeled by the complex
plane, where the real and imaginary axis, respectively, correspond to two diﬀerent carrier waves
(e.g., two sines that are out of phase by 𝜋/2) such that any complex number 𝑧 represents a linear
combination of both waves that is then emitted onto the carrier medium. This technique is called
modulation. At the receiver’s side, a complementary demodulator measures the potentially
distorted wave and reconstructs (e.g. via Fourier analysis) a point 𝑧 ̃ in the complex plane.
In the most simple binary case, two complex numbers (e.g. 𝑧0 = 1 + 0𝑖 and 𝑧1 = −1 + 0𝑖) are
chosen that represent the values 0 and 1, respectively, of a single bit. If we now assume that
the channel adds independent Gaussian noise to both carrier waves, this case reduces to the
binary AWGN channel as introduced in Section 4.3.
In higher-order modulation, however, more than one bit of information is transmitted at once by
choosing 𝑄 > 2 (usually, 𝑄 is a power of 2) possible complex signals {𝑧0 , … , 𝑧u�−1 }. Hence, the
channel can be modeled by 𝑄 probability functions 𝑃(𝑧 ̃ ∣ 0), … , 𝑃(𝑧 ̃ ∣ 𝑄 − 1) where 𝑧 ̃ ∈ ℂ.
Non-binary codes and higher-order modulation can be combined in several ways. Most obviously, if 𝑞 = 𝑄 then to each complex symbol 𝑧0 , … , 𝑧u�−1 an element of 𝔽u� can be assigned,
such that the channel transmits one entry of the codeword per signal. On the other hand, if e.g.
𝑞 = 2 and 𝑄 = 2u� , 𝑘 bits of the codeword can be sent at once by mapping the 2u� possible bit
conﬁgurations to the 2u� chosen complex symbols.
In both cases, the expression for ML decoding (4.6) is more complex than in the binary case. In
particular, the linearization to formulate ML decoding as an IP (Section 5.1) is not possible in
the same way because there is no individual LLR value corresponding to each channel signal.
Nevertheless, ML decoding of non-binary codes was formulated as an IP in [21], and in Paper II
we furthermore show how to incorporate higher-order modulation into the IP model.

u�
1 u�0

u�1

binary modulation
u�0

u�1
u�

1
u�3

u�2

modulation with u� = 4
signals
01

00
u�
1

10

11

example mapping of u� = 2
bits to 4 = 2u� complex
symbols
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Chapter 5
Optimization Into Coding: The Connection
So far, the two subjects introduced above—linear and integer optimization in Chapter 3 on the
one hand and coding theory in Chapter 4 on the other—may seem to have little in common:
while the ﬁrst consists of a mixture of (linear) algebra and probability, the latter is concerned
with solution algorithms for speciﬁc linear or discrete problems. The two areas become linked,
however, by the observation that decoding a received signal, in particular the (optimal) ML
decoding as introduced in Section 4.2, amounts to solving a combinatorial optimization problem
that can be formulated as an IP.
Therefore, this section introduces the abovementioned connection by reviewing the IP formulation of ML decoding and is then mainly concerned with a particular LP relaxation of that
formulation, called LP decoding. The style of writing is intentionally a little more verbose than
it was in the two previous chapters because, ﬁrst, this part is the most probable for the audience
to be unfamiliar with and, secondly, due to the recency of the subject, we are not aware of any
up-to-date, tutorial-like, yet mathematically stringent document that covers what we believe to
be its most important aspects.
A well-written resource for LP decoding is the dissertation of its inventor Jon Feldman [4].
Large parts of Section 5.4 are elaborately presented in [20] which is abounding in examples.
Not least, Paper I includes a literature survey of the algorithmic aspects of optimization-based
decoding until the time of its writing, as well as a thorough yet short coverage of the underlying
theory.

5.1 ML Decoding as Integer Program
While the perception of ML decoding (at least on the BSC) as a combinatorial optimization
problem is probably as old as coding theory itself (for example, the proof of its NP-hardness
by Berlekamp, McEliece, and Tilborg in 1978 [17] constitutes an obvious connection to the
optimization community), it has been only in 1998 that an integer programming formulation
of the problem was given [22], which consists of linearizations (with respect to ℝ) of both
the objective function and the code structure. In the following, we present a slightly modiﬁed
version (as in [23]) of that construction.
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Recall that the ML codeword maximizes the likelihood function 𝑃(𝑦 ∣ 𝑥) for a received channel
output 𝑦 (4.6). Since the channel is assumed to be memoryless, we have [4, 22]
u�

(5.1a)

𝑥ML
̂ = arg max ∏ 𝑃(𝑦u� ∣ 𝑥u� )
u�∈𝒞

u�=1
u�

= arg min − ∑ ln 𝑃(𝑦u� ∣ 𝑥u� )
u�∈𝒞

u�

= arg min ∑ (ln 𝑃(𝑦u� ∣ 0) − ln 𝑃(𝑦u� ∣ 𝑥u� ))
u�∈𝒞

u�∶ u�u� =1

𝑃(𝑦u� ∣ 0)
)
𝑃(𝑦u� ∣ 1)

(5.1d)

Since the fraction in the last term exactly matches the LLR value 𝜆u� (4.2) which is known to the
observer, we see that ML decoding is equivalent to minimizing the linear functional 𝜆u� 𝑥 over
all codewords 𝑥 ∈ 𝒞.

u�u�,• u�
8

How can we grasp this condition “𝑥 ∈ 𝒞” by an IP? The answer lies in the code-deﬁning
equation 𝐻𝑥 = 0 (4.12) for a given parity-check matrix 𝐻 ∈ 𝔽u�×u�
2 , which can be ℝ-linearized
in virtue of auxiliary integer variables 𝑧 ∈ ℤu� as follows: The condition 𝑥 ∈ 𝒞 is eqivalent to
𝐻𝑥 = 0 (mod 2), which in turn is fulﬁlled if and only if the result of 𝐻𝑥, as an operation in the
reals, is a vector whose entries are even numbers. It is thus clear that the formulation

7
6
5
4
3

min

2

s.t.

1
0

(5.1c)

u�=1

= arg min ∑ ln (
u�∈𝒞

(5.1b)

u�=1

1

2

3

4

feasible integer points
of the linearization
u�u�,• u� − 2u�u� = 0

(5.2a)
(5.2b)

𝐻𝑥 − 2𝑧 = 0
𝑥∈

u�u�
0

𝜆u� 𝑥
𝔽u�2 ,

𝑧∈

ℤu�

(5.2c)

models ML decoding because (5.2b) can be achieved by an integral vector 𝑧 if and only if 𝐻𝑥 is
even.
Note that any IP formulation of the ML decoding problem can be easily modiﬁed to output the
minimum distance 𝑑min of a code: in view of (4.11), this is equivalent to determine a codeword
of minimum Hamming weight. By setting 𝜆 = (1, … , 1), the objective function value (5.2a)
equals the Hamming weigth of 𝑥, and an additional linear constraint ∑ 𝑥u� ≥ 1 excludes the
all-zero codeword, such that the IP solution must be a codeword of minimum Hamming weight
([24, 25], see also Papers VI and VII).
Interestingly, the above linearization of the code was apparently “forgotten” and several years
later reinvented in 2009 [26] and 2010 [25]. One possible explanation might be that while (5.2)
is very compact in terms of size, its LP relaxation is essentially useless: if (5.2c) is replaced
by its continuous counterpart, then the feasible region of the 𝑥 variables is the entire unit
hypercube—for any conﬁguration of 𝑥, a corresponding real 𝑧 can be found such that (5.2b) is
fulﬁlled. It should be noted, however, that the formulation (5.2) has found recent justiﬁcation
by the fact that it appears to perform very well with commercial IP solvers [24, 27].
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5.2 LP Decoding
It was the LP decoder introduced by Feldman [4, 5] that established linear programming in
the ﬁeld of decoding by providing several equivalent IP formulations for which even the LP
relaxations exhibit a decoding performance that is of interest for practical considerations.
The essence of Feldman’s LP decoder lies in the representation (4.13) of a code, together with
the fact that for the SPC codes 𝒞u� (Deﬁnition 4.7), a polynomially sized description of conv(𝒞u� )
by means of (in)equalities and potential auxiliary variables is possible. Instead of providing an
LP description of conv(𝒞) (which in view of the NP-hardness of ML decoding is unlikely to be
tractable), the LP decoder thus operates on the relaxation polytope
𝒫(𝐻) = ⋂ conv(𝒞u� ) ⊇ conv(𝒞),

(5.3)

u�

called the fundamental polytope [20] of the parity-check matrix 𝐻. The vertices of 𝒫(𝐻) are
also called pseudocodewords.
5.1 Deﬁnition (LP decoder): Let 𝐻 be a parity-check matrix for the linear code 𝒞 and 𝜆 the
vector of channel LLR values. The LP decoder LP-decode(𝜆) outputs, for given 𝜆 ∈ ℝu� , the
optimal solution 𝑥 ̂ of the LP
min
s.t.

𝜆u� 𝑥

(5.4a)

𝑥 ∈ 𝒫(𝐻),

(5.4b)

where 𝒫(𝐻) is as deﬁned in (5.3).

C

conv(𝒞1 )

conv(𝒞2 )
two constitutent polytopes
conv(𝒞1 ) and conv(𝒞2 )
(the circular dots represent
𝔽u�2 )
𝒫(u�)

conv(𝒞)

𝒫(u�) = conv(𝒞1 ) ∩
conv(𝒞2 ) is a superset of
conv(𝒞) with additional
fractional pseudocodewords ∉ 𝔽u�2

The above deﬁnition is a meaningful relaxation of conv(𝒞) because one can easily show that
𝒫(𝐻) ∩ {0, 1}u� = 𝒞, i.e., the codewords of 𝒞 and the integral vertices of 𝒫(𝐻) coincide, which
proves the following theorem.
5.2 Theorem (ML certiﬁcate [4]): The LP decoder has the ML certiﬁcate property:
𝑥 ̂ = LP-decode(𝜆) ∈ {0, 1}u� ⇒ 𝑥 ̂ = 𝑥ML ,
i.e., if 𝑥 ̂ is integral, it must be the ML codeword. Put another way, solving (5.4) as an IP with the
additional constraint 𝑥 ∈ {0, 1}u� constitutes a true ML decoder.
C
Note that if we had 𝒫(𝐻) = conv(𝒞), the LP decoder would actually be an ML decoder. Because
this is not the case in general (moreover, it apparently does not hold for any interesting code;
see [28]), the inclusion conv(𝒞) ⊆ 𝒫(𝐻) is usually strict, and the diﬀerence 𝒫(𝐻) ⧵ conv(𝒞)
must be due to additional fractional vertices of 𝒫(𝐻), i.e., vectors for which at least one entry
is neither 0 nor 1.
Feldman gave three diﬀerent formulations of conv(𝒞u� ), the convex hull of the SPC codes
constituting 𝒞, to be used in (5.4b). In the context of this work, only the one described below,
which is named Ω in [4] and based on [29], is relevant.
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u�LP
LLR vector u� for which
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Chapter 5 Optimization Into Coding: The Connection
5.3 Theorem: Let 𝐻 and 𝒞 as above and let 𝑁u� = {𝑖 ∶ 𝐻u�,u� = 1} be the indices covered by the 𝑗-th
parity check 𝒞u� of 𝒞. Then the inequalities
∑ 𝑥u� − ∑ 𝑥u� ≤ |𝑆| − 1
u�∈u�

u�∈u�u� ⧵u�

for all 𝑆 ⊆ 𝒩u� with |𝑆| odd

(5.5a)

for 𝑖 = 1, … , 𝑛

(5.5b)

0 ≤ 𝑥u� ≤ 1
precisely deﬁne the convex hull of 𝒞u� .

C

As each inequality (5.5a) explicitly forbids one odd-sized set 𝑆, i.e., a conﬁguration for which
𝐻u�,• 𝑥 ≡ 1 (mod 2) (it is violated by a binary vector 𝑥 if and only if 𝑥u� = 1 for 𝑖 ∈ 𝑆 and 𝑥u� = 0
for 𝑖 ∈ 𝑁u� ⧵ 𝑆), they are also called forbidden-set inequalities. Note that the number of such
inequalities is exponential in the size of 𝑁u� , which is why LP decoding was ﬁrst proposed for
codes deﬁned by a sparse matrix 𝐻, so-called LDPC codes [1, 30]. It will however turn out
in the following review of adaptive LP decoding that the inequalities (5.5a) can be eﬃciently
separated, which renders their exponential quantity harmless in practice.

5.3 Adaptive LP Decoding
adaptive LP decoding of
the previous example:
u�

The prohibitive size of the LP decoding formulation (5.4), especially for dense 𝐻 and larger block
lengths, can be overcome by a cutting plane algorithm (cf. Section 3.3.1), called adaptive LP
decoding, as proposed in [31, 32]. It starts with the trivial problem of minimizing the objective
function over the unit hypercube:
min
s.t.

u�(1)
initial optimization over [0, 1]u�
u�

∑(1 − 𝑥u� ) + ∑ 𝑥u� ≥ 1.
u�∈u�

u�(1)

cut for
leads to
next solution u�(2)

u�LP
another cut yields
the same solution u�LP as before

𝑥 ∈ [0, 1]u�

and then iteratively reﬁnes the domain of optimization by inserting those forbidden-set inequalities (5.5a) that are violated by the current solution, and hence constitute valid cuts. The
procedure to ﬁnd a cut in the 𝑗-th row of 𝐻 (it is shown in [31] that, at any time, one row of 𝐻
can provide at most one cut) is based on the following reformulation of (5.5a):

u�(2)

u�

𝜆u� 𝑥

(5.6)

u�∈u�u� ⧵u�

To ﬁnd a violating inequality (if it exists) of the form (5.6), an odd-sized set 𝑆 needs to be found
that minimizes the left-hand side of (5.6). It is easy to show [32] that this can be accomplished
by taking all 𝑖 with 𝑥u� > 1/2 and, if that set is even-sized, remove or add the index 𝑖∗ for which
𝑥u�∗ is closest to 1/2.
When no more violating inequalities are found, the solution equals that of (5.4) and the algorithm
terminates. The total number of inequalities in the ﬁnal model is however bounded by 𝑛2 ,
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which shows that the adaptive approach indeed overcomes, with respect to size, the problems
of the model (5.5).
An important advantage of the separation approach is that one can immediately incorporate
additional types of cutting planes—if it is known how to solve the corresponding separation
problem, i.e., ﬁnd violated cuts from the current LP solution—in order to tighten the LP relaxation
(5.4). A successful method of doing so is by using redundant parity-checks.
5.4 Deﬁnition: Let 𝒞 be a linear code deﬁned by a parity-check matrix 𝐻. A dual codeword
𝜉 ∈ 𝒞⊥ that does not appear as a row of 𝐻 is called a redundant parity-check (RPC). An RPC 𝜉
is said to induce a cut at the current LP solution 𝑥 if one of the inequalities (5.5a) derived from
𝜉 is violated by 𝑥.
C
RPCs are called “redundant” because the rows of 𝐻 already contain a basis of 𝒞⊥ by deﬁnition,
thus every RPC must be the (modulo-2) sum of two or more rows of 𝐻. The following result
[23] gives a strong clue which RPCs might potentially induce cuts.

u�

u�ML
an example RPC cut (in the
picture, the cut is a facet of
conv(𝒞)) that would lead
from the above LP solution
to the ML codeword u�ML

5.5 Lemma: Let 𝜉 ∈ 𝒞⊥ be a dual codeword and 𝑥 an intermediate solution of the adaptive LP
decoding algorithm. If
∣{𝑖 ∶ 𝜉u� = 1 and 𝑥u� ∉ {0, 1}}∣ = 1,
i.e., exactly one index of the fractional part of 𝑥 is contained in the support of 𝜉, then 𝜉 induces an
RPC cut for 𝑥.
C
An eﬃcient method to search for RPC cuts in view of the above observation works as follows
[23, 33]: Given an intermediate LP solution 𝑥,
(1) sort the columns of 𝐻 according to an ascending ordering of ∣𝑥u� − 1/2∣,
(2) perform Gaussian elimination on the reordered 𝐻 to diagonalize its leftmost part, resulting
in an alternative parity-check matrix 𝐻,̃ then
(3) search for cuts among the rows of 𝐻̃ as in adaptive LP decoding.
The motivation behind this approach is that, if the submatrix of 𝐻 corresponding to the fractional
part of 𝑥 has full column rank, the leftmost part of 𝐻̃ will be a diagonal matrix, and hence
by Lemma 5.5 every row of 𝐻̃ would induce a cut for 𝑥. The results reported in [23] and [33]
furthermore suggest that, even if this is not the case and thus the requirements of Lemma 5.5 are
not necessarily met, this “sort-&-diagonalize” strategy very often leads to cuts and substantially
improves the error-correcting capability of the plain LP decoder that does not involve RPCs.

5.4 Analysis of LP Decoding
While the aspects of LP decoding discussed so far include some useful theoretical results
about an individual run of the algorithm (most importantly, the ML certiﬁcate property given
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in Theorem 5.2), there is no immediate theoretical approach to determine the average errorcorrection performance (4.4) of a given code and channel under LP decoding, other than using
simulations as described in Section 4.3.
In the following, we brieﬂy outline an approach to a theoretical performance analysis of LP
decoding that is based on a channel-speciﬁc rating of the vertices of the LP decoding polytope,
called pseudoweight. The theory presented in this section is based on the “plain” LP decoder as
deﬁned in Deﬁnition 5.1, i.e., does not take the improvement via RPC cuts (Deﬁnition 5.4 and
the discussion thereafter) into account; most of the results can however be extended to that
case in a straightforward manner.

5.4.1 All-Zero Decoding and the Pseudoweight
First we introduce the very useful all-zeros assumption.
5.6 Theorem (Feldman [4]): If the LP decoder (5.4) is used on a binary-input memoryless
symmetric channel, the probability of decoding error is independent of the sent codeword: the FER
(4.4) satisﬁes
FER = 𝑃(LP-decode(𝜆) ≠ 0 ∣ 0 was sent).
C
The proof of Theorem 5.6 relies on the symmetry of both the channel and the polytope. The
latter is due to the linearity of the code (which implies that conv(𝒞) basically “looks the same”
from any codeword 𝑥) and the 𝒞-symmetry [4, Ch. 4.4] of 𝒫(𝐻), which extends that symmetry
to the relaxed LP polytope. As a consequence of the theorem, when examining the LP decoder’s
error probability we can always assume that the all-zero codeword 0 ∈ 𝒞 was sent, which
greatly simpliﬁes analysis.
Assume now that the all-zero codeword is sent through a channel and the result 𝜆 is decoded
by the LP decoder which solves (5.4) to obtain the optimal solution 𝑥.̂ The decoder fails if there
is a vertex 𝑥 of 𝒫(𝐻) such that
𝜆u� 𝑥 < 𝜆u� 0 = 0
(5.7)
(we assume here and in the following that in case of ties, i.e., 𝜆u� 𝑥 = 0 for some non-zero vertex
𝑥, the LP decoder correctly outputs 0; for the AWGN channel, ties can be neglected since they
occur with probability 0). The probability 𝑃(𝜆u� 𝑥 < 0) of the event (5.7), also called the pairwise
error probability between 𝑥 and 0, depends on the channel. In case of the AWGN channel, by
(4.9) we have
𝜆u� 𝑥u� ∼ 𝒩 (4𝑟 ⋅ SNRb 𝑥u� , 8𝑟 ⋅ SNRb 𝑥2u� )
and because the channel treats symbols independently and furthermore the sum of independent
Gaussian variables is again gaussian with mean and variance simply summing up, we obtain
𝜆u� 𝑥 ∼ 𝒩 (4𝑟 · SNRb ‖𝑥‖1 , 8𝑟 · SNRb ‖𝑥‖22 ) .
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Hence, 𝜆u� 𝑥 is again Gaussian, and the probability that 𝜆u� 𝑥 < 0 computes as (using the
abbreviations 𝜇 = 4𝑟 · SNRb ‖𝑥‖1 and 𝜎2 = 8𝑟 · SNRb ‖𝑥‖22 )
𝑃(𝜆u� 𝑥

< 0) =

1
√2𝜋𝜎2

∫

0

−∞

∞

Introducing the 𝑄-function as 𝑄(𝑎) = ∫u�

𝑒

−

1
√2u�

(u�−u�)2
2u�2

d𝑥 =

1
√2𝜋

∞

1 2

∫u� 𝑒− 2 u� d𝑥.
u�

u�2

𝑒− 2 d𝑥, we get

‖𝑥‖2 ⎞
‖𝑥‖2
𝜇
⎛
√2𝑟 · SNRb 12 ⎟
⎜
⎟
⎜ 12 ⎞
⎟,
𝑃(𝜆u� 𝑥 < 0) = 𝑄 ( ) = 𝑄 ⎜
= 𝐹⎛
⎜
⎟
𝜎
‖𝑥‖2 ⎠
⎝ ‖𝑥‖2 ⎠
⎝
for a monotone function 𝐹, which motivates the following deﬁnition.
5.7 Deﬁnition ([20, 34]): Let 𝑥 be a non-zero vertex of 𝒫(𝐻). The (AWGN) pseudoweight of 𝑥
is deﬁned as
𝑤AWGN
(𝑥) = ‖𝑥‖21 / ‖𝑥‖22 .
(5.9)
p
C

Observe that the pairwise error probability 𝑃(𝜆u� 𝑥 < 0) is a strictly monotonically decreasing
function of 𝑤AWGN
(𝑥): the lower the pseudoweight is, the higher is the probability that the
p
LP decoder wrongly runs into 𝑥 instead of 0. The AWGN pseudoweight is thus a compact
expression that measures the “danger” of decoding error due to a speciﬁc vertex 𝑥 ∈ 𝒫(𝐻).

5.4.2 The Fundamental Cone
One simple parameter for estimating the average performance of the LP decoder, for a given
code 𝒞 and a parity-check matrix 𝐻, is the minimal pseudoweight among the non-zero vertices
of 𝒫(𝐻),
AWGN (𝑥) ∶ 𝑥 ≠ 0 is a vertex of 𝒫(𝐻)} ,
𝑤AWGN
p,min (𝐻) = min {𝑤p
which corresponds to the most probable non-zero vertex that accidentally becomes optimal
instead of the all-zero one. Note that for an integral vertex 𝑥 we have 𝑤AWGN
(𝑥) = 𝑤H (𝑥) (cf.
p
Deﬁnition 4.6), which shows that for an ML decoder the minimum Hamming weight takes on
this role.
The minimum pseudoweight alone is however still a rather rough estimate of the decoding
performance: both the quantity of minimum-pseudoweight vertices and the (quantities of the)
next larger pseudoweights inﬂuence the error probability 𝑃(LP-decode(𝜆) ≠ 0). Therefore,
the pseudoweight enumerator of 𝒫(𝐻), i.e., a table containing all occuring pseudoweights of
the non-zero vertices alongside with their frequencies, would allow for a better estimation of
the decoding performance. Finally, for an exact computation of the error rate we would need a
description of the region
Λ = {𝜆 ∶ 𝜆u� 𝑥 ≥ 0 for all 𝑥 ∈ 𝒫(𝐻)}

(5.10)
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of channel outputs 𝜆 for which 0 is the optimal solution of (5.4), and then compute the
probability 1 − 𝑃(𝜆 ∈ Λ) by integrating the density function given by (5.8) over Λ. In
optimization language, Λ is called the dual cone of 𝒫(𝐻).
While the three tasks stated above appear to be ascendingly diﬃcult—no eﬃcient algorithm is
known to compute the minimum pseudoweight in general—it turns out that Λ as deﬁned in
(5.10) can be determined by LP duality: assume that the LP decoder (5.4) is given in the form
min
s.t.

𝜆u� 𝑥

(5.11a)

𝐴𝑥 ≤ 𝑏,

(5.11b)

where 𝐴 and 𝑏 represent (5.5). The dual of (5.11) is
max
s.t.

− 𝑏u� 𝑦

(5.12a)

𝐴u� 𝑦

(5.12b)

= −𝜆

𝑦 ≥ 0.

u�1,•
−u�

Λ

.

𝒫(u�)
u�
.
u�2,•

dual cone Λ of 𝒫(u�)
spanned by two rows
u�1,• , u�2,• , and an example u� with −u� ∈ Λ

(5.12c)

By Theorem 3.11, 0 is optimal for (5.11) if and only if there is an 𝑦 that is feasible for (5.12)
with 𝑏u� 𝑦 = 0. Now 0 is feasible for (5.11), hence 𝑏 ≥ 0, which together with (5.12c) implies
that 𝑦u� = 0 whenever 𝑏u� ≠ 0 in a solution 𝑦 with 𝑏u� 𝑦 = 0. Taking a closer look at (5.12), we
conclude
𝜆 ∈ Λ ⇔ (−𝜆) ∈ conic ({𝐴u�,• ∶ 𝑏u� = 0}) .
Note that Λ is also a polyhedron by Theorem 3.5.
As a by-product of the above calculations, it appears that the rows of 𝐴𝑥 ≤ 𝑏 for which 𝑏u� ≠ 0 are
irrelevant for Λ and hence for the question whether the decoder fails or not. It is easy to show
that deleting those rows leads to conic(𝒫(𝐻)), which motivates the following deﬁnition.
5.8 Deﬁnition: The conic hull of the fundamental polytope,
𝒦(𝐻) = conic(𝒫(𝐻)),

ℋ(u�)
1

is called the fundamental cone of 𝐻. By
𝒦1 (𝐻) = {𝑥 ∈ 𝒦(𝐻) ∶ ‖𝑥‖1 = 1}

𝒫(u�)

we denote the intersection of 𝒦(𝐻) with the unit simplex.

ℋ1 (u�)
1
‖u�‖1 = 1

C

From the above discussion we can now formulate the following equivalent conditions for the
LP decoder to succeed.
5.9 Corollary: The following are equivalent:
(1) The LP decoder correctly decodes 𝜆 to 0.
(2) 𝜆 ∈ Λ.
(3) There is no 𝑥 ∈ 𝒦(𝐻) with 𝜆u� 𝑥 < 0.
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(4) There is no 𝑥 ∈ 𝒦1 (𝐻) with 𝜆u� 𝑥 < 0.

C

As a consequence, we can study either of the three sets 𝒫(𝐻), 𝒦(𝐻) or 𝒦1 (𝐻) in order to
characterize the LP decoder. Note that while the set 𝒦(𝐻) is larger than 𝒫(𝐻), its description
complexity is much lower, because we need only as many forbidden-set inequalities (5.5a) as
there are 1-entries in 𝐻. In addition, observe that the pseudoweight is invariant to scaling, i.e.,
𝑤AWGN
(𝜏𝑥) = 𝑤AWGN
(𝑥) for 𝜏 > 0. Consequently, the search for minimum pseudoweight
p
p
can be restrained to either 𝒦(𝐻) or 𝒦1 (𝐻) as well. For the latter, it takes on the particularly
simple form
2
𝑤AWGN
p,min (𝐻) = max {‖𝑥‖2 ∶ 𝑥 ∈ 𝒦1 (𝐻)} .
While the maximization of ‖·‖22 over a polytope is NP-hard in general, the most eﬀective
algorithms to approach the minimum pseudoweight rely on the above formulation; see [35, 36]
and Paper VII.

5.4.3 Graph Covers
There is a fascinating combinatorial characterization of the fundamental polytope 𝒫(𝐻) derived
from the factor graph 𝐺 of a parity-check matrix 𝐻 (cf. Deﬁnition 4.8). Central to it is the
following deﬁnition.
5.10 Deﬁnition (graph cover): Let 𝐺 = (𝑉 ∪ 𝐶, 𝐸) be the factor graph associated to a paritycheck matrix 𝐻 with variable nodes 𝑉, check nodes 𝐶, and edge set 𝐸. For 𝑚 ∈ ℕ, an 𝑚-cover
of 𝐺 is a factor graph 𝐺 ̄ with variable nodes 𝑉̄ = 𝑉 × {1, … , 𝑚}, check nodes 𝐶 ̄ = 𝐶 × {1, … , 𝑚}
and a set of |𝐸| permutations {𝑒 ∈ 𝕊u� ∶ 𝑒 ∈ 𝐸} such that the edge set of 𝐺 ̄ is
(u�)
𝐸̄ = {(𝒞(u�)
u� , 𝑥u� ) ∶ (𝒞u� , 𝑥u� ) = 𝑒 ∈ 𝐸 and 𝜋u� (𝑘) = 𝑙} ,
(u�)
̄
where by 𝒞(u�)
u� = (𝒞u� , 𝑘) ∈ 𝐶 we denote the 𝑘-th copy of 𝒞u� ∈ 𝐶 (and 𝑉u� analogously).

a 3-cover of the (7, 4)
code shown on page 30
C

Despite the somewhat heavy notation in the above deﬁnition, the idea of a graph cover is rather
simple: make 𝑚 identical copies of 𝐺 and then, for every edge 𝑒 = (𝒞u� , 𝑥u� ) ∈ 𝐸, arbitrarily
“rewire” the 𝑚 copies of 𝑒 in a one-to-one fashion between the copies of 𝒞u� and 𝑥u� .
Since every graph cover of a factor graph 𝐺 deﬁning a code 𝒞 is a factor graph itself, it deﬁnes
̄ 𝐺)̄ that has 𝑚 times the block length of 𝒞. Let
a code 𝒞̄ = 𝒞(
(u�)
(1)
(u�)
̄
𝑥 ̃ = (𝑥(1)
1 , … , 𝑥1 , … , 𝑥u� , … , 𝑥u� ) ∈ 𝒞

be such a codeword, where the entries are ordered in the obvious way. Then, the rational
𝑛-vector 𝑥 deﬁned by
1 u�
𝑥u� = ∑ 𝑥(u�)
𝑚 u�=1 u�
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is called the scaled pseudocodeword of 𝒞 associated to 𝑥.̃ Let 𝒬(𝐻) denote the union, over all
𝑀 > 0 and all 𝑀-covers 𝐺 ̄ of 𝐺, of the scaled pseudocodewords associated to all the codewords
̄ 𝐺).
̄ It then holds that
of 𝒞(
𝒬(𝐻) = 𝒫(𝐻) ∩ ℚu� ,
i.e., 𝒬(𝐻) contains exactly the rational points of 𝒫(𝐻), and hence 𝒫(𝐻) = 𝒬(𝐻).
Graph covers have been proposed in [20], among other things, to study the relationship between
LP decoding and iterative methods, which can be shown to always compute solutions that are
optimal for some graph cover of 𝐺. In Paper VII, we use graph covers to estimate the minimum
pseudoweight of ensembles of codes.

5.5 LP Decoding of Turbo Codes
Since one can show that turbo(-like) codes, as introduced in Section 4.5, are special instances
of linear block codes, one could compute, for a given turbo code 𝒞TC , a parity-check matrix
𝐻 deﬁning 𝒞TC , and apply all of the abovementioned theory and algorithms to decode them
using linear and integer optimization. In doing so, however, one would neglect the immediate combinatorial structure embodied in 𝒞 in virtue of the trellis graphs of the constituent
convolutional codes.
In fact, for an individual convolutional code 𝒞, it can be shown that ML decoding can be
performed by computing a shortest path (due to the simple structure of 𝑇, this can be achieved
in 𝑂(𝑘) time) in the trellis 𝑇 of 𝒞, after having introduced a cost value 𝑐u� to each trellis edge
𝑒 = (𝑣u�,u� , 𝑣u�+1,u�′ ) ∈ 𝐸: as every time step produces 𝑛/𝑘 output bits, 𝑒 determines the entries
𝑥(u�) = (𝑥(u�−1)u�/u�+1 , … , 𝑥u�u�/u� ) = 𝑥u� , for an appropriate index set 𝐼, of the codeword 𝑥. In view of
(5.1), we thus have to deﬁne
𝑐u� =
∑
𝜆u�u�
u� ∶ out(u�)u� =1

such that the edge cost 𝑐u� reﬂects the portion of the objective function 𝜆u� 𝑥 contributed by
including 𝑒 in the path.
When making the transition to a turbo code 𝒞TC , independently computing a shortest path
𝑃a and 𝑃b in each component trellis 𝑇a and 𝑇b , respectively, would not ensure that 𝑃a and 𝑃b
are agreeable, i.e., fulﬁll (4.14), and hence match a codeword of 𝒞TC . An ML turbo decoding
algorithm would thus need to compute the minimum-cost pair of paths (𝑃a , 𝑃b ) in 𝑇a and 𝑇b
that additionally is agreeable. While there is no known combinatorial algorithm that eﬃciently
solves such a type of problem (which can be viewed as a generalization of what is called the
equal ﬂow problem [37]), it is nontheless possible to combine LP decoding with the trellis
structure of turbo codes.
One approach is to resort to an LP formulation of the two shortest path problems on 𝑇a and
𝑇b as described in Section 3.4, and then link them by adding linear constraints that represent
(4.14): ﬁrst, write down the constraints of (3.15) for each trellis 𝑇a and 𝑇b , where we assume
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that the decision variable representing an edge 𝑒 is called 𝑓u� instead of 𝑥u� . Then, for 𝑖 = 1, … , 𝑘,
add an additional contstraint
∑ 𝑓u� = ∑ 𝑓u�
u�∈u�au� ∶
in(u�)=1

u�∈u�bu�(u�) ∶
in(u�)=1

to model (4.14), where 𝐸xu� is the edge set of the 𝑖th segment of trellis 𝑇x , x ∈ {a, b}. By adding
these constraints, the resulting polytope is no longer integral, i.e., the constraints introduce
fractional vertices that do not correspond to an agreeable pair of paths. Note that there are no
𝑥 variables for the codeword in the model, since their values are uniquely determined by the
values of the 𝑓u� ; it is hence not necessary to include them during the optimization process.
In a similar way as described above (see Paper IV for the details), a cost value derived from
the LLR vector can be assigend to each edge such that the integer programming version of the
model with additional constraints 𝑓u� ∈ {0, 1} is equivalent to ML decoding. Its LP relaxation,
called the turbo LP decoder, thus has similar properties to the LP decoder from Deﬁnition 5.1; in
particular, it exhibits the ML certiﬁcate property.
While the error-correction performance of the turbo LP decoder has shown to be better than
that of the usual LP decoder run on a parity-check matrix representation of the turbo code,
solving the turbo LP with a generic LP solver, such as the simplex method, does not exploit the
abovementioned possibility to decode the constituent convolutional codes in linear time. In
Paper IV, we present an algorithm using this linear-time method as a subroutine to solve the
turbo decoding LP in a very eﬃcient way.
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Mathematical Programming
Decoding of Binary Linear Codes:
Theory and Algorithms
Michael Helmling

Stefan Ruzika

Akın Tanatmis

Mathematical programming is a branch of applied mathematics and
has recently been used to derive new decoding approaches, challenging
established but often heuristic algorithms based on iterative message
passing. Concepts from mathematical programming used in the context
of decoding include linear, integer, and nonlinear programming, network ﬂows, notions of duality as well as matroid and polyhedral theory.
This survey article reviews and categorizes decoding methods based on
mathematical programming approaches for binary linear codes over
binary-input memoryless symmetric channels.

Chapter 6 Mathematical Programming Decoding of Binary Linear Codes

6.1 Introduction
Based on an integer programming (IP)1 formulation of the maximum likelihood decoding
(MLD) problem for binary linear codes, linear programming decoding (LPD) was introduced
by Feldman et al. [1, 2]. Since then, LPD has been intensively studied in a variety of articles
especially dealing with low-density parity-check (LDPC) codes. LDPC codes are generally
decoded by heuristic approaches called iterative message-passing decoding (IMPD) subsuming
sum-product algorithm decoding (SPAD) [3, 4] and min-sum algorithm decoding (MSAD) [5].
In these algorithms, probabilistic information is iteratively exchanged and updated between
component decoders. Initial messages are derived from the channel output. IMPD exploits the
sparse structure of parity-check matrices of LDPC and turbo codes very well and achieves good
performance. However, IMPD approaches are neither guaranteed to converge nor do they have
the maximum likelihood (ML) certiﬁcate property, i.e., if the output is a codeword, it is not
necessarily the ML codeword. Furthermore, performance of IMPD is poor for arbitrary linear
block codes with a dense parity-check matrix. In contrast, LPD oﬀers some advantages and
thus has become an important alternative decoding technique. First, this approach is derived
from the discipline of mathematical programming which provides analytical statements on
convergence, complexity, and correctness of decoding algorithms. Second, LPD is not limited
to sparse matrices.
This article is organized as follows. In Section 6.2, notation is ﬁxed and well-known but relevant
results from coding theory and polyhedral theory are recalled. Complexity and polyhedral
properties of MLD are discussed in Section 6.3. In Section 6.4 a general description of LPD
is given. Several linear programming (LP) formulations dedicated to codes with low-density
parity-check matrices, codes with high-density parity-check matrices, and turbo-like codes are
categorized and their commonalities and diﬀerences are emphasized in Section 6.5. Based on
these LP formulations, diﬀerent streams of research on LPD have evolved. Methods focusing
on eﬃcient realization of LPD are summarized in Section 6.6, while approaches improving
the error-correcting performance of LPD at the cost of increased complexity are reviewed in
Section 6.7. Some concluding comments are made in Section 6.8.

6.2 Basics and Notation
This section brieﬂy introduces a number of deﬁnitions and results from linear coding theory
and polyhedral theory which are most fundamental for the subsequent text.
A binary linear block code 𝐶 with cardinality 2u� and block length 𝑛 is a 𝑘-dimensional subspace
of the vector space {0, 1}u� deﬁned over the binary ﬁeld 𝔽2 . 𝐶 ⊆ {0, 1}u� is given by 𝑘 basis
vectors of length 𝑛 which are arranged in a 𝑘 × 𝑛 matrix 𝐺, called the generator matrix of the
code 𝐶.2
1
2
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See the table on page 83 for a list of the acronyms used in this paper.
Note that single vectors in this paper are generally column vectors; however, in coding theory they are often
used as rows of matrices. The transposition of column vector u� makes it a row vector, denoted by u�u� .
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Figure 6.1: Parity-check matrix and Tanner graph of an (8,4) code. The square nodes represent
the check nodes, while the round ones correspond to the variables.
The orthogonal subspace 𝐶⟂ of 𝐶 is deﬁned as
u�
⎧
⎫
{
}
𝐶⊥ = ⎨𝑦 ∈ {0, 1}u� ∶ ∑ 𝑥u� 𝑦u� ≡ 0 (mod 2) for all 𝑥 ∈ 𝐶⎬
{
}
u�=1
⎩
⎭

and has dimension 𝑛 − 𝑘. It can also be interpreted as a binary linear code of dimension 𝑛 − 𝑘
which is referred to as the dual code of 𝐶. A matrix 𝐻 ∈ {0, 1}u�×u� whose 𝑚 ≥ 𝑛 − 𝑘 rows form a
spanning set of 𝐶⟂ is called a parity-check matrix of 𝐶. It follows from this deﬁnition that 𝐶 is
the null space of 𝐻 and thus a vector 𝑥 ∈ {0, 1}u� is contained in 𝐶 if and only if 𝐻𝑥 ≡ 0 (mod 2).
Normally, 𝑚 = 𝑛 − 𝑘 and the rows of 𝐻 ∈ {0, 1}(u�−u�)×u� constitute a basis of 𝐶⟂ . It should be
pointed out, however, that most LPD approaches (see Section 6.7) beneﬁt from parity-check
matrices being extended by redundant rows. Moreover, additional rows of 𝐻 never degrade the
error-correcting performance of LPD. This is a major diﬀerence to IMPD which is generally
weakened by redundant parity checks, since they introduce cycles to the Tanner graph.
Let 𝑥, 𝑥′ ∈ {0, 1}u� . The Hamming distance between 𝑥 and 𝑥′ is the number of entries (bits)
with diﬀerent values, i.e., 𝑑(𝑥, 𝑥′ ) = ∣{1 ≤ 𝑗 ≤ 𝑛 ∶ 𝑥u� ≠ 𝑥′u� }∣. The minimum (Hamming) distance
of a code, 𝑑(𝐶), is given by 𝑑(𝐶) = min{𝑑(𝑥, 𝑥′ ) ∶ 𝑥, 𝑥′ ∈ 𝐶, 𝑥 ≠ 𝑥′ }. The Hamming weight of
a codeword 𝑥 ∈ 𝐶 is deﬁned as 𝑤(𝑥) = 𝑑(𝑥, 0), i.e., the number of ones in 𝑥. The minimum
Hamming weight of 𝐶 is 𝑤(𝐶) = min{𝑤(𝑥) ∶ 𝑥 ∈ 𝐶, 𝑥 ≠ 0}. For binary linear codes it holds that
𝑑(𝐶) = 𝑤(𝐶). The error-correcting performance of a code is, at least at high signal-to-noise
ratio (SNR), closely related to its minimum distance.
Let 𝐴 ∈ ℝu�×u� denote an 𝑚 × 𝑛 matrix and 𝐼 = {1, … , 𝑚}, 𝐽 = {1, … , 𝑛} be the row and column
index sets of 𝐴, respectively. The entry in row 𝑖 ∈ 𝐼 and column 𝑗 ∈ 𝐽 of 𝐴 is given by 𝐴u�,u� . The
𝑖th row and 𝑗th column of 𝐴 are denoted by 𝐴u�,. and 𝐴.,u� , respectively. A vector 𝑒 ∈ ℝu� is called
the 𝑖th unit column vector if 𝑒u� = 1, 𝑖 ∈ 𝐼, and 𝑒ℎ = 0 for all ℎ ∈ 𝐼 ⧵ {𝑖}.
A parity-check matrix 𝐻 can be represented by a bipartite graph 𝐺 = (𝑉, 𝐸), called its Tanner
graph (Figure 6.1). The vertex set 𝑉 of 𝐺 consists of the two disjoint node sets 𝐼 and 𝐽. The
nodes in 𝐼 are referred to as check nodes and correspond to the rows of 𝐻 whereas the nodes in
𝐽 are referred to as variable nodes and correspond to columns of 𝐻. An edge [𝑖, 𝑗] ∈ 𝐸 connects
node 𝑖 and 𝑗 if and only if 𝐻u�,u� = 1. Let 𝑁u� = {𝑗 ∈ 𝐽 ∶ 𝐻u�u� = 1} denote the index set of variables
incident to check node 𝑖, and analogously 𝑁u� = {𝑖 ∈ 𝐼 ∶ 𝐻u�u� = 1} for 𝑗 ∈ 𝐽. The degree of a
check node 𝑖 is the number of edges incident to node 𝑖 in the Tanner graph or, equivalently,
𝑑u� (𝑖) = ∣𝑁u� ∣. The maximum check node degree 𝑑max
is the degree of the check node 𝑖 ∈ 𝐼 with
u�
the largest number of incident edges. The degree of a variable node 𝑗, 𝑑u� (𝑗), and the maximum
variable node degree 𝑑max
are deﬁned analogously.
u�
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Tanner graphs are an example of factor graphs, a general concept of graphical models which
is prevalently used to describe probabilistic systems and related algorithms. The term stems
from viewing the graph as the representation of some global function in several variables that
factors into a product of subfunctions, each depending only on a subset of the variables. In case
of Tanner graphs, the global function is the indicator function of the code, and the subfunctions
are the parity-checks according to single rows of 𝐻. A diﬀerent type of factor graphs will
appear later in order to describe turbo codes. Far beyond these purely descriptive purpose,
factor graphs have proven successful in modern coding theory primarily in the context of
describing and analyzing IMPD algorithms. See [6] for a more elaborate introduction.
Let 𝐶 be a binary linear code with parity-check matrix 𝐻 and 𝑥 ∈ 𝐶 ⊆ {0, 1}u� . The index set
supp(𝑥) = {𝑗 ∈ 𝐽 ∶ 𝑥u� = 1} is called the support of the codeword 𝑥. A codeword 0 ≠ 𝑥 ∈ 𝐶 is
called a minimal codeword if there is no codeword 0 ≠ 𝑦 ∈ 𝐶 such that supp(𝑦) ⊆ supp(𝑥).
Finally, 𝐷 is called a minor code of 𝐶 if 𝐷 can be obtained from 𝐷 by a series of shortening and
puncturing operations.
The relationship between binary linear codes and polyhedral theory follows from the observation that a binary linear code can be considered a set of points in ℝu� , i.e., 𝐶 ⊆ {0, 1}u� ⊆ ℝu� . In
the following, some relevant results from polyhedral theory are recalled. For a comprehensive
review on polyhedral theory the reader is referred to [7].
6.1 Deﬁnition: A subset 𝒫(𝐴, 𝑏) ⊆ ℝu� such that 𝒫(𝐴, 𝑏) = {𝜈 ∈ ℝu� ∶ 𝐴𝜈 ≤ 𝑏} where
𝐴 ∈ ℝu�×u� and 𝑏 ∈ ℝu� is called a polyhedron.
C
In this article, polyhedra are assumed to be rational, i.e., the entries of 𝐴 and 𝑏 are taken
from ℚ. The 𝑖th row vector of 𝐴 and the 𝑖th entry of 𝑏 together deﬁne a closed halfspace
{𝜈 ∈ ℝu� ∶ 𝐴u�,. 𝜈 ≤ 𝑏u� }. In other words, a polyhedron is the intersection of a ﬁnite set of closed
halfspaces. A bounded polyhedron is called a polytope. It is known from polyhedral theory
that a polytope can equivalently be deﬁned as the convex hull of a ﬁnite set of points. In this
work, the convex hull of a binary linear code 𝐶 is denoted by conv(𝐶) and referred to as the
codeword polytope.
Some characteristics of a polyhedron are its dimension, faces, and facets. To deﬁne them, the
notion of a valid inequality is needed.
6.2 Deﬁnition: An inequality 𝑟u� 𝜈 ≤ 𝑡, where 𝑟 ∈ ℝu� and 𝑡 ∈ ℝ, is valid for a set 𝒫(𝐴, 𝑏) ⊆
ℝu� if 𝒫(𝐴, 𝑏) ⊆ {𝜈 ∶ 𝑟u� 𝜈 ≤ 𝑡}.
C
The following deﬁnition of an active inequality is used in several LPD algorithms.
6.3 Deﬁnition: An inequality 𝑟u� 𝜈 ≤ 𝑡, where 𝑟, 𝜈 ∈ ℝu� and 𝑡 ∈ ℝ, is active at 𝜈∗ ∈ ℝu� if
𝑟u� 𝜈∗ = 𝑡.
C
Valid inequalities which contain points of 𝒫(𝐴, 𝑏) are of special interest.
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6.4 Deﬁnition: Let 𝒫(𝐴, 𝑏) ⊆ ℝu� be a polyhedron, let 𝑟u� 𝜈 ≤ 𝑡 be a valid inequality for
𝒫(𝐴, 𝑏) and deﬁne 𝐹 = {𝜈 ∈ 𝒫(𝐴, 𝑏) ∶ 𝑟u� 𝜈 = 𝑡}. Then 𝐹 is called a face of 𝒫(𝐴, 𝑏). 𝐹 is a
proper face if 𝐹 ≠ ∅ and 𝐹 ≠ 𝒫(𝐴, 𝑏).
C
The dimension dim(𝒫(𝐴, 𝑏)) of 𝒫(𝐴, 𝑏) ⊆ ℝu� is given by the maximum number of aﬃnely
independent points in 𝒫(𝐴, 𝑏) minus one. Recall that a set of vectors 𝑣1 , … , 𝑣u� is aﬃnely
u�
u�
independent if the system {∑u�=1 𝜆u� 𝑣u� = 0, ∑u�=1 𝜆u� = 0} has no solution other than 𝜆u� = 0
for 𝑖 = 1, … , 𝑘. If dim(𝒫(𝐴, 𝑏)) = 𝑛, then the polyhedron is full-dimensional. It is a wellknown result that if 𝒫(𝐴, 𝑏) is not full-dimensional, then there exists at least one inequality
𝐴u�,. 𝜈 ≤ 𝑏u� such that 𝐴u�,. 𝜈 = 𝑏u� holds for all 𝜈 ∈ 𝒫(𝐴, 𝑏) (see e.g. [7]). Also, we have dim(𝐹) ≤
dim(𝒫(𝐴, 𝑏)) − 1 for any proper face of 𝒫(𝐴, 𝑏). A face 𝐹 ≠ ∅ of 𝒫(𝐴, 𝑏) is called a facet of
𝒫(𝐴, 𝑏) if dim(𝐹) = dim(𝒫(𝐴, 𝑏)) − 1.
In the set of inequalities deﬁned by (𝐴, 𝑏), some inequalities 𝐴u�,. 𝜈 ≤ 𝑏u� may be redundant, i.e.,
dropping these inequalities does not change the solution set deﬁned by 𝐴𝜈 ≤ 𝑏. A standard
result states that the facet-deﬁning inequalities give a complete non-redundant description of a
polyhedron 𝒫(𝐴, 𝑏) [7].
A point 𝜈 ∈ 𝒫(𝐴, 𝑏) is called a vertex of 𝒫(𝐴, 𝑏) if there exist no two other points 𝜈1 , 𝜈2 ∈
𝒫(𝐴, 𝑏) such that 𝜈 = 𝜇1 𝜈1 + 𝜇2 𝜈2 with 0 ≤ 𝜇1 ≤ 1, 0 ≤ 𝜇2 ≤ 1, and 𝜇1 + 𝜇2 = 1.
Alternatively, vertices are zero dimensional faces of 𝒫(𝐴, 𝑏). In an LP problem, a linear cost
function is minimized on a polyhedron, i.e., min{𝑐u� 𝑥 ∶ 𝑥 ∈ 𝒫(𝐴, 𝑏)}, 𝑐 ∈ ℝu� . Unless the LP is
infeasible or unbounded, the minimum is attained on one of the vertices.
The number of constraints of an LP problem may be very large, e.g. Section 6.5 contains LPD
formulations whose description complexity grows exponentially with the block length for
general codes. In such a case it would be desirable to only include the constraints which are
necessary to determine the optimal solution of the LP with respect to a given objective function.
This can be accomplished by iteratively solving the associated separation problem, deﬁned as
follows.
6.5 Deﬁnition: Let 𝒫(𝐴, 𝑏) ⊂ ℝu� be a rational polyhedron and 𝜈∗ ∈ ℝu� a rational vector.
The separation problem is to either conclude that 𝜈∗ ∈ 𝒫(𝐴, 𝑏) or, if not, ﬁnd a rational vector
(𝑟, 𝑡) ∈ ℝu� × ℝ such that 𝑟u� 𝜈 ≤ 𝑡 for all 𝜈 ∈ 𝒫(𝐴, 𝑏) and 𝑟u� 𝜈∗ > 𝑡. In the latter case, (𝑟, 𝑡) is
called a valid cut.
C
We will see applications of this approach in Sections 6.6 and 6.7.
There is a famous result about the equivalence of optimization and separation by Grötschel et
al. [8].
6.6 Theorem: Let 𝒫 be a proper class of polyhedra (see e.g. [7] for a deﬁnition). The optimization
problem for 𝒫 is polynomial time solvable if and only if the separation problem is polynomial
time solvable.
C
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6.3 Complexity and Polyhedral Properties
In this section, after referencing important NP-hardness results for the decoding problem, we
state useful properties of the codeword polytope, exploiting a close relation between coding
and matroid theory.
Integer programming provides powerful means for modeling several real-world problems. MLD
for binary linear codes is modeled as an IP problem in [2, 9]. Let 𝑦 ∈ ℝu� be the channel output.
In MLD the probability (or, in case of a continuous-output channel, the probability density)
𝑃(𝑦 ∣ 𝑥) is maximized over all codewords 𝑥 ∈ 𝐶. Let 𝑥∗ denote the ML codeword. It is shown in
[1] that for a symmetric memoryless channel the calculation of 𝑥∗ amounts to the minimization
of a linear cost function, namely
u�

𝑥∗ = arg max 𝑃(𝑦 ∣ 𝑥) = arg min ∑ 𝜆u� 𝑥u� ,
u�∈u�

u�∈u�

(6.1)

u�=1

u�(u� ∣u� =0)

where the values 𝜆u� = log u�(u�u�∣u�u�=1) are the so-called log-likelihood ratios (LLR). Consequently
u� u�
the IP formulation of MLD is implicitly given as
min{𝜆u� 𝑥 ∶ 𝑥 ∈ 𝐶}.

(6.2)

Berlekamp et al. have shown that MLD is NP-hard in [10] by a polynomial-time reduction
of the three-dimensional matching problem to the decision version of MLD. An alternative
proof is via matroid theory: as shall be exposed shortly, there is a one-to-one correspondence
between binary matroids and binary linear codes. In virtue of this analogy, MLD is equivalent
to the minimum-weight cycle problem on binary matroids. Since the latter contains the maxcut problem, which is known to be NP-hard [11], as a special case, the NP-hardness of MLD
follows.
Another problem of interest in the framework of coding theory is the computation of the
minimum distance of a given code. Berlekamp et al. [10] conjectured that computing the
distance of a binary linear code is NP-hard as well, which was proved by Vardy [12] about two
decades later. The minimum distance problem can again be reformulated in a matroid theoretic
setting. In 1969 Welsh [13] formulated it as the problem of ﬁnding a minimum cardinality
circuit in linear matroids.
In the following, we assume 𝐶 ⊆ {0, 1}u� to be canonically embedded in ℝu� when referring
to conv(𝐶) (see Figure 6.2 for an example). Replacing 𝐶 by conv(𝐶) in (6.2) leads to a linear
programming problem over a polytope with integer vertices. In general, computing an explicit
representation of conv(𝐶) is intractable. Nevertheless, some properties of conv(𝐶) are known
from matroid theory due to the equivalence of binary linear codes and binary matroids. In
the following, some deﬁnitions and results from matroid theory are presented. An extensive
investigation of matroids can be found in [14] or [15]. The deﬁnition of a matroid in general is
rather technical.
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u�2

(0, 1, 1)

u�2

(1, 1, 0)
u�3

(0, 1, 1)

(1, 1, 0)
u�3
(1, 0, 1)

(1, 0, 1)

u�1
(0, 0, 0)

u�1
(0, 0, 0)

Figure 6.2: The codewords of the single parity-check code 𝐶 = {𝑥 ∈ 𝔽32 ∶ 𝑥1 + 𝑥2 + 𝑥3 ≡ 0
(mod 2)} and the polytope conv(𝐶) in ℝ3 .
6.7 Deﬁnition: A matroid ℳ is an ordered pair ℳ = (𝐽, 𝒰) where 𝐽 is a ﬁnite ground set
and 𝒰 is a collection of subsets of 𝐽, called the independent sets, such that (1)–(3) hold.
(1) ∅ ∈ 𝒰.
(2) If 𝑢 ∈ 𝒰 and 𝑣 ⊂ 𝑢, then 𝑣 ∈ 𝒰.
(3) If 𝑢1 , 𝑢2 ∈ 𝒰 and ∣𝑢1 ∣ < ∣𝑢2 ∣ then there exists 𝑗 ∈ 𝑢2 ⧵ 𝑢1 such that 𝑢1 ∪ {𝑗} ∈ 𝒰.

C

In this work, the class of 𝔽2 -representable (i.e., binary) matroids is of interest. A binary 𝑚 × 𝑛
matrix 𝐻 deﬁnes an 𝔽2 -representable matroid ℳ [𝐻] as follows. The ground set 𝐽 = {1, … , 𝑛}
is deﬁned to be the index set of the columns of 𝐻. A subset 𝑈 ⊆ 𝐽 is independent if and only if
the column vectors 𝐻.,u� , 𝑢 ∈ 𝑈 are linearly independent in the vector space deﬁned over the
ﬁeld 𝔽2 . A minimal dependent set, i.e., a set 𝒱 ∈ 2u� ⧵ 𝒰 such that all proper subsets of 𝒱 are
in 𝒰, is called a circuit of ℳ [𝐻]. If a subset of 𝐽 is a disjoint union of circuits then it is called
a cycle.
The incidence vector 𝑥𝒞 ∈ ℝu� corresponding to a cycle 𝒞 ⊆ 𝐽 is deﬁned by
⎧
{1
𝑥𝒞
=
u�
⎨
{
⎩0

if 𝑗 ∈ 𝐶,
if 𝑗 ∉ 𝐶.

The cycle polytope is the convex hull of the incidence vectors corresponding to all cycles of a
binary matroid.
Some more relationships between coding theory and matroid theory (see also [16]) can be listed:
a binary linear code corresponds to a binary matroid, the support of a codeword corresponds to
a cycle (therefore, each codeword corresponds to the incidence vector of a cycle), the support of
a minimal codeword corresponds to a circuit, and the codeword polytope conv(𝐶) corresponds
to the cycle polytope. Let 𝐻 be a binary matrix, ℳ [𝐻] be the binary matroid deﬁned by 𝐻
(𝐻 is a representation matrix of ℳ [𝐻]) and 𝐶 be the binary linear code deﬁned by 𝐻 (𝐻 is a
parity-check matrix of 𝐶). It can easily be shown that the dual 𝐶⊥ of 𝐶 is the same object as
the dual of the binary matroid ℳ [𝐻]. We denote the dual matroid by ℳ [𝐺], where 𝐺 is the
generator matrix of 𝐶. Usually the matroid related terms are dualized by the preﬁx “co”. For
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example, the circuits and cycles of a dual matroid are called cocircuits and cocycles, respectively.
The supports of minimal codewords and the supports of codewords in 𝐶⊥ are associated with
cocircuits and cocycles of ℳ [𝐻], respectively.
A minor of a parent matroid ℳ = (𝐽, 𝒰) is the sub-matroid obtained from ℳ after any
combination of contraction and restriction operations (see e.g. [14]). In the context of coding
theory, contraction corresponds to puncturing, i.e., the deletion of one or more columns from
the generator matrix of a parent code, and restriction corresponds to shortening, i.e., the
deletion of one or more columns from the parity-check matrix of a parent code.
Next, some results from Barahona and Grötschel [17] which are related to the structure of the
cycle polytope are rewritten in terms of coding theory. Kashyap provides a similar transfer in
[18]. Several results are collected in Theorem 6.8.
6.8 Theorem: Let 𝐶 be a binary linear code.
(a) If 𝑑(𝐶⊥ ) ≥ 3 then the codeword polytope is full-dimensional.
(b) The box inequalities
0 ≤ 𝑥u� ≤ 1

for all 𝑗 ∈ 𝐽

(6.3)

for all ℱ ⊆ supp(𝑞) with |ℱ| odd,

(6.4)

and the cocircuit inequalities
∑ 𝑥u� −
u�∈ℱ

∑

𝑥u� ≤ |ℱ| − 1

u�∈supp(u�)⧵ℱ

where supp(𝑞) is the support of a dual minimal codeword 𝑞, are valid for the codeword
polytope.
(c) The box inequalities 𝑥u� ≥ 0, 𝑥u� ≤ 1 deﬁne facets of the codeword polytope if 𝑑(𝐶⊥ ) ≥ 3 and
𝑗 ∈ 𝐽 is not contained in the support of a codeword in 𝐶⊥ with weight three.
(d) If 𝑑(𝐶⊥ ) ≥ 3 and 𝐶 does not contain 𝐻⊥7 ((7,3,4) simplex code) as a minor, and if there exists
a dual minimal codeword 𝑞 of weight 3, then the cocircuit inequalities derived from supp(𝑞)
are facets of conv(𝐶).
C
Part (b) of Theorem 6.8 implies that the set of cocircuit inequalities derived from the supports
of all dual minimal codewords provide a relaxation of the codeword polytope. In the polyhedral
analysis of the codeword polytope the symmetry property stated below plays an important
role.
6.9 Theorem: [17] If 𝑎u� 𝑥 ≤ 𝛼 deﬁnes a face of conv(𝐶) of dimension 𝑑, and 𝑦 is a codeword,
then the inequality 𝑎u�̄ 𝑥 ≤ 𝛼̄ also deﬁnes a face of conv(𝐶) of dimension 𝑑, where
𝑎u�̄ = {
and 𝛼̄ = 𝛼 − 𝑎u� 𝑦.
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𝑎u�
−𝑎u�

if 𝑗 ∉ supp(𝑦),
if 𝑗 ∈ supp(𝑦),
C

6.3 Complexity and Polyhedral Properties
Using this theorem, a complete description of conv(𝐶) can be derived from all facets containing
a single codeword [17].
Let 𝑞 be a dual minimal codeword. To identify if the cocircuit inequalities derived from supp(𝑞)
are facet-deﬁning it should be checked if supp(𝑞) has a chord. For the formal deﬁnition
of chord, the symmetric diﬀerence △ which operates on two ﬁnite sets is used, deﬁned by
𝐴△𝐵 = (𝐴 ⧵ 𝐵) ∪ (𝐵 ⧵ 𝐴). Note that if 𝐴 = supp(𝑞1 ), 𝐵 = supp(𝑞2 ) and supp(𝑞0 ) = 𝐴△𝐵, then
𝑞0 ≡ 𝑞1 + 𝑞2 (mod 2).
6.10 Deﬁnition: Let 𝑞0 , 𝑞1 , 𝑞2 ∈ 𝐶⊥ be dual minimal codewords. If
supp(𝑞0 ) = supp(𝑞1 )△ supp(𝑞2 )

and

supp(𝑞1 ) ∩ supp(𝑞2 ) = {𝑗},

then 𝑗 is called a chord of supp(𝑞0 ).

C

6.11 Theorem: [17] Let 𝐶 be a binary linear code without the (7, 3, 4) simplex code as a minor
and let supp(𝑞) be the support of a dual minimal codeword with Hamming weight at least 3 and
without chord. Then for all ℱ ⊆ supp(𝑞) with |ℱ| odd, the inequality
∑ 𝑥u� −
u�∈ℱ

deﬁnes a facet of conv(𝐶).

∑

𝑥u� ≤ |ℱ| − 1

u�∈supp(u�)⧵ℱ
C

Optimizing a linear cost function over the cycle polytope, known as the cycle problem in terms
of matroid theory, is investigated by Grötschel and Truemper [19]. The work of Feldman et
al. [2] enables to use the matroid theoretic results in the coding theory context. As shown
above, solving the MLD problem for a binary linear code is equivalent to solving the cycle
problem on a binary matroid. In [19], binary matroids for which the cycle problem can be
solved in polynomial time are classiﬁed, based on Seymour’s matroid decomposition theory
[20]. Kashyap [16] shows that results from [19] are directly applicable to binary linear codes.
The MLD problem as well as the minimum distance problem can be solved in polynomial time
for the code families for which the cycle problem on the associated binary matroid can be
solved in polynomial time. This code family is called polynomially almost-graphic codes [16].
An interesting subclass of polynomially almost-graphic codes are geometrically perfect codes.
Kashyap translates the sum of circuits property (see [19]) to the realm of binary linear codes. If
the binary matroid associated with code 𝐶 has the sum of circuits property then conv(𝐶) can
be described completely and non-redundantly by the box inequalities (6.3) and the cocircuit
inequalities (6.4). These codes are referred to as geometrically perfect codes in [16]. The
associated binary matroids of geometrically perfect codes can be decomposed in polynomial
time into its minors which are either graphic (see [14]) or contained in a ﬁnite list of matroids.
From a coding theoretic point of view, a family of error-correcting codes is asymptotically bad
if either dimension or minimum distance grows only sublinearly with the code length. Kashyap
proves that the family of geometrically perfect codes unfortunately fulﬁlls this property. We
refer to [16] for the generalizations of this result.
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6.4 Basics of LPD
LPD was ﬁrst introduced in [2]. This decoding method is, in principle, applicable to any binary
linear code over any binary-input memoryless channel.3 In this section, we review the basics
of the LPD approach based on [1].
Although several structural properties of conv(𝐶) are known, it is in general infeasible to
compute a concise description of conv(𝐶) by means of linear inequalities. In LPD, the linear
cost function of the IP formulation is minimized on a relaxed polytope 𝒫 where conv(𝐶) ⊆
𝒫 ⊆ ℝu� . Such a relaxed polytope 𝒫 should have the following desirable properties:
• 𝒫 should be easy to describe, and
• integral vertices of 𝒫 should correspond to codewords.
Together with the linear representation (6.1) of the likelihood function, this leads to one of
the major beneﬁts of LPD, the so-called ML certiﬁcate property: If the LP decoder outputs
an integral optimal solution, it is guaranteed to be the ML codeword. This is a remarkable
diﬀerence to IMPD: If no general optimality condition applies (see e.g. [23, Sec. 10.3]), there is
no method to provably decide the optimality of a solution obtained by IMPD.
Each row (check node) 𝑖 ∈ 𝐼 of a parity-check matrix 𝐻 deﬁnes the local code
u�
⎧
{
𝐶u� = ⎨𝑥 ∈ {0, 1}u� ∶ ∑ 𝐻u�u� 𝑥u� ≡ 0
{
u�=1
⎩

⎫
}
(mod 2)⎬
}
⎭

that consists of the bit sequences which satisfy the 𝑖th parity-check constraint; these are called
local codewords. A particularly interesting relaxation of conv(𝐶) is
𝒫 = conv(𝐶1 ) ∩ ⋯ ∩ conv(𝐶u� ) ⊆ [0, 1]u� ,
known as the fundamental polytope [24]. The vertices of the fundamental polytope, the
so-called pseudocodewords, are a superset of 𝐶, where the diﬀerence consists only of nonintegral vertices. Consequently, optimizing over 𝒫 implies the ML certiﬁcate property. These
observations are formally stated in the following result (note that 𝐶 = 𝐶1 ∩ ⋯ ∩ 𝐶u� ).
6.12 Lemma ([24]): Let 𝒫 = conv(𝐶1 )∩⋯∩conv(𝐶u� ). If 𝐶 = 𝐶1 ∩⋯∩𝐶u� then conv(𝐶) ⊆ 𝒫
and 𝐶 = 𝒫 ∩ {0, 1}u� .
C
The description complexity of the convex hull of any local code conv(𝐶u� ) and thus 𝒫 is usually
much smaller than the description complexity of the codeword polytope conv(𝐶).
LPD can be written as optimizing the linear objective function on the fundamental polytope 𝒫,
i.e.,
min{𝜆u� 𝑥 ∶ 𝑥 ∈ 𝒫}.
3
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(6.5)

In fact, Flanagan et al. [21] have recently generalized a substantial portion of the LPD theory to the nonbinary
case. Similarly, work has been done to include channels with memory; see e.g. [22].

6.4 Basics of LPD
Based on (6.5), the LPD algorithm which we refer to as bare linear programming decoding
(BLPD) is derived.
Bare LP decoding (BLPD)
Input: 𝜆 ∈ ℝu� , 𝒫 ⊆ [0, 1]u� .
Output: ML codeword or error.
1: Solve the LP given in (6.5).
2: if LP solution 𝑥∗ is integral then
3:
Output 𝑥∗
4: else
5:
Output error
6: end if
Because of the ML certiﬁcate property, if BLPD outputs a codeword, then it is the ML codeword.
BLPD succeeds if the transmitted codeword is the unique optimum of the LP given in (6.5).
BLPD fails if the optimal solution is non-integral or the ML codeword is not the same as the
transmitted codeword. Note that the diﬀerence between the performance of BLPD and MLD
is caused by the decoding failures for which BLPD ﬁnds a non-integral optimal solution. It
should be emphasized that in case of multiple optima it is assumed that BLPD fails.
In some special cases, the fundamental polytope 𝒫 is equivalent to conv(𝐶), e.g., if the underlying Tanner graph is a tree or forest [24]. In these cases MLD can be achieved by BLPD. Note
that in those cases also MSAD achieves MLD performance [5].
Observe that the minimum distance of a code can be understood as the minimum ℓ1 distance
between any two diﬀerent codewords of 𝐶. Likewise the fractional distance of the fundamental
polytope 𝒫 can be deﬁned as follows.
6.13 Deﬁnition: [2] Let 𝑉(𝒫) be the set of vertices (pseudocodewords) of 𝒫. The fractional
distance 𝑑frac (𝒫) is the minimum ℓ1 distance between a codeword and any other vertex of
𝑉(𝒫), i.e.
⎧
⎫
{ u�
}
𝑑frac (𝒫) = min ⎨∑ ∣𝑥u� − 𝑣u� ∣ ∶ 𝑥 ∈ 𝐶, 𝑣 ∈ 𝑉(𝒫), 𝑥 ≠ 𝑣⎬ .
{
}
⎩ u�=1
⎭
C

It follows that the fractional distance is a lower bound for the minimum distance of a code:
𝑑(𝐶) ≥ 𝑑frac (𝒫). Moreover, both deﬁnitions are related as follows. Recall that on the binary
symmetric channel (BSC), MLD corrects at least ⌈𝑑(𝐶)/2⌉ − 1 bit ﬂips. As shown in [1], LPD
succeeds if at most ⌈𝑑frac (𝒫)/2⌉ − 1 errors occur on the BSC.
Analogously to the minimum distance, the fractional distance is equivalent to the minimum ℓ1
weight of a non-zero vertex of 𝒫. This property is used by the fractional distance algorithm
(FDA) to compute the fractional distance of a binary linear code [1]. If ℳ is the set of inequalities
describing 𝒫, let ℳu� be the subset of those inequalities which are not active at the all-zero
codeword. Note that these are exactly the inequalities with a non-zero right hand side. In FDA
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the weight function ∑u�∈u� 𝑥u� is subsequently minimized on 𝒫 ∩ 𝑓 for all 𝑓 ∈ ℳu� in order to ﬁnd
the minimum-weight non-zero vertex of 𝒫.
Fractional distance algorithm (FDA)
Input: 𝒫 ⊆ [0, 1]u� .
Output: Minimum-weight non-zero vertex of 𝒫.
1: for all 𝑓 ∈ ℳu� do
2:
Set 𝒫′ = 𝒫 ∩ 𝑓.
3:
Solve min {∑u�∈u� 𝑥u� ∶ 𝑥 ∈ 𝒫′ }.
4: end for
5: Choose the minimum value obtained over all 𝒫′ .

A more signiﬁcant distance measure than 𝑑frac is the so-called pseudo-distance which quantiﬁes
the probability that the optimal solution under LPD changes from one vertex of 𝒫 to another
[24, 25]. Likewise, the minimum pseudo-weight is deﬁned as the minimum pseudo-distance
from 0 to any other vertex of 𝒫 and therefor identiﬁes the vertex (pseudocodeword) which
is most likely to cause a decoding failure. Note that the pseudo-distance takes the channel’s
probability measure into account and thus depends on the chosen channel model.
Albeit no eﬃcient algorithms are known to compute the exact minimum pseudo-weight of the
fundamental polytope of a code, promising heuristics as well as analytical bounds have been
proposed [24–26].

6.5 LPD Formulations for Various Code Classes
This section reviews various formulations of the polytope 𝒫 from (6.5), leading to optimized
versions of the general BLPD algorithm for diﬀerent classes of codes.
In Step 1 of BLPD the LP problem is solved by a general purpose LP solver. These solvers usually
employ the simplex method since it performs well in practice. The simplex method iteratively
examines vertices of the underlying polytope until the vertex corresponding to the optimal
solution is reached. If there exists a neighboring vertex for which the objective function can be
improved in the current step, the simplex method moves to this vertex. Otherwise it stops. The
procedure of moving from one vertex to an other is called a simplex iteration. Details on the
simplex algorithm can be found in classical books about linear programming (see e.g. [27]).
The eﬃciency of the simplex method depends on the complexity of the constraint set describing
the underlying polytope. Several such explicit descriptions of the fundamental polytope 𝒫
have been proposed in the LPD literature. Some can be used for any binary linear code whereas
others are specialized for a speciﬁc code class. Using alternative descriptions of 𝒫, alternative
LP decoders are obtained. In the following, we are going to present diﬀerent LP formulations.
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6.5.1 LP Formulations for LDPC Codes
The solution algorithm referred to as BLPD in Section 6.4 was introduced by Feldman et al. [2].
In order to describe 𝒫 explicitly, three alternative constraint sets are suggested by the authors
by the formulations BLPD1, BLPD2, and BLPD3. In the following, some abbreviations are used
to denote both the formulation and the associated solution (decoding) algorithm, e.g., solving
an LP, subgradient optimization, neighborhood search. The meaning will be clear from the
context.
The ﬁrst LP formulation, BLPD1, of [2] is applicable to LDPC codes.
min
s.t.

𝜆u� 𝑥

(BLPD1)

(6.6a)

𝑖 = 1, … , 𝑚

(6.6b)

∀𝑗 ∈ 𝑁u� , 𝑖 = 1, … , 𝑚

(6.6c)

0 ≤ 𝑥u� ≤ 1

𝑗 = 1, … , 𝑛

(6.6d)

0 ≤ 𝑤u�,u� ≤ 1

∀𝑆 ∈ 𝐸u� , 𝑖 = 1, … , 𝑚

(6.6e)

∑ 𝑤u�,u� = 1
u�∈u�u�

𝑥u� = ∑ 𝑤u�,u�
u�∈u�u�
with u�∈u�

Here, 𝐸u� = {𝑆 ⊆ 𝑁u� ∶ |𝑆| even} is the set of valid bit conﬁgurations within 𝑁u� . The auxiliary
variables 𝑤u�,u� used in this formulation indicate which bit conﬁguration 𝑆 ∈ 𝐸u� is taken at parity
check 𝑖. In case of an integral solution, (6.6b) ensures that exactly one such conﬁguration is
attained at every checknode, while (6.6c) connects the actual code bits, modeled by the variables
𝑥u� , to the auxiliary variables: 𝑥u� = 1 if and only if the set 𝑆 ∈ 𝐸u� contains 𝑗 for every check node
𝑖. Note that here we consider the LP relaxation, so it is not guaranteed that a solution of the
above program is indeed integral.
A second linear programming formulation for LDPC codes, BLPD2, is obtained by employing
the so-called forbidden set (FS) inequalities [28]. The FS inequalities are motivated by the
observation that one can explicitly forbid those value assignments to variables where |𝑆| is odd.
For all local codewords in 𝐶u� it holds that
∑ 𝑥u� − ∑ 𝑥u� ≤ |𝑆| − 1
u�∈u�

u�∈u�u� ⧵u�

for all 𝑆 ∈ Σu�

where Σu� = {𝑆 ⊆ 𝑁u� ∶ |𝑆| odd}. Feldman et al. show in [2] that for each single parity-check
code 𝐶u� , the FS inequalities together with the box inequalities 0 ≤ 𝑥u� ≤ 1, 𝑗 ∈ 𝐽 completely
and non-redundantly describe conv(𝐶u� ) (the case ∣𝑁u� ∣ = 3 as depicted in Figure 6.2 is the only
exception where the box inequalities are not needed). In a more general setting, Grötschel
proved this result for the cardinality homogeneous set systems [29].
If the rows of 𝐻 are considered as dual codewords, the set of FS inequalities is a reinvention of
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cocircuit inequalities explained in Section 6.3. BLPD2 is given below.
min
s.t.

𝜆u� 𝑥

(BLPD2)

∑ 𝑥u� − ∑ 𝑥u� ≤ |𝑆| − 1
u�∈u�

u�∈u�u� ⧵u�

0 ≤ 𝑥u� ≤ 1

∀𝑆 ∈ Σu� , 𝑖 = 1, … , 𝑚
𝑗 = 1, … , 𝑛

Feldman et al. [2] apply BLPD using formulations BLPD1 or BLPD2 to LDPC codes. Under the
BSC, the error-correcting performance of BLPD is compared with the MSAD on an random
rate-1/2 LDPC code with 𝑛 = 200, 𝑑u� = 3, 𝑑u� = 6; with the MSAD, SPAD on the random rate-1/4
LDPC code with 𝑛 = 200, 𝑑u� = 3, 𝑑u� = 4; with the MSAD, SPAD, MLD on the random rate-1/4
LDPC code with 𝑛 = 60, 𝑑u� = 3, 𝑑u� = 4. On these codes, BLPD performs better than MSAD but
worse than SPAD. Using BLPD2, the FDA is applied to random rate-1/4 LDPC codes with
𝑛 = 100, 200, 300, 400, 𝑑u� = 3 and 𝑑u� = 4 from an ensemble of Gallager [30]. For (𝑛 − 1, 𝑛)
Reed-Muller codes [31] with 4 ≤ 𝑛 ≤ 512 they compare the classical distance with the fractional
distance. The numerical results suggest that the gap between both distances grows with
increasing block length.
Another formulation for LDPC codes is given in Section 6.6.2 in the context of eﬃcient implementations.
In a remarkable work, Feldman and Stein [32] have shown that the Shannon capacity of a
channel can be achieved with LP decoding, which implies a polynomial-time decoder and the
availability of an ML certiﬁcate. To this end, they use a slightly modiﬁed version of BLPD1
restricted to expander codes, which are a subclass of LDPC codes. See [32] for a formal deﬁnition
of expander codes as well as the details of the corresponding decoder.

6.5.2 LP Formulations for Codes with High-Density Parity-Check Matrices
The number of variables and constraints in BLPD1 as well as the number of constraints in
BLPD2 increase exponentially in the check node degree. Thus, for codes with high-density
parity-check matrices, BLPD1 and BLPD2 are computationally ineﬃcient. A polynomial-sized
formulation, BLPD3, is based on the parity polytope of Yannakakis [33]. There are two types of
auxiliary variables in BLPD3. The variable 𝑝u�,u� is set to one if 𝑘 variable nodes are set to one in
the neighborhood of parity-check 𝑖, for 𝑘 in the index set
𝐾u� = {0, 2, … , 2 ⌊
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𝑣3
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𝑣2

𝑣3
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+

𝑣4

𝑣5

+

𝑣2

𝑣4

Figure 6.3: Check node decomposition for high-density parity-check codes according to [34].
Furthermore, the variable 𝑞u�,u�,u� is set to one if variable node 𝑗 is one of the 𝑘 variable nodes set
to one in the neighborhood of check node 𝑖.
min
s.t.

𝜆u� 𝑥

(BLPD3)

𝑥u� = ∑ 𝑞u�,u�,u�

𝑖 ∈ 𝑁u� , 𝑗 = 1, … , 𝑛

u�∈u�u�

∑ 𝑝u�,u� = 1

𝑖 = 1, … 𝑚

u�∈u�u�

∑ 𝑞u�,u�,u� = 𝑘𝑝u�,u�

𝑘 ∈ 𝐾u� , 𝑖 = 1, … 𝑚

u�∈u�u�

0 ≤ 𝑥u� ≤ 1

𝑗 = 1, … , 𝑛

0 ≤ 𝑝u�,u� ≤ 1

𝑘 ∈ 𝐾u� , 𝑖 = 1, … , 𝑚

0 ≤ 𝑞u�,u�,u� ≤ 𝑝u�,u�

𝑘 ∈ 𝐾u� , 𝑗 = 1, … , 𝑛, 𝑖 ∈ 𝑁u�

Feldman et al. [2] show that BLPD1, BLPD2, and BLPD3 are equivalent in the sense that the
𝑥-variables of the optimal solutions in all three formulations take the same values.
The number of variables and constraints in BLPD3 increases as 𝑂(𝑛3 ). By applying a decomposition approach, Yang et al. [34] show that an alternative LP formulation which has size linear
in the length and check node degrees can be obtained (it should be noted that independently
from [34] a similar decomposition approach was also proposed in [35]). In the LP formulation
of [34] a high degree check node is decomposed into several low degree check nodes. Thus,
the resulting Tanner graph contains auxiliary check and variable nodes. Figure 6.3 illustrates
this decomposition technique: a check node with degree 4 is decomposed into 2 parity checks
each with degree at most 3. The parity-check nodes are illustrated by squares. In the example,
original variables are denoted by 𝑣1 , … , 𝑣4 while the auxiliary variable node is named 𝑣5 . In
general, this decomposition technique is iteratively applied until every check node has degree
less than 4. The authors show that the total number of variables in the formulation is less than
doubled by the decomposition. For the details of the decomposition [34] is referred.
For the ease of notation, suppose 𝐾 is the set of parity-check nodes after decomposition. If
𝑑u� (𝑘) = 3, 𝑘 ∈ 𝐾, then the parity-check constraint 𝑘 is of the form 𝑣u�1 + 𝑣u�2 + 𝑣u�3 ≡ 0 (mod 2).
Note that with our notation some of these variables 𝑣u�u� might represent the same variable node
𝑣u� , e.g. 𝑣5 from Figure 6.3 would appear in two constraints of the above form, as 𝑣1u� and 𝑣2u�′ ,
respectively. Yang et al. show that the parity-check constraint 𝑣u�1 + 𝑣u�2 + 𝑣u�3 ≡ 0 (mod 2) can
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be replaced by the linear constraints
𝑣u�1 + 𝑣u�2 + 𝑣u�3 ≤ 2,
𝑣u�1 − 𝑣u�2 − 𝑣u�3 ≤ 0,
𝑣u�2 − 𝑣u�1 − 𝑣u�3 ≤ 0,
𝑣u�3 − 𝑣u�1 − 𝑣u�2 ≤ 0
(for a single check node of degree 3 the box inequalities are not needed). If 𝑑u� (𝑘) = 2 then
𝑣u�1 = 𝑣u�2 along with the box constraints models the parity-check. The constraint set of the
resulting LP formulation, which we call cascaded linear programming decoding (CLPD), is the
union of all constraints modeling the |𝐾| parity checks.
min
s.t.

𝜆̄ u� 𝑣
∑ 𝑣u�u�
u�∈u�

(CLPD)
− ∑ 𝑣u�u� ≤ |𝑆| − 1
u�∈u�u� ⧵u�

0 ≤ 𝑣u� ≤ 1

∀𝑆 ∈ Σu� , 𝑘 = 1, … , |𝐾|
if 𝑑u� (𝑖) ≤ 2 ∀ 𝑖 ∶ 𝑗 ∈ 𝑁u�

In the objective function only the 𝑣 variables corresponding to the original 𝑥 variables have
non-zero coeﬃcients. Thus, the objective function of CLPD is the same as of BLPD1. The
constraints in CLPD are the FS inequalities used in BLPD2 with the property that the degree of
the check node is less than 4.
Yang et al. prove that the formulations introduced in [2] and CLPD are equivalent. Again,
equivalence is used in the sense that in an optimal solution, the 𝑥-variables of BLPD1, BLPD2,
BLPD3, and the variables of the CLPD formulation which correspond to original 𝑥-variables
take the same values. Moreover, it is shown that CLPD can be used in FDA. As a result, the
computation of the fractional distance for codes with high-density parity-check matrices is also
facilitated. Note that using BLPD2, the FDA algorithm has polynomial running time only for
LDPC codes. If 𝒫 is described by the constraint set of CLPD, then in the ﬁrst step of the FDA, it
is suﬃcient to choose the set ℱ from the facets formed by cutting planes of type 𝑣u�1 +𝑣u�2 +𝑣u�3 = 2
where 𝑣u�1 , 𝑣u�2 , and 𝑣u�3 are variables of the CLPD formulation. Additionally, an adaptive branch &
bound method is suggested in [36] to ﬁnd better bounds for the minimum distance of a code.
On a random rate-1/4 LDPC code with 𝑛 = 60, 𝑑u� = 3 and 𝑑u� = 4, it is demonstrated that this
yields a better lower bound than the fractional distance does.

6.5.3 LP Formulations for Turbo-Like Codes
The various LP formulations outlined so far have in common that they are derived from a paritycheck matrix which deﬁnes a speciﬁc code. A diﬀerent approach is to describe the encoder by
means of a ﬁnite state machine, which is the usual way to deﬁne so-called convolutional codes.
The bits of the information word are subsequently fed into the machine, each causing a state
change that emits a ﬁxed number of output bits depending on both the current state and the
input. In a systematic code, the output always contains the input bit. The codeword, consisting
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Figure 6.4: Excerpt from a trellis graph with four states and initial state 0. The style of an edge
indicates the respective information bit, while the labels refer to the single parity
bit.
of the concatenation of all outputs, can thus be partitioned into the systematic part which is a
copy of the input and the remaining bits, being referred to as the parity output.
A convolutional code is naturally represented by a trellis graph (Figure 6.4), which is obtained
by unfolding the state diagram in the time domain. Each vertex of the trellis represents the state
at a speciﬁc point in time, while edges correspond to valid transitions between two subsequent
states and are labelled by the corresponding input and output bits. Each path from the starting
node to the end node corresponds to a codeword.4 The cost of a codeword is derived from the
received LLR values and the edge labels on the path associated with this codeword. See [23] for
an in-depth survey of these concepts.
Convolutional codes are the building blocks of turbo codes, which revolutionized coding theory
because of their near Shannon limit error-correcting performance [37]. An (𝑛, 𝑘) turbo code
consists of two convolutional codes 𝐶u� and 𝐶u� , each of input length 𝑘, which are linked by a
so-called interleaver that requires the information bits of 𝐶u� to match those of 𝐶u� after being
scrambled by some permutation 𝜋 ∈ 𝕊u� which is ﬁxed for a given code.5 It is this coupling
of rather weak individual codes and the increase of complexity arising therefrom that entails
the vast performance gain of turbo codes. A typical turbo code (and only this case is covered
here; it is straightforward to generalize) consists of two identical systematic encoders of rate
1
each. Only one of the encoders 𝐶u� and 𝐶u� , however, contributes its systematic part to the
2
resulting codeword, yielding an overall rate of 2/3, i.e. 𝑛 = 3𝑘 (since their systematic parts
diﬀer only by a permutation, including both would imply an embedded repetition code). We
thus partition a codeword 𝑥 into the systematic part 𝑥u� and the parity outputs 𝑥u� and 𝑥u� of 𝐶u�
and 𝐶u� , respectively.
4

5

We intentionally do not discuss trellis termination here and assume that the encoder always ends in a ﬁxed
terminal state; cf. [23] for details.
Using exactly two constituent convolutional encoders eases notation and is the most common case, albeit not
being essential for the concept—in fact, recent development suggest that the error-correcting performance
beneﬁts from adding a third encoder [38].
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Figure 6.5: The Forney-style factor graph of a turbo code. The interleaver 𝜋 links the systematic
bits 𝑥u� of both encoders 𝐶u� (upper part) and 𝐶u� (lower part).
A turbo code can be compactly represented by a so-called Forney-style factor graph (FFG) as
shown in Figure 6.5. As opposed to Tanner graphs, in an FFG all nodes are functional nodes,
whereas the (half-)edges correspond to variables. In our case, there are variables of two types,
namely state variables 𝑠u�
u� (𝜈 ∈ {𝑎, 𝑏}), reﬂecting the state of 𝐶u� at time step 𝑗, and a variable
for each bit of the codeword 𝑥. Each node 𝑇u�
u� represents the indicator function for a valid
state transition in 𝐶u� at time 𝑗 and is thus incident to one systematic and one parity variable
u�
u�
as well as the “before” and “after” state 𝑠u�
u�−1 and 𝑠u� , respectively. Note that such a node 𝑇u�
corresponds to a vertical “slice” (often called a segment) of the trellis graph of 𝐶u� , and each
valid conﬁguration of 𝑇u�
u� is represented by exactly one edge in the respective segment.
Turbo codes are typically decoded by IMPD techniques operating on the factor graph. Feldman
[1] in contrast introduced an LP formulation, turbo code linear programming decoding (TCLPD),
for this purpose. This serves as an example that mathematical programming is a promising
approach in decoding even beyond formulations based on parity-check matrices.
In TCLPD, the trellis graph of each constituent encoder 𝐶u� is modeled by ﬂow conservation
and capacity constraints [39], along with side constraints appropriately connecting the ﬂow
variables 𝑓u� to auxiliary variables 𝑥u� and 𝑥u� , respectively, which embody the codeword bits.
For 𝜈 ∈ {𝑎, 𝑏}, let 𝐺u� = (𝑆u� , 𝐸u� ) be the trellis corresponding to 𝐶u� , where 𝑆u� is the index set
of nodes (states) and 𝐸u� is the set of edges (state transitions) 𝑒 in 𝐺u� . Let 𝑠start,u� and 𝑠end,u�
denote the unique start and end node, respectively, of 𝐺u� . We can now deﬁne a feasible ﬂow 𝑓u�
in the trellis 𝐺u� by the system
∑
u�∈out(u�start,u� )

𝑓u�
u� = 1,

u�∈in(u�)
𝑓u�
u� ≥

𝑓u�
u� = 1,

(6.7a)

u�∈in(u�end,u� )

u�
∑ 𝑓u�
u� = ∑ 𝑓u�
u�∈out(u�)

∑

0

∀ 𝑠 ∈ 𝑆u� ⧵ {𝑠start,u� , 𝑠end,u� },
∀ 𝑒 ∈ 𝐸u� .

(6.7b)
(6.7c)

u�
Let 𝐼u�
u� and 𝑂u� denote the set of edges in 𝐺u� whose corresponding input and output bit,
respectively, is a 1 (both being subsets of the 𝑗-th segment of 𝐺u� ), the following constraints
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relate the codeword bits to the ﬂow variables:
u�
𝑥u�
u� = ∑ 𝑓u�

for 𝑗 = 1, … , 𝑘 and 𝜈 ∈ {𝑎, 𝑏},

(6.8a)

𝑥u�u� = ∑ 𝑓u�u�

for 𝑗 = 1, … , 𝑘,

(6.8b)

𝑥u�u�(u�) = ∑ 𝑓u�u�

for 𝑗 = 1, … , 𝑘.

(6.8c)

u�∈u�u�
u�
u�∈u�u�u�
u�∈u�u�u�

We can now state TCLPD as
∑ (𝜆u� )u� 𝑥u� + (𝜆u� )u� 𝑥u�

min

(TCLPD)

u�∈{u�,u�}

s.t.

(6.7a)–(6.8c) hold,

where 𝜆 is split in the same way as 𝑥.
The formulation straightforwardly generalizes to all sorts of “turbo-like” codes, i.e., codes built
by convolutional codes plus interleaver conditions. In particular, Feldman and Karger have
applied TCLPD to repeat-accumulate (RA(𝑙)) codes [40]. The encoder of an RA(𝑙) repeats the
information bits 𝑙 times, and then sends them to an interleaver followed by an accumulator,
which is a two-state convolutional encoder. The authors derive bounds on the error rate of
TCLPD for RA codes which were later improved and extended by Halabi and Even [41] as well
as by Goldenberg and Burshtein [42].
Note that all 𝑥 variables in TCLPD are auxiliary: we could replace each occurence by the sum
of ﬂow variables deﬁning it. In doing so, (6.8b) and (6.8c) break down to the condition
∑ 𝑓u�u� = ∑ 𝑓u�u�

u�∈u�u�u�(u�)

for 𝑗 = 1, … , 𝑘.

(6.9)

u�∈u�u�u�

Because the rest of the constraints deﬁnes a standard network ﬂow, TCLPD models a minimum
cost ﬂow problem plus the 𝑘 additional side constraints (6.9). Using a general purpose LP
solver does not exploit this combinatorial substructure. As was suggested already in [1], in
[43] Lagrangian relaxation is applied to (6.9) in order to recover the underlying shortest-path
problem. Additionally, the authors of [43] use a heuristic based on computing the 𝐾 shortest
paths in a trellis to improve the decoding performance. Via the parameter 𝐾 the trade-oﬀ
between algorithmic complexity and error-correcting performance can be controlled.

6.6 Eﬃcient LP Solvers for BLPD
A successful realization of BLPD requires an eﬃcient LP solver. To this end, several ideas have
been suggested in the literature. CLPD (cf. Section 6.5) can be considered an eﬃcient LPD
approach since the number of variables and constraints are signiﬁcantly reduced. We review
several others in this section.
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6.6.1 Solving the Separation Problem
The approach of Taghavi and Siegel [44] tackles the large number of constraints in BLPD2.
In their separation approach called adaptive linear programming decoding (ALPD), not all FS
inequalities are included in the LP formulation as in BLPD2. Instead, they are iteratively added
when needed. As in Deﬁnition 6.5, the general idea is to start with a crude LP formulation
and then improve it. Note that this idea can also be used to improve the error-correcting
performance (see Section 6.7). In the initialization step, the trivial LP min{𝜆u� 𝑥 ∶ 𝑥 ∈ [0, 1]u� }
is solved. Let (𝑥∗ )u� be the optimal solution in iteration 𝑘. Taghavi and Siegel show that it
can be checked in 𝑂(𝑚𝑑max
+ 𝑛 log 𝑛) time if (𝑥∗ )u� violates any FS inequality derived from
u�
𝐻u�,. 𝑥 = 0 (mod 2) for all 𝑖 ∈ 𝐼 (recall that 𝑚 × 𝑛 is the dimension of 𝐻 and 𝑑max
is the maximum
u�
maximum check-node degree). This check can be considered as a special case of the greedy
separation algorithm (GSA) introduced in [29]. If some of the FS inequalities are violated then
these inequalities are added to the formulation and the modiﬁed LP is solved again with the
new inequalities. ALPD stops if the current optimal solution (𝑥∗ )u� satisﬁes all FS inequalities.
If (𝑥∗ )u� is integral then it is the ML codeword, otherwise an error is output. ALPD does not
yield an improvement in terms of frame error rate since the same solutions are found as in the
formulations in the previous section. However, the computational complexity is reduced.
An important algorithmic result of [44] is that ALPD converges to the same optimal solution as
BLPD2 with signiﬁcantly fewer constraints. It is shown empirically that in the last iteration of
ALPD, less constraints than in the formulations BLPD2, BLPD3, and CLPD are used. Taghavi
and Siegel [44] prove that their algorithm converges to the optimal solution on the fundamental
polytope after at most 𝑛 iterations with at most 𝑛(𝑚 + 2) constraints.
Under the binary-input additive white Gaussian noise channel (BIAWGNC), [44] uses various
random (𝑑u� , 𝑑u� )-regular codes to test the eﬀect of changing the check node degree, the block
length, and the code rate on the number of FS inequalities generated and the convergence of
their algorithm. Setting 𝑛 = 360 and rate 𝑅 = 1/2, the authors vary the check node degree in the
range of 4 to 40 in their computational testing. It is observed that the average and the maximum
number of FS inequalities remain below 270. The eﬀect of changing block length 𝑛 between
30 and 1920 under 𝑅 = 1/2 is demonstrated on a (3, 6)-regular LDPC code. For these codes,
it is demonstrated that the number of FS inequalities used in the ﬁnal iteration is generally
between 0.6𝑛 and 0.7𝑛. Moreover, it is reported that the number of iterations remain below
16. The authors also investigate the eﬀect of the rate on the number of FS inequalities created.
Simulations are performed on codes with 𝑛 = 120 and 𝑑u� = 3 where the number of parity checks
𝑚 vary between 15 and 90. For most values of 𝑚 it is observed that the average number of FS
inequalities ranges between 1.1𝑚 and 1.2𝑚. For ALPD, BLPD2, and SPAD (50 iterations), the
average decoding time is testet for (3, 6)-regular and (4, 8)-regular LDPC codes with various
block lengths. It is shown that ALPD outperforms BLPD with respect to computation time, whil
still being slower than SPAD. Furthermore, increasing the check node degree does not increase
the computation time of ALPD as much as the computation time of BLPD. The behavior of
ALPD, in terms of the number of iterations and the FS inequalities used, under increasing SNR
is tested on a (3, 6)-regular LDPC code with 𝑛 = 240. It is concluded that ALPD performs more
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iterations and uses more FS inequalities for the instances it fails. Thus, decoding time decreases
with increasing SNR.
In [45] ALPD is improved further in terms of complexity. The authors use some structural
properties of the fundamental polytope. Let (𝑥∗ )u� be an optimal solution in iteration 𝑘. In [44]
it is shown that, if (𝑥∗ )u� does not satisfy an FS inequality derived from check node 𝑖, then (𝑥∗ )u�
satisﬁes all other FS inequalities derived from 𝑖 with strict inequality. Based on this result,
Taghavi et al. [45] modify ALPD and propose the decoding approach we refer to as modiﬁed
adaptive linear programming decoding (MALPD). In the (𝑘 + 1)st iteration of MALPD, it is
checked in 𝑂(𝑚𝑑max
) time if (𝑥∗ )u� violates any FS inequality derived from 𝐻u�,. 𝑥 = 0 (mod 2)
u�
for some 𝑖 ∈ 𝐼. This check is performed only for those parity checks 𝑖 ∈ 𝐼 which do not induce
any active FS inequality at (𝑥∗ )u� . Moreover, it is proved that inactive FS inequalities at iteration
𝑘 can be dropped. In any iteration of MALPD, there are at most 𝑚 FS inequalities. However,
the dropped inequalities might be inserted again in a later iteration; therefore the number of
iterations for MALPD can be higher than for ALPD.

6.6.2 Message Passing-Like Algorithms
An approach towards low complexity LPD of LDPC codes was proposed by Vontobel and Kötter
in [46]. Based on an FFG representation of an LDPC code, they derive an LP, called primal
linear programming decoding (PLPD), which is based on BLPD1. The FFG, shown in Figure 6.6,
and the Tanner graph are related as follows.
𝑣u�,u�
=
=
𝑥u�

=
𝑢u�,u�′
𝑢u�,0

𝐴u�

𝑢u�,u� =

𝐶u�

𝑣u�,u�′

=

=

𝑥u�′

Figure 6.6: A Forney-style factor graph for PLPD.
For each parity check, the FFG exhibits a node 𝐶u� which is incident to a variable-edge 𝑣u�,u� for
each 𝑗 ∈ 𝑁u� and demands those adjacent variables to form a conﬁguration that is valid for the
local code 𝐶u� , i.e., their sum must be even. This corresponds to a check node in the Tanner
graph and thus to (6.6b) and (6.6c) except that now there are, for the moment, independent
local variables 𝑣u�,u� for each 𝐶u� . Additionally, the FFG generalizes the concept of row-wise local
codes 𝐶u� to the columns of 𝐻, in such a way that the 𝑗th column is considered a local repetition
code 𝐴u� that requires the auxiliary variables 𝑢u�,u� for each 𝑖 ∈ 𝑁u� ∪ {0} to be either all 1 or all
0. By this, the variable nodes of the Tanner graph are replaced by check nodes 𝐴u� —recall that
in an FFG all nodes have to be check nodes. There is a third type of factor nodes, labelled by
“=”, which simply require all incident variables to take on the same value. These are used to
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establish consistency between the row-wise variables 𝑣u�,u� and the column-wise variables 𝑢u�,u� as
well as connecting the codeword variables 𝑥u� to the conﬁgurations of the 𝐴u� .
From this discussion it is easily seen that the FFG indeed ensures that any conﬁguration of the
𝑥u� is a valid codeword. The outcome of writing down the constraints for each node and relaxing
integrality conditions on all variables is the LP
min
s.t.

𝜆u� 𝑥

(PLPD)

𝑥u� = 𝑢u�,0

𝑗 = 1, … , 𝑛,

𝑢u�,u� = 𝑣u�,u�

∀(𝑖, 𝑗) ∈ 𝐼 × 𝐽 ∶ 𝐻u�,u� = 1,

𝑢u�,u� =

∑

𝛼u�,u�

∀𝑖 ∈ 𝑁u� , 𝑗 = 1, … , 𝑛,

u�∈u�u� ,u�∋u�

for all 𝑗 = 1, … , 𝑛,

∑ 𝛼u�,u� = 1
u�∈u�u�

𝑣u�,u� =

∑

𝑤u�,u�

∀𝑗 ∈ 𝑁u� , 𝑖 = 1, … , 𝑚,

u�∈u�u� ,u�∋u�

∑ 𝑤u�,u� = 1

for all 𝑖 = 1, … , 𝑚,

u�∈u�u�

𝛼u�,u� ≥ 0

∀𝑆 ∈ 𝐴u� , 𝑗 = 1, … , 𝑛,

𝑤u�,u� ≥ 0

∀𝑆 ∈ 𝐸u� , 𝑖 = 1, … , 𝑚,

where the sets 𝐸u� are deﬁned as in BLPD1.
While bloating BLPD1 in this manner seems ineﬃcient at ﬁrst glance, the reason behind is that
the LP dual of PLPD, leads to an FFG which is topologically equivalent to the one of the primal LP,
which allows to use the graphical structure for solving the dual. After manipulating constraints
of the dual problem to obtain a closely related, “softened” dual linear programming decoding
(SDLPD) formulation, the authors propose a coordinate-ascent-type algorithm resembling the
min-sum algorithm and show convergence under certain assumptions. In this algorithm, all the
edges of FFG are updated according to some schedule. It is shown that the update calculations
required during each iteration can be eﬃciently performed by the SPAD. The coordinate-ascenttype algorithm for SDLPD is guaranteed to converge if all the edges of the FFG are updated
cyclically.
Under the BIAWGNC, the authors compare the error-correcting performance of the coordinateascent-type algorithm (max iterations: 64, 256) against the performance of the MSAD (max
iterations: 64, 256) on the (3, 6)-regular LDPC code with 𝑛 = 1000 and rate 𝑅 = 1/2. MSAD
performs slightly better than the coordinate-ascent-type algorithm. In summary, [46] shows
that it is possible to develop LP based algorithms with complexities similar to IMPD.
The convergence and the complexity of the coordinate-ascent-type algorithm proposed in [46]
are studied further in [47] by Burshtein. His algorithm has a new scheduling scheme and its
convergence rate and computational complexity are analyzed under this scheduling. With
this new scheduling scheme, the decoding algorithm from [46] yields an iterative approximate
LPD algorithm for LDPC codes with complexity in 𝑂(𝑛). The main diﬀerence between the

72

6.6 Eﬃcient LP Solvers for BLPD
two algorithms is the selection and update of edges of the FFG. In [46] all edges are updated
cyclically during one iteration, whereas in [47], only few selected edges are updated during
one particular iteration. The edges are chosen according to the variable values obtained during
previous iterations.

6.6.3 Nonlinear Programming Approach
As an approximation of BLPD for LDPC codes, Yang et al. [36] introduce the box constraint
quadratic programming decoding (BCQPD) whose time complexity is linear in the code length.
BCQPD is a nonlinear programming approach derived from the Lagrangian relaxation (see [7]
for an introduction to Lagrangian relaxation) of BLPD1. To achieve BCQPD, a subset of the
set of the constraints are incorporated into the objective function. To simplify notation, Yang
et al. rewrite the constraint blocks (6.6b) and (6.6c) in the general form 𝐴𝑦 = 𝑏 by deﬁning a
single variable vector 𝑦 = (𝑥, 𝑤)u� ∈ {0, 1}u� (so 𝐾 is the total number of variables in BLPD1) and
choosing 𝐴 and 𝑏 appropriately. Likewise, the objective function coeﬃcients are rewritten in a
vector 𝑐, wich equals 𝜆 followed by the appropriate number of zeros. The resulting formulation
is min{𝑐u� 𝑦 ∶ 𝐴𝑦 = 𝑏, 𝑦 ∈ [0, 1]u� }. Using a multiplier 𝛼 > 0, the Lagrangian of this problem is
min
s.t.

𝑐u� 𝑦 + 𝛼(𝐴𝑦 − 𝑏)u� (𝐴𝑦 − 𝑏)
0 ≤ 𝑦u� ≤ 1

for 𝑘 = 1, … , 𝐾.

If 𝐴𝑦 = 𝑏 is violated then a positive value is added to the original objective function 𝑐u� 𝑦, i.e.,
the solution 𝑦 is penalized. Setting 𝑄 = 2𝛼𝐴u� 𝐴 and 𝑟 = 𝑐 − 2𝛼𝐴u� 𝑏 the BCQPD problem
min
s.t.

𝑦u� 𝑄𝑦 + 2𝑟u� 𝑦

(BCQPD)

0 ≤ 𝑦u� ≤ 1

for 𝑘 = 1, … , 𝐾

is obtained. Since 𝑄 is a positive semi-deﬁnite matrix, i.e., the objective function is convex, and
since the set of constraints constitutes a box, each 𝑦u� can be minimized separately. This leads
to eﬃcient serial and parallel decoding algorithms. Two methods are proposed in [36] to solve
the BCQPD problem, the projected successive overrelaxation method (PSORM) and the parallel
gradient projection method (PGPM). These methods are generalizations of Gauss-Seidel and
Jacobi methods [48] with the beneﬁt of faster convergence if proper weight factors are chosen.
PSORM and PGPM beneﬁt from the low-density structure of the underlying parity-check
matrix.
One of the disadvantages of IMPD is the diﬃculty of analyzing the convergence behavior of such
algorithms. Yang et al. showed both theoretically and empirically that BCQPD converges under
some assumptions if PSORM or PGPM is used to solve the quadratic programming problem.
Moreover, the complexity of BCQPD is smaller than the complexity of SPAD. For numerical
tests, the authors use a product code with block length 45 = 1024 and rate (3/4)5 = 0.237. The
BIAWGNC is used. It is observed that the PSORM method converges faster than PGPM. The
error-correcting performance of SPAD is poor for product codes due to their regular structure.
For the chosen product code, Yang et al. demonstrate that PSORM outperforms SPAD in
computational complexity as well as in error-correcting performance.
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6.6.4 Eﬃcient LPD of SPC Product Codes
The class of single parity-check (SPC) product codes is of special interest in [34]. The authors
prove that for SPC product codes the fractional distance is equal to the minimum Hamming
distance, which explains why the error-correcting performance of LPD approaches MLD for
these codes at high SNR values. Furthermore, they propose a low complexity algorithm which
approximately computes the CLPD optimum for SPC product codes. This approach is based on
the observation that the parity-check matrix of an SPC product code can be decomposed into
component SPC codes. A Lagrangian relaxation of CLPD is obtained by keeping the constraints
from only one component code in the formulation and moving all other constraints to the
objective function with a penalty vector. The resulting Lagrangian dual problem is solved
by subgradient algorithms (see [7]). Two alternatives, subgradient decoding (SD) and joint
subgradient decoding (JSD) are proposed. It can be proved that subgradient decoders converge
under certain assumptions.
The number of iterations performed against the convergence behavior of SD is tested on
the (4,4) SPC product code, which has length 𝑛 = 256, rate 𝑅 = (3/4)4 ≈ 0.32 and is deﬁned
as the product of four SPC codes of length 4 each. All variants tested (obtained by keeping
the constraints from component code 𝑗 = 1, 2, 3, 4 in the formulation) converge in less than 20
iterations. For demonstrating the error-correcting performance of SD if the number of iterations
are set to 5, 10, 20, 100, the (5,2) SPC product code (𝑛 = 25, rate 𝑅 = (4/5)2 = 0.64) is used. The
error-correcting performance is improved by increasing the number of iterations. Under the
BIAWGNC, this code and the (4,4) SPC product code are used to compare the error-correcting
performance of SD and JSD with the performance of BLPD and MLD. It should be noted that for
increasing SNR values, the error-correcting performance of BLPD converges to that of MLD for
SPC codes. JSD and SD approach the BLPD curve for the code with 𝑛 = 25. For the SPC product
code with 𝑛 = 256 the subgradient algorithms perform worse than BLPD. For both codes, the
error-correcting performance of JSD is superior to SD. Finally, the (10, 3) SPC product code with
𝑛 = 1000 and rate 𝑅 = (9/10)3 ≈ 0.729 is used to compare the error-correcting performance
of SD and JSD with the SPAD. Again the BIAWGNC is used. It is observed that SD performs
slightly better than the SPAD with a similar computational complexity. JSD improves the
error-correcting performance of the SD at the cost of increased complexity.

6.6.5 Interior Point Algorithms
Eﬃcient LPD approaches based on interior point algorithms are studied by Vontobel [49],
Wadayama [50], and Taghavi et al. [45]. The use of interior point algorithms to solve LP
problems as an alternative to the simplex method was initiated by Karmarkar [51]. In these
algorithms, a starting point in the interior of the feasible set is chosen. This starting point
is iteratively improved by moving through the interior of the polyhedron in some descent
direction until the optimal solution or an approximation is found. There are various interior
point algorithms and for some, polynomial time convergence can be proved. This is an advantage
over the simplex method which has exponential worst case complexity.
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The proposed interior point algorithms aim at using the special structure of the LP problem.
The resulting running time is a low-degree polynomial function on the block length. Thus,
fast decoding algorithms based on interior point algorithms may be developed for codes with
large block lengths. In particular aﬃne scaling algorithms [49], primal-dual interior point
algorithms [45, 49] and primal path following interior point algorithm [50] are considered.
The bottleneck operation in interior point methods is to solve a system of linear equations
depending on the current iteration of the algorithm. Eﬃcient approaches to solve this system
of equations are proposed in [45, 49], the former containing an extensive study, including
investigation of appropriate preconditioners for the often ill-conditioned equation system.
The speed of convergence to the optimal vertex of the algorithms in [50] and [45] under the
BIAWGNC are demonstrated on a nearly (3, 6)-regular LDPC code with 𝑛 = 1008, 𝑅 = 1/2 and
a randomly-generated (3, 6)-regular LDPC code with 𝑛 = 2000, respectively.

6.7 Improving the Error-Correcting Performance of BLPD
The error-correcting performance of BLPD can be improved by techniques from integer programming. Most of the improvement techniques can be grouped into cutting plane or branch
& bound approaches. In this section, we review the improved LPD approaches mainly with
respect to this categorization.

6.7.1 Cutting Plane Approaches
The fundamental polytope 𝒫 can be tightened by cutting plane approaches. In the following,
we refer to valid inequalities as inequalities satisﬁed by all points in conv(𝐶). Valid cuts are
valid inequalities which are violated by some non-integral vertex of the LP relaxation. Feldman
et al. [2] already address this concept; besides applying the “Lift and project” technique which
is a generic tightening method for integer programs [52], they also strengthen the relaxation
by introducing redundant rows into the parity-check matrix (or, equivalently, redundant paritychecks into the Tanner graph) of the given code (cf. Section 6.2). When using the BLPD2
formulation, we derive additional FS inequalities from the redundant parity-checks without
increasing the number of variables. We refer to such inequalities as redundant parity-check
(RPC) inequalities. RPC inequalities may include valid cuts which increase the possibility that
LPD outputs a codeword. An interesting question relates to the types of inequalities required to
describe the codeword polytope conv(𝐶) exactly. It turns out that conv(𝐶) cannot be described
completely by using only FS and box inequalities; the (7, 3, 4) simplex code (dual of the (7, 4, 3)
Hamming code) is given as a counter-example in [2]. More generally, it can be concluded from
[53] that these types of inequalities do not suﬃce to describe all facets of a simplex code.
RPCs can also be interpreted as dual codewords. As such, for interesting codes there are
exponentially many RPC inequalities. The RPC inequalities cutting oﬀ the non-integral optimal
solutions are called RPC cuts [44]. An analytical study under which circumstances RPCs can
induce cuts is carried out in [24]. Most notably, it is shown that RPCs obtained by adding no
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more than (𝑔 − 2)/2 dual codewords, where 𝑔 is the length of a shortest cycle in the Tanner
graph, never change the fundamental polytope.
There are several heuristic approaches in the LPD literature to ﬁnd cut inducing RPCs [2,
44, 54, 55]. In [2], RPCs which result from adding any two rows of 𝐻 are appended to the
original parity-check matrix. The authors of [45] ﬁnd RPCs by randomly choosing cycles in the
fractional subgraph of the Tanner graph, which is obtained by choosing only the fractional
variable nodes and the check nodes directly connected to them. They give a theorem which
states that every possible RPC cut must be generated by such a cycle. Their approach is a
heuristic one since the converse of that theorem does not hold. In [54] the column index set
corresponding to an optimal LP solution is sorted. By re-arranging 𝐻 and bringing it to row
echelon form, RPC cuts are searched. In [55], the parity-check matrix is reformulated such
that unit vectors are obtained in the columns of the parity-check matrix which correspond to
fractional valued bits in the optimal solution of the current LP. RPC cuts are derived from the
rows of the modiﬁed parity-check matrix.
The approaches in [28], [44], and [55] rely on a noteworthy structural property of the fundamental ploytope. Namely, it can be shown that no check node of the associated Tanner
graph (regardless of the existence of redundant parity-checks) can be adjacent to only one
non-integral valued variable node.
Feldman et al. [2] test the lift and project technique on a random rate-1/4 LDPC code with
𝑛 = 36, 𝑑u� = 3 and 𝑑u� = 4 under the BIAWGNC. Moreover, a random rate-1/4 LDPC code with
𝑛 = 40, 𝑑u� = 3, and 𝑑u� = 4 is used to demonstrate the error-correcting performance of BLPD
when the original parity-check matrix is extended by all those RPCs obtained by adding any
two rows of the original matrix. Both tightening techniques improve the error-correcting
performance of BLPD, though the beneﬁt of the latter is rather poor, due to the abovementioned
condition on cycle lengths.
The idea of tightening the fundamental polytope is usually implemented as a cutting plane
algorithm, i.e., the separation problem is solved (see Deﬁnition 6.5 and Section 6.6.1). In
cutting plane algorithms, an LP is solved which contains only a subset of the constraints of
the corresponding optimization problem. If the optimal LP solution is a codeword then the
cutting plane algorithm terminates and outputs the ML codeword. Otherwise, valid cuts from a
predetermined family of valid inequalities are searched. If some valid cuts are found, they are
added to the LP formulation and the LP is resolved. In [44, 54, 55] the family of valid cuts is FS
inequalities derived from RPCs.
In [54] the main motivation for the greedy cutting plane algorithm is to improve the fractional
distance. This is demonstrated for the (7, 4, 3) Hamming code, the (24, 12, 8) Golay code and a
(204, 102) LDPC code. As a byproduct under the BSC it is shown on the (24, 12, 8) Golay code
and a (204, 102) LDPC code that the RPC based approach of [54] improves the error-correcting
performance of BLPD.
In the improved LPD approach of [44], ﬁrst ALPD (see Section 6.6) is applied. If the solution is
non-integral, an RPC cut search algorithm is employed. This algorithm can be brieﬂy outlined
as follows:
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(1) Given a non-integral optimal LP solution 𝑥∗ , remove all variable nodes 𝑗 for which 𝑥∗u� is
integral from the Tanner graph.
(2) Find a cycle by randomly walking through the pruned Tanner graph.
(3) Sum up (in 𝔽2 ) the rows 𝐻 which correspond to the check nodes in the cycle.
(4) Check if the resulting RPC introduces a cut.
The improved decoder of [44] performs noticeably better than BLPD and SPAD. This is shown
under the BIAWGNC on (3, 4)-regular LDPC codes with 𝑛 = 32, 100, 240.
The cutting plane approach of [55] is based on an IP formulation of MLD, which is referred to
as IPD (note that this formulation was already mentioned in [9]). Auxiliary variables 𝑧 ∈ ℤu�
model the binary constraints 𝐻𝑥 = 0 over 𝔽2 in the real number ﬁeld ℝu� .
min
s.t.

𝜆u� 𝑥

(IPD)

𝐻𝑥 − 2𝑧 = 0
𝑥 ∈ {0, 1}u� , 𝑧 ∈ ℤu�

In [55], the LP relaxation of IPD is the initial LP problem which is solved by a cutting plane
algorithm. Note that the LP relaxation of IPD is not equivalent to the LP relaxations given in
Section 6.5. In almost all improved (in the error-correcting performance sense) LPD approaches
reviewed in this article ﬁrst the BLPD is run. If BLPD fails, some technique to improve BLPD
is used with the goal of ﬁnding the ML codeword at the cost of increased complexity. In
contrast, the approach by Tanatmis et al. in [55] does not elaborate on the solution of BLPD, but
immediately searches for cuts which can be derived from arbitrary dual codewords. To this end,
the parity-check matrix is modiﬁed and the conditions under which certain RPCs deﬁne cuts are
checked. The average number of iterations performed and the average number of cuts generated
in the separation algorithm decoding (SAD) of [55] are presented for the (3, 6) random regular
codes with 𝑛 = 40, 80, 160, 200, 400 and for the (31, 10), (63, 39), (127, 99), (255, 223) BCH
codes. Both performance measures seem to be directly proportional to the block length. The
error-correcting performance of SAD is measured on the random regular (3, 4) LDPC codes
with block length 100 and 200, and Tanner’s (155, 64) group structured LDPC code [56]. It is
demonstrated that the improved LPD approach of [55] performs better than BLPD applied in
the adaptive setting [44] and better than SPAD. One signiﬁcant numerical result is that SAD
proposed in [55] performs much better than BLPD for the (63, 39) and (127, 99) BCH codes,
which have high-density parity check matrices. In all numerical simulations the BIAWGNC is
used.
Yuﬁt et al. [57] improve SAD [55] and ALPD [44] by employing several techniques. The authors
propose to improve the error-correcting performance of these decoding methods by using RPC
cuts derived from alternative parity-check matrices selected from the automorphism group of
𝐶, Aut(𝐶). In the alternative parity-check matrices, the columns of the original parity-check
matrix are permuted according to some scheme. At the ﬁrst stage of Algorithm 1 of [57], SAD
is used to solve the MLD problem. If the ML codeword is found then Algorithm 1 terminates,
otherwise an alternative parity-check matrix from Aut(𝐶) is randomly chosen and the SAD
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is applied again. In the worst case this procedure is repeated 𝑁 times where 𝑁 denotes a
predetermined constant. A similar approach is also used to improve ALPD in Algorithm 2 of
[57]. Yuﬁt et al. enhance Algorithm 1 with two techniques to improve the error-correcting
performance and complexity. The ﬁrst technique, called parity-check matrix adaptation, is to
alter the parity-check matrix prior to decoding such that at the columns of the parity-check
matrix which correspond to least reliable bits, i.e., bits with the smallest absolute LLR values,
unit vectors are obtained. The second technique, which is motivated by MALPD of [45], is
to drop the inactive inequalities at each iteration of SAD, in order to avoid that the problem
size increases from iteration to iteration. Under the BIAWGNC, it is demonstrated on the
(63, 36, 11) BCH code and the (63, 39, 9) BCH code that SAD can be improved both in terms
of error-correcting performance and computational complexity.

6.7.2 Facet Guessing Approaches
Based on BLPD2, Dimakis et al. [28] improve the error-correcting performance of BLPD with
an approach similar to FDA (see Section 6.4). They introduce facet guessing algorithms which
iteratively solve a sequence of related LP problems. Let 𝑥∗ be a non-integral optimal solution of
BLPD, 𝑥ML be the ML codeword, and ℱ be a set of faces of 𝒫 which do not contain 𝑥∗ . This set
ℱ is given by the set of inequalities which are not active at 𝑥∗ .
The set of active inequalities of a pseudocodeword 𝑣 is denoted by 𝔸(𝑣). In facet guessing
algorithms, the objective function 𝜆u� 𝑥 is minimized over 𝑓 ∩ 𝒫 for all 𝑓 ∈ 𝒦 ⊆ ℱ where 𝒦 is
an arbitrary subset of ℱ. The optimal solutions are stored in a list. In random facet guessing
decoding (RFGD), |𝒦| of the faces 𝑓 ∈ ℱ are chosen randomly. If 𝒦 = ℱ then exhaustive facet
guessing decoding (EFGD) is obtained. From the list of optimal solutions, the facet guessing
algorithms output the integer solution with minimum objective function value. It is shown that
EFGD fails if there exists a pseudocodeword 𝑣 ∈ 𝑓 such that 𝜆u� 𝑣 < 𝜆u� 𝑥ML for all 𝑓 ∈ 𝔸(𝑥ML ).
For suitable expander codes this result is combined with the following structural property of
expander-based codes also proven by the authors. The number of active inequalities at some
codeword is much higher than at a non-integral pseudocodeword. Consequently, theoretical
bounds on the decoding success conditions of the polynomial time algorithms EFGD and RFGD
for expander codes are derived. The numerical experiments are performed under the BIAWGNC,
on Tanner’s (155, 64) group-structured LDPC code and on a random LDPC code with 𝑛 = 200,
𝑑u� = 3, 𝑑u� = 4. For these codes the RFG algorithm performs better than the SPAD.

6.7.3 Branch & Bound Approaches
Linear programming based branch & bound is an implicit enumeration technique in which a
diﬃcult optimization problem is divided into multiple, but easier subproblems by ﬁxing the
values of certain discrete variables. We refer to [7] for a detailed description. Several authors
improved LPD using the branch & bound approach.
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Breitbach et al. [9] solved IPD by a branch & bound approach. Depth-ﬁrst and breadth-ﬁrst
search techniques are suggested for exploring the search tree. The authors point out the
necessity of ﬁnding good bounds in the branch & bound algorithm and suggest a neighborhood
search heuristic as a means of computing upper bounds. In the heuristic, a formulation is used
which is slightly diﬀerent to IPD. We refer to this formulation as alternative integer programming
decoding (AIPD). AIPD can be obtained by using error vectors. Let 𝑦 ̄ = 12 (1 − sign(𝜆)) be the
hard decision for the LLR vector 𝜆 obtained from the BIAWGNC. Comparing 𝑦 ̄ ∈ {0, 1}u� with a
codeword 𝑥 ∈ 𝐶 results in an error vector 𝑒 ∈ {0, 1}u� , i.e., 𝑒 = 𝑦 ̄ + 𝑥 (mod 2). Let 𝑠 = 𝐻𝑦,̄ and
deﬁne 𝜆̄ by 𝜆̄ u� = ∣𝜆u� ∣. IPD can be reformulated as
min
s.t.

𝜆̄ u� 𝑒

(AIPD)

𝐻𝑒 − 2𝑧 = 𝑠
𝑒 ∈ {0, 1}u� , 𝑧 ∈ ℤu� .

In the neighborhood search heuristic of [9], ﬁrst a feasible starting solution 𝑒0 is calculated by
setting the coordinates of 𝑒0 corresponding to the 𝑛 − 𝑚 most reliable bits (i.e., those 𝑗 ∈ 𝐽 such
that ∣𝑦u� ∣ are largest) to 0. These are the non-basic variables while the 𝑚 basic variables are found
from the vector 𝑠 ∈ {0, 1}u� . Starting from this solution a neighborhood search is performed
by exchanging basic and non-basic variables. The tuple of variables yielding a locally best
improvement in the objective function is selected for iterating to the next feasible solution.
In [9], numerical experiments are performed under the BIAWGNC, on the (31, 21, 5) BCH
code, the (64, 42, 8) Reed-Muller code, the (127, 85, 13) BCH code and the (255, 173, 23) BCH
code. The neighborhood search with single position exchanges performs very similar to MLD
for the (31, 21, 5) BCH code. As the block length increases the error-correcting performance
of the neighborhood search with single position exchanges gets worse. An extension of this
heuristic allowing two position exchanges is applied to the (64, 42, 8) Reed-Muller code, the
(127, 85, 13) BCH code, and the (255, 173, 23) BCH code. The extended neighborhood search
heuristic improves the error-correcting performance at the cost of increased complexity. A
branch & bound algorithm is simulated on the (31, 21, 5) BCH code and diﬀerent search tree
exploration schemes are investigated. The authors suggest a combination of depth-ﬁrst and
breadth-ﬁrst search.
In [58], Draper et al. improve the ALPD approach of [44] with a branch & bound technique.
Branching is done on the least certain variable, i.e., 𝑥u� such that ∣𝑥∗u� − 1/2∣ is smallest for 𝑗 ∈ 𝐽.
Under the BSC, it is observed on Tanner’s (155, 64, 20) code that the ML codeword is found
after few iterations in many cases.
In [36] two branch & bound approaches for LDPC codes are introduced. In ordered constant
depth decoding (OCDD) and ordered variable depth decoding (OVDD), ﬁrst BLPD1 is solved.
If the optimal solution 𝑥∗ is non-integral, a subset 𝒯 ⊆ ℰ of the set of all non-integral bits
ℰ is chosen. Let 𝑔 = |𝒯|. The subset 𝒯 is constituted from the least certain bits. The term
“ordered” in OCDD and OVDD is motivated by this construction. It is experimentally shown in
[36] that choosing the least certain bits is advantageous in comparison to a random choice of
bits. OVDD is a breadth ﬁrst branch & bound algorithm where the depth of the search tree is
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restricted to 𝑔. Since this approach is common in integer programming, we do not give the
details of OVDD and refer to [7] instead. For OVDD, the number of LPs solved in the worst
case is 2u�+1 − 1.
In OCDD, 𝑚-element subsets ℳ of 𝒯, i.e., ℳ ⊆ 𝒯 and 𝑚 = |ℳ|, are chosen. Let 𝑏 ∈ {0, 1}u� .
For any ℳ ⊆ 𝒯, 2u� LPs are solved, each time adding a constraint block
𝑥u� = 𝑏u� for all 𝑘 ∈ ℳ
to BLPD1, thus ﬁxing 𝑚 bits. Let 𝑥 ̂ be the solution with the minimum objective function value
among the 2u� LPs solved. If 𝑥 ̂ is integral, OCDD outputs 𝑥;̂ otherwise another subset ℳ ⊆ 𝒯
u� u�
is chosen. Since OCDD exhausts all 𝑚-element subsets of 𝒯, in the worst case (u�
)2 + 1 LPs
are solved.
The branch & bound based improved LPD of Yang et al. [36] can be applied to LDPC codes with
short block length. For the following numerical tests, the BIAWGNC is used. Under various
settings of 𝑚 and 𝑔 it is shown on a random LDPC code with 𝑛 = 60, 𝑅 = 1/4, 𝑑u� = 4, and 𝑑u� = 3
that OCDD has a better error-correcting performance than BLPD and SPAD. Several simulations
are done to analyze the trade-oﬀ between complexity and error-correcting performance of
OCDD and OVDD. For the test instances and parameter settings6 used in [36] it has been
observed on the above-mentioned code that OVDD outperforms OCDD. This behavior is
explained by the observation that OVDD applies the branch & bound approach on the most
unreliable bits. On a longer random LDPC code with 𝑛 = 1024, 𝑅 = 1/4, 𝑑u� = 4, and 𝑑u� = 3, it is
demonstrated that the OVDD performs better than BLPD and SPAD.
Another improved LPD technique which can be interpreted as a branch & bound approach is
randomized bit guessing decoding (RBGD) of Dimakis et al. [28]. RBGD is inspired from the
special case that all facets chosen by RFGD (see Section 6.7.2) correspond to constraints of type
𝑥u� ≥ 0 or 𝑥u� ≤ 1. In RBGD, 𝑘 = 𝑐 log 𝑛 variables, where 𝑐 > 0 is a constant, are chosen randomly.
Because there are 2u� diﬀerent possibile conﬁgurations of these 𝑘 variables, BLPD2 is run 2u�
times with associated constraints for each assignment. The best integer valued solution in terms
of the objective function 𝜆 is the output of RBGD. Note that by setting 𝑘 to 𝑐 log 𝑛, a polynomial
complexity in 𝑛 is ensured. Under the assumption that there exists a unique ML codeword,
exactly one of the 2u� bit settings matches the bit conﬁguration in the ML codeword. Thus,
RBGD fails if a non-integral pseudocodeword with a better objective function value coincides
with the ML codeword in all 𝑘 components. For some expander codes, the probablilty that the
RBGD ﬁnds the ML codeword is given in [28]. To ﬁnd this probability expression, the authors
ﬁrst prove that, for some expander-based codes, the number of non-integral components in
any pseudocodeword scales linearly in block length.
Chertkov and Chernyak [59] apply the loop calculus approach [60], [61] to improve BLPD.
Loop calculus is an approach from statistical physics and related to cycles in the Tanner
graph representation of a code. In the context of improved LPD, it is used to either modify
objective function coeﬃcients [59] or to ﬁnd branching rules for branch and bound [62]. Given
a parity-check matrix and a channel output, linear programming erasure decoding (LPED)
6
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The parameters u� and u� are chosen such that OVDD and OCDD have similar worst case complexity.

6.8 Conclusion
[59] ﬁrst solves BLPD. If a codeword is found then the algorithm terminates. If a non-integral
pseudocodeword is found then a so-called critical loop is searched by employing loop calculus.
The indices of the variable nodes along the critical loop form an index set ℳ ⊆ 𝐽. LPED lowers
the objective function coeﬃcients 𝜆u� of the variables 𝑥u� , 𝑗 ∈ ℳ, by multiplying 𝜆u� with 𝜖,
where 0 ≤ 𝜖 < 1. After updating the objective function coeﬃcients, BLPD is solved again. If
BLPD does not ﬁnd a codeword then the selection criterion for the critical loop is improved.
LPED is tested on the list of pseudocodewords found in [35] for Tanner’s (155, 64, 20) code. It
is demonstrated that LPED corrects the decoding errors of BLPD for this code.
In [62], Chertkov combines the loop calculus approach used in LPED [59] with RFGD [28].
We refer to the combined algorithm as loop guided guessing decoding (LGGD). LGGD diﬀers
from RFGD in the sense that the constraints chosen are of type 𝑥u� ≥ 0 or 𝑥u� ≤ 1 where 𝑗 is
in the index set 𝑀, the index set of the variable nodes in the critical loop. LGGD starts with
solving BLPD. If the optimal solution is non-integral then the critical loop is found with the
loop calculus approach. Next, a variable 𝑥u� , 𝑗 ∈ 𝑀, is selected randomly and two partial LPD
problems are deduced. These diﬀer from the original problem by only one equality constraint
𝑥u� = 0 or 𝑥u� = 1. LGGD chooses the minimum of the objective values of the two subproblems.
If the corresponding pseudocodeword is integral then the algorithm terminates. Otherwise
the equality constraints are dropped, a new 𝑗 ∈ 𝑀 along the critical loop is chosen, and two
new subproblems are constructed. If the set 𝑀 is exhausted, the selection criterion of the
critical loop is improved. LGGD is very similar to OCDD of [36] for the case that 𝑔 = |𝑀| and
𝑚 = 1. In LGGD branching is done on the bits in the critical loop whereas in OCDD branching
is done on the least reliable bits. As in [59], LGGD is tested on the list of pseudocodewords
generated in [35] for Tanner’s (155, 64, 20) code. It is shown that LGGD improves BLPD under
the BIAWGNC.
SAD of [55] is improved in terms of error-correcting performance by a branch & bound approach
in [57]. In Algorithm 3 of [57], ﬁrst SAD is employed. If the solution is non-integral then a
depth-ﬁrst branch & bound is applied. The non-integral valued variable with smallest LLR
value is chosen as the branching variable. Algorithm 3 terminates as soon as the search tree
reaches the maximally allowed depth 𝐷u� . Under the BIAWGNC, on the (63, 36, 11) BCH code
and the (63, 39, 9) BCH code Yuﬁt et al. [57] demonstrate that the decoding performance of
Algorithm 3 (enhanced with parity-check matrix adaptation) approaches MLD.

6.8 Conclusion
In this survey we have shown how the decoding of binary linear block codes beneﬁts from
a wide range of concepts which originate from mathematical optimization—mostly linear
programming, but also quadratic (nonlinear) and integer programming, duality theory, branch
& bound methods, Lagrangian relaxation, network ﬂows, and matroid theory. Bringing together
both ﬁelds of research does lead to promising new algorithmic decoding approaches as well as
deeper structural understanding of linear block codes in general and special classes of codes—
like LDPC and turbo-like codes—in particular. The most important reason for the success of
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this connection is the formulation of MLD as the minimization of a linear function over the
codeword polytope conv(𝐶). We have reviewed a variety of techniques of how to approximate
this polytope, whose description complexity in general is too large to be computed eﬃciently.
For further research on LPD of binary linear codes, two general directions can be distinguished.
One is to decrease the algorithmic complexity of LPD towards reducing the gap between LPD
and IMPD, the latter of which still outperforms LPD in practice. The other direction aims at
increasing error-correcting performance, tightening up to MLD performance. This includes
a continued study of RPCs as well as the characterization of other, non-RPC facet-deﬁning
inequalities of the codeword polytope.
There are other lines of research related to LPD and IMPD which are not covered in this article.
Flanagan et al. [21] have generalized LP decoding, along with several related concepts, to
nonbinary linear codes. Another possible generalization is to extend to diﬀerent channel models
[22]. Connecting two seemingly diﬀerent decoding approaches, structural relationship between
LPD and IMPD has been discussed in [63]. Moreover, the discovery that both decoding methods
are closely related to the Bethe free energy approximation, a tool from statistical physics, has
initiated vital research [64]. Also, of course, research on IMPD itself, independent of LPD, is
still ongoing with high activity. A promising direction of research is certainly the application
of message passing techniques to mathematical programming problems beyond LPD [65].
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It has been shown that non-binary LDPC codes exhibit a better error
correction performance than binary codes for short block lengths. However, this advantage was up to now only shown under belief-propagation
decoding. To gain new insights, we investigate binary and non-binary
codes under ML decoding. Our analysis includes diﬀerent modulation
schemes and decoding algorithms. For ML decoding under diﬀerent
modulation schemes, a ﬂexible integer programming formulation is presented. In this paper, we show that short non-binary LDPC codes are
not necessarily superior to binary codes with respect to ML decoding.
The decoding gain observed under BP decoding originates mainly in
the more powerful non-binary decoding algorithm.

Chapter 7 ML vs. BP Decoding of Binary and Non-Binary LDPC Codes

7.1 Introduction
Forward error correction is a vital part of digital communication systems. LDPC codes [1] have
been adopted in many communication standards, e.g. WiMAX [2], and show an error-correction
capability near the Shannon limit for long block lengths. However, for short block lengths
there is still a gap in communications performance to the theoretical limit.
There exist both binary and non-binary LDPC codes. For short block lengths, non-binary
LDPC codes show a superior performance. The gain of non-binary codes exhibits especially
under higher-order modulation, when the information in the receiver can be fully processed on
symbol level. These advantages of non-binary LDPC codes have been shown by the DAVINCI
project [3], but solely under BP decoding.
When considering a communication scheme based on LDPC channel codes, we have diﬀerent
orthogonal options respecting:
• channel code: binary LDPC codes or non-binary LDPC codes,
• modulation: BPSK or higher order modulation with bit-level demodulator or symbol-level
demodulator,
• decoding algorithm: suboptimal heuristics (binary/non-binary BP) or optimal decoding
(ML).
These three aspects can be combined together and form a large design space. Not all combinations have been investigated in literature yet, like ML decoding under higher-order modulation.
In this paper we analyze each of the schemes with respect to their communications performance.
An overview over all considered cases is given in Table 7.1.
In general, the communications performance of a channel coding system is determined by two
important factors: (a) the channel code (code structure) used at the transmitter, and (b) the
applied decoding algorithm at the receiver.
Under BP decoding it is not possible to distinguish between the performance contribution of
the code structure and the contribution of the decoding algorithm. Up to now, simulations for
non-binary codes have only been presented under suboptimal BP decoding. To investigate the
performance loss of these suboptimal BP algorithms, we utilize an ML decoder to derive ML
bounds on the decoding performance.
We use an integer programming (IP) formulation to tackle the ML decoding problem. A key
feature of the utilized IP formulation is its high ﬂexibility to cover all transmission cases using
ML decoding (see Table 7.1). We merge two already known IP formulations for binary and
non-binary codes to obtain a new IP formulation that can handle various types of channel
codes and modulation schemes. This IP problem is solved optimally and thus exactly solves the
ML problem.
The task of this paper is to explore the diﬀerent transmission schemes with respect to performance loss of the suboptimal BP and its low-complexity variant for non-binary codes,
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decoding algorithm

BPSK

64-QAM bit demod.

64-QAM symbol
demod.

binary channel codes
iterative BP (suboptimal)
ML (optimal)

binary BP
IP decoder [4]

binary BP
IP decoder [4]

our new IP

non-binary channel codes
iterative BP (suboptimal)
ML (optimal)
low-complexity decoding [5]

non-binary BP
IP decoder [4] on
binary image
our new IP or
modiﬁed BP

non-binary BP
IP decoder [4] on
binary image

non-binary BP
our new IP

Table 7.1: Design space for transmission systems based on LDPC codes.
performance gain of symbol-level demodulation, and comparison of the binary and non-binary
code structure.

7.2 Binary and Non-Binary LDPC Codes
In this section we present the used transmission scheme, the decoding algorithms and the code
constructions.

Transmission Scheme
Throughout this paper we assume the following transmission scheme. A code 𝐶 is deﬁned
by its parity-check matrix 𝐇 of dimension (𝑁 − 𝐾) × 𝑁, which has elements from a Galois
ﬁeld GF(𝑞 = 2u� ) = {𝛼0 , 𝛼1 , … , 𝛼u�−1 } as entries. The sent codewords are denoted by 𝐱 =
(𝑥0 , 𝑥1 , … , 𝑥u�−1 ), 𝑥u� ∈ GF(𝑞).
For a non-binary code (𝑞 > 2) the parity-check matrix can alternatively be described by its
binary image, a binary (𝑁b −𝐾b )×𝑁b matrix 𝐇b [6] (with 𝑁b = 𝑁𝑚 and 𝐾b = 𝐾𝑚). Accordingly,
a non-binary codeword can also be expressed as binary vector 𝐱b = (𝑥b,0 , … , 𝑥b,u�b ) In case of
binary codes we have 𝐱 = 𝐱b and 𝐇 = 𝐇b .
The modulator groups 𝑄 codebits of 𝐱b and maps them onto one complex modulation symbol
𝑠u� ∈ Σ. Here, Σ denotes the modulation alphabet of size 2u� . In case of 64-QAM modulation,
Gray mapping is used. For 𝐱 ∈ 𝐶, denote by 𝐬(𝐱) = (𝑠(𝐱)0 , … , 𝑠(𝐱)u�s−1 ) ∈ Σu�s the vector
of transmitted modulation symbols, where 𝑁s = 𝑁b /𝑄 is the number of symbols per codeword. A transmission system using a binary code with 64-QAM is called bit-interleaved coded
modulation (BICM).
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We assume an AWGN channel with noise variance 𝜎2 that outputs the received vector 𝐲.
Regarding the demodulator, we have diﬀerent possibilities: BPSK demodulation, 64-QAM
demodulation on bit level and 64-QAM demodulation on symbol level.
The bit-level demodulators (BPSK and 64-QAM bit-level demodulation) calculate a log-likelihood
ratio (LLR) 𝝀 for each code bit 𝑥b,u� , namely
𝜆(𝑥b,u� ∣ 𝑦u� ) = ln
which reduces to 𝜆u� =

2
𝑦
u�2 u�

∑u�(𝐱)

u� ∶

u�b,u� =0 𝑃(𝑦u�

∣ 𝑠(𝐱)u� )

∑u�(𝐱)

u� ∶

u�b,u� =1 𝑃(𝑦u�

∣ 𝑠(𝐱)u� )

in case of BPSK demodulation.

The symbol demodulator for 64-QAM calculates a log-density ratio (LDR) for each sent symbol.
Each LDR consists of 𝑞 reliabilities 𝜆(𝑘), 𝛼u� ∈ GF(𝑞). The demodulation on symbol level can
be described by
𝜆u� (𝑘) = ln (

𝑃(𝑦u� ∣ 𝑠u� = 𝑠u� )
1
1
2
2
) = − 2 ∥𝑦u� − 𝑠u� ∥2 + 2 ∥𝑦u� − 𝑠0 ∥2 .
𝑃(𝑦u� ∣ 𝑠u� = 𝑠0 )
2𝜎
2𝜎

Throughout this paper we use BPSK or 64-QAM modulation and codes over GF(2) and
GF(64).

Belief-Propagation Decoding
LDPC codes can be eﬃciently decoded with the well-known belief propagation or sum-product
algorithm. The general algorithm for codes over GF(𝑞) is shortly reviewed in the following.
The BP for LDPC codes [7] operates on the Tanner graph of the parity-check matrix 𝐇 consisting
of variable nodes (corresponding to the code bits or symbols) and check nodes (corresponding
to the parity-check constraints). The variable nodes and check nodes are connected by edges
and iteratively exchange probabilistic messages over these edges. The number of exchanged
messages per edge is equal to 𝑞 − 1. For further details, the reader is referred to [7].
Decoders for binary LDPC codes can be eﬃciently implemented in hardware. Non-binary BP
decoders are far more complex, especially because of the need to store all exchanged messages
in memory.
One possibility to overcome these large memory requirements is to restrict the number of
exchanged messages to a maximum of 𝑛m per edge (𝑛m ≪ 𝑞). This approach is used in the
extended min-sum (EMS) algorithm [5]. Choosing the value of 𝑛m carefully can considerably
reduce the memory requirements without introducing signiﬁcant extra loss in communications
performance.
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0 0 0 0 0 0 1 0 1 0 0 0 1 0 0 0 0 0 0 0 0 1 1 0
0 0 0 0 0 0 0 1 0 1 0 0 0 1 0 0 0 0 0 0 0 0 1 1
information
nodes
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parity nodes

Figure 7.2: Macro matrix of a multi-edge type LDPC code of rate 𝑅 = 1/2.

Code Construction
For a fair comparison of binary and non-binary LDPC codes it is crucial to use state-of-the-art
codes. The codes are designed for proper BP performance in the convergence region. We use
multi-edge-type codes [8] as binary LDPC codes and row-optimized non-binary LDPC codes
[6]. In the following, the code constructions are described.
We use a so-called macro matrix to describe the code structure of multi-edge type LDPC codes.
This kind of structure, which can eﬃciently be implemented in hardware and is utilized in
many communication systems (e.g. [2]) is the common way to represent LDPC codes.
A parity-check matrix is obtained by lifting the macro matrix. Lifting describes the process of
establishing shifted identity 𝑧 × 𝑧 matrices at the positions of ones in the macro matrix. A zero
indicates an all-zero matrix of size 𝑧 × 𝑧 in the parity-check matrix. The corresponding cyclic
shift entries are derived by a progressive edge-growth technique [9].
One showcase macro matrix for a rate 𝑅 = 1/2 multi-edge type code is shown in Figure 7.2. Note
that the hidden nodes themselves require an elaborated connectivity structure. Hidden nodes
are initialized with a zero LLR; thus, we have to avoid stopping sets for the belief propagation
algorithm during code design. Special CN layers are utilized, which have to ensure that the
hidden nodes are initialized with values within the ﬁrst decoding iteration.
The non-binary LDPC codes are regular (2,4) quasi-cyclic codes over GF(64). We have constructed these codes using the graphs by Declercq [10] as macro matrices. To obtain larger
graphs of appropriate length, we again use a lifting process utilizing a progressive edge-growth
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Figure 7.3: BP decoding of three similar binary and non-binary LDPC codes, 𝑁b ≈ 2300. For
each code, the ﬁgure shows performance curves with 5, 10, 20 and 40 iterations
(less iterations correspond to higher frame error rate).
technique [9]. The non-binary matrix entries are chosen such as to optimize the local minimum distance of the rows [6]. This optimization ensures state-of-the-art performance in the
convergence region.
With the presented code constructions, we designed a binary multi-edge type code and a
non-binary code over GF(64) that competes with a WiMAX LDPC code. Simulation results
under BP decoding are presented in Figure 7.3. The multi-edge type code and the non-binary
code obtain a signiﬁcant gain over the WiMAX code. However, the gain of the non-binary code
over the multi-edge type code is negligible for the considered block length of about 2300 bits.
For our further investigations we restrict to much shorter block lengths (𝑁 = 96), because
non-binary codes are stronger for shorter codes and codes of this size can be tackled with the
IP-based ML decoder.

7.3 IP-based ML Decoding
ML decoding is an NP-complete problem, and for most block codes of practical size no eﬃcient
ML decoding algorithms exist. However, by using an IP formulation, the ML problem for short
codes can be tackled with commercially available IP solvers.
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Our goal is an ML performance analysis based on IP decoding for the diﬀerent transmission
schemes shown in Table 7.1. We need an IP formulation that is capable of decoding binary and
non-binary codes under bit-level and symbol-level demodulation.

In this section, we present a new ﬂexible IP formulation that can be used for all considered
transmission schemes. We combine two known approaches, merging the binary IP formulation
from [4] with a symbol-level input stage from [11]. This fully ﬂexible formulation can be
applied to all transmission schemes in Table 7.1, covering binary and non-binary codes as well
as higher-order modulation.

The details of the utilized formulation are presented in the following. For each received symbol
𝑦u� and each 𝑠u� ∈ Σ ⧵ {𝑠0 }, we introduce a binary decision variable 𝜉u�u� acting as an indicator that
𝑠(𝐱)u� = 𝑠u� (the case 𝑠(𝐱)u� = 𝑠0 is covered by the conﬁguration that all 𝜉u�u� = 0, 𝑘 = 1, … , 𝑞 − 1).
We assume that 𝑠0 is the symbol which 𝟎 is mapped to by the Gray mapping. The constraints
u�−1

∑ 𝜉u�u� ≤ 1

for 𝑗 = 0, … , 𝑁s − 1

(7.1)

u�=1

ensure that the decoder decides for exactly one symbol for each transmission. The Gray code
used in 64-QAM maps each binary 𝑄-tuple 𝐛 = (𝑏0 , … , 𝑏u�−1 ) to one symbol 𝑔(𝐛) ∈ Σ. For
𝑙 = 0, … , 𝑄 − 1, let 𝑔(𝑙)
̄ = {𝑠u� ∈ Σ ∶ (𝑔−1 (𝑠u� ))u� = 1} be the set of channel symbols for which
the 𝑙-th corresponding bit is 1. With this notation, we can relate the decision variables of the
binary code, 𝐱b = (𝑥b,u� , … , 𝑥b,u�b−1 ) to the channel symbols 𝜉u�u� : Let 𝑖 = 𝑗u� ⋅ 𝑚 + 𝑙u� be the division
with remainder of 𝑖 by 𝑚, then the constraint for 𝑥b,u� is
𝑥b,u� = ∑ 𝜉u�u�u� .

(7.2)

u�u� ∈u�(u�
̄ u� )

For the underlying binary code we employ the compact formulation
(7.3)

𝐇b 𝐱b − 2𝐳 = 𝟎

with auxiliary variables 𝐳 ∈ ℤu�b−u�b [4]. This completes the constraint set; as for the the
objective function, a linear expression can be derived immediately from the ML condition:
u�s −1 u�−1

𝐱ML = arg max 𝑃(𝐲 ∣ 𝐬(𝐱)) = arg max ∑ ∑ 𝜉u�u� 𝜆u� (𝑘)
𝐱∈u�

𝐱∈u�

u�=0 u�=1
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Now we have all the necessary ingredients at hand to state the complete IP:
u�s −1 u�−1

max
s.t.

∑ ∑ 𝜉u�u� 𝜆u� (𝑘)
u�=0 u�=1
u�−1
∑ 𝜉u�u� ≤
u�=1

1

𝑥b,u� = ∑ 𝜉u�u�u�

for 𝑗 = 0, … , 𝑁s − 1
for 𝑖 = 0, … , 𝑁b − 1

u�u� ∈u�(u�
̄ u� )

𝐇b 𝐱b − 2𝐳 = 𝟎
𝝃 ∈ {0, 1}u�−1×u�s
𝐱 ∈ {0, 1}u�b , 𝐳 ∈ ℤu�b−u�b

7.4 Results
In this chapter, we present simulation results for binary and non-binary LDPC codes. We
compare codes with similar code parameters under BP and ML decoding, focussing on the
convergence region. As example codes we use a binary multi-edge type code (𝐾 = 50) and a
non-binary code over GF(64) (𝐾b = 48). For this very short block length the macro matrix
(Figure 7.2) of the multi-edge type code is slightly modiﬁed to optimize the minimum distance.
All codes are of rate 𝑅 = 1/2. The BP decoders run with 40 iterations of layered decoding.
In the following we consider three diﬀerent cases:
(1) Binary and non-binary BP: comparison with respect to ML performance.
(2) Low-complexity decoding: inﬂuence of input message truncation.
(3) Higher-order modulation (64-QAM): comparison of demodulation on symbol level and
bit level.

Case 1: Binary and Non-Binary BP
In the ﬁrst case, we compare binary and non-binary LDPC codes under BPSK modulation.
Figure 7.4 shows the simulation results for ML and BP decoding. Using BP decoding the
non-binary code outperforms the binary one by 0.5 dB.
Furthermore, as a byproduct we show the performance degradation of the suboptimal BP for
LDPC codes. For short block length this degradation is on the order of 1 dB for binary LDPC
codes and 0.5 dB for codes over GF(64).
By utilizing an optimal ML decoder we can distinguish between the gain introduced by the nonbinary code structure and the non-binary decoding algorithm. Comparing the ML performance
(Figure 7.4) reveals that the non-binary code structure is not superior to the binary one. The
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Figure 7.4: Binary vs. non-binary LDPC codes under ML and BP decoding using BPSK modulation.
gain of the non-binary system merely arises from the more powerful but also more complex
non-binary BP. This fact poses the question whether it is a good idea to use the high-complexity
non-binary BP to improve the error-correction performance in new communication systems, or
to rather spend some extra eﬀort (and complexity) for improved decoding of binary LDPC codes.
Various diﬀerent approaches for improved binary BP algorithms can be found in literature, e.g.
[12].
However, low-complexity versions of the non-binary BP have to be analyzed and compared to
possible new binary decoders with improved decoding performance.

Case 2: Low-Complexity Algorithm
In the second case, we present an analysis of low-complexity EMS decoding [5]. The EMS
decoding algorithm is a suboptimal BP that operates with truncated messages (LDRs). This
truncation reduces the high memory requirements in hardware implementations [13]. Remind,
however, that this truncation introduces a loss in communications performance.
In our case study we analyze the inﬂuence of the message truncation at the decoder input.
After the input message truncation we use an ML or an unmodiﬁed BP decoder. The results are
lower bounds for the performance of the EMS and similar message truncation algorithms.

99

Chapter 7 ML vs. BP Decoding of Binary and Non-Binary LDPC Codes
100

frame error rate

10−1
10−2
10−3
10−4

without trunc.
u�m = 9
u�m = 13
u�m = 17

10−5
1

1.5

2

3
2.5
𝐸b /𝑁0 (dB)

3.5

4

4.5

Figure 7.5: Low-complexity decoding: performance loss using truncated messages at the decoder input. The solid lines show the performance of the EMS algorithm, while the
dashed ones correspond to ML decoding.
Figure 7.5 shows the simulation results for diﬀerent numbers of used messages 𝑛m .If we process
only 17 out of 64 messages, the memory is greatly reduced and the additional loss is less than
0.1 dB using BP decoding. For the ML decoder the loss is slightly higher. If we use only 9
out of 64 input messages for the BP the complexity reduction is even larger, but more loss in
error-correction performance is introduced. However, even with 𝑛m = 9 the non-binary code
still outperforms the binary code by a few tenths dB.

Case 3: Higher-Order Modulation (64-QAM)
In the third case, we consider higher order modulation (64-QAM). We present a comparison
between bit-level and symbol-level demodulators in conjunction with codes over GF(64).
One advantage of non-binary LDPC codes over GF(64) is that a 64-QAM modulator can map
the code symbols directly onto modulation symbols. On the receiver side, a symbol-level
demodulator and a non-binary decoder can be used to fully process the information on symbol
level, resulting in joint demodulation and decoding. This advantage is expected to give additional
gain.
We measure the performance gain of the symbol-level demodulator over the bit-level demodulator for the short GF(64) code. The results for decoding under BP and ML are given in Figure 7.6.
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Figure 7.6: 64-QAM: bit-level demodulation vs. symbol-level demodulation.
Under BP decoding the performance gain of the symbol-level demodulator is approximately
0.2 dB. Under ML decoding, the gain is slightly larger.
This simulations show the superior performance of symbol-level demodulation for non-binary
LDPC codes. In terms of hardware complexity, the symbol-level demodulator needs to calculate
64 distances for each received symbol. However, the EMS decoding algorithm greatly reduces
demodulation complexity, because only 𝑛m distances need to be computed.
Now, we repeat the analysis for a binary code and BICM. With our new IP formulation it is
possible to determine the ML performance of the binary code under symbol-level demodulation.
Simulation results are presented in Figure 7.7. The symbol-level demodulation provides a gain of
a few tenths dB. Additionally, we want to point out that the binary BP looses 2 dB performance
with respect to the ML decoder.

7.5 Conclusion
In this paper we investigated binary and non-binary LDPC codes under diﬀerent modulation
schemes and decoding algorithms. Especially the new ML decoding results led to new insights
in the decoding performance of non-binary LDPC codes. We have shown that the advantage of
non-binary LDPC codes is mainly due to their non-binary decoding algorithm. Furthermore, we
analyzed low-complexity decoding by message truncation and showed the superior performance
of symbol-level demodulation for higher-order modulation.
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Analysis of Channel Codes
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Linear and integer programming have recently gained interest as new
approaches for decoding channel codes. In this paper, we present a
framework for the analysis of arbitrary linear block codes based on
integer programming. We review how to analyze ML decoding performance and minimum distance. It is shown that integer programming
oﬀers an eﬃcient way for ML decoding. Frame error rates for ML decoding of various codes with block lengths of several hundred bits are
simulated. Furthermore, we introduce new formulations for weight
distributions and reliability-based decoding heuristics, like Chase and
ordered statistics decoding. New simulation results for WiMAX LDPC
and LTE turbo codes under ML decoding are also shown.

Chapter 8 Integer Programming as a Tool for Analysis of Channel Codes

8.1 Introduction
Forward error correction is an essential part of modern digital communication systems. Diﬀerent channel codes are used in today’s communications applications, like LDPC codes, turbo
codes, BCH and Reed-Solomon (RS) codes.
In hardware implementations of channel decoders, usually suboptimal decoding heuristics are
used that exhibit a low hardware complexity. LDPC codes [1] are decoded by the sum-product
algorithm (SPA) [2] based on the Tanner-graph representation [3]. For turbo codes, the turbo
decoding scheme based on two convolutional decoders plus an interleaver is utilized [4]. For
soft decoding of BCH and RS codes reliability-based heuristics are emerging [5, 6].
The optimal decoding strategy is maximum-likelihood (ML) decoding. However, it is very
diﬃcult to carry out ML decoding on block codes of practical interest because of the high computational complexity. For many codes from communication standards, even the performance
of ML decoding in terms of frame error rate (FER) is unknown.
Another approach to the decoding problem is mathematical optimization theory. The decoding
problem is then formulated as an integer program (IP) or its relaxation as a linear program (LP).
Recently, the optimization-based approach has led to new insights in channel coding and to
new decoding algorithms. In this paper, we show how mathematical optimization can be used
to analyze channel codes. We present a framework, based on IP formulations, which allows us
to analyze:
• the ML decoding performance,
• minimum-distance properties and the error ﬂoor, and
• reliability-based decoding heuristics.
After introducing the notation and common decoding algorithms in Section 8.2, we present
a short introduction into IP in Section 8.3. Diﬀerent techniques to solve IP problems, like
branch-and-bound, cutting-plane algorithms and branch-and-cut, are reviewed.
In Section 8.4 we show IP formulations for analyzing general linear block codes. First, two IP
formulations for ML decoding are reviewed. This approach allows for ML decoding simulations
of WiMAX LDPC [7] and LTE turbo codes [8] of reasonable length (up to 1000 bits). Moreover,
we present two new IP formulations for modelling reliability-based decoding algorithms: Chase
decoding [5] and ordered-statistics decoding (OSD) [6]. A third IP formulation deals with the
code’s minimum-distance properties and allows for error-ﬂoor estimation using the weight
distribution and the union bound [9].
In Section 8.5 we present an IP formulation dedicated to turbo codes based on network ﬂows.
It takes into account the special trellis structure of the turbo codes and has proven to be more
eﬃcient than the model for general linear block codes.
Simulation results for ML decoding, the union bound and reliability-based decoding can be
found in Section 8.6.
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8.2 Preliminaries
In this section we introduce the terminology and brieﬂy describe the widely used decoding
algorithms for linear block codes.

8.2.1 Transmission Scheme
Throughout this paper we assume the following transmission scheme: A code 𝐶 is deﬁned by
its parity-check matrix 𝐇 of dimension (𝑁 − 𝐾) × 𝑁. The code rate is given by 𝑅 = 𝐾/𝑁. A
codeword is denoted by 𝐱 = (𝑥0 , 𝑥1 , … , 𝑥u�−1 ), 𝑥u� ∈ {0, 1} and satisﬁes 𝐇𝐱 = 𝟎 (mod 2). During
transmission, the bits are modulated using BPSK and sent over an additive white Gaussian noise
(AWGN) channel that outputs the received log-likelihood ratios (LLRs) 𝐲 = (𝑦0 , 𝑦1 , … , 𝑦u�−1 ).
Let 𝐲̄ be the hard decision vector of 𝐲, then the transmission can be interpreted as an addition of
a binary error vector 𝐞, such that 𝐲̄ = 𝐱 + 𝐞. The syndrome vector is denoted by 𝐬 = 𝐇𝐲̄ = 𝐇𝐞.

8.2.2 Maximum-Likelihood Decoding
A straightforward ML decoder compares the received LLRs to all code words of the used channel
code. Thus 2u� metrics have to be calculated. Since 2u� is very large for codes of practical length,
this approach is very time consuming.

8.2.3 Belief-Propagation Decoding
LDPC codes can be decoded eﬃciently but suboptimally by the well-known SPA [2]. The SPA
for LDPC codes works on the Tanner-graph representation of the parity-check matrix 𝐇. In
the Tanner graph, probabilistic messages are exchanged iteratively between the variable nodes
and the check nodes.
Decoders for LDPC codes based on the suboptimal iterative SPA can be implemented eﬃciently
in hardware, but introduce a loss in communications performance due to cycles in the Tanner
graph. This problem has a higher impact for codes of smaller block length and higher code
rate.

8.2.4 Turbo Decoding
Turbo codes are usually decoded with the well-known turbo decoding algorithm. It basically
consists of two convolutional decoders with soft output stages that are connected by an
interleaver. The two convolutional decoders iteratively exchange probabilistic messages [4].
Turbo decoders based on this iterative heuristic can eﬃciently be implemented in hardware.
However, they also introduce a loss in communications performance.
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8.2.5 Reliability-Based Decoding
Reliability-based decoding algorithms are alternative decoding algorithms for linear block
codes. They do not demand a sparse parity-check matrix, so they are suitable for soft-decoding
of BCH and RS codes as well. The two main representatives are the Chase algorithm [5] and
OSD [6].
In a Chase decoder, at ﬁrst the 𝑙 least reliable bit positions (LRP) are determined. All conﬁgurations of these bits are enumerated and an algebraic hard decision decoder is applied to each
conﬁguration, thereby forming a list of codeword candidates. A list decoding procedure then
selects the most probably sent codeword.
OSD is based on a re-encoding procedure and is applicable for arbitrary linear block codes. First,
the most reliable independent bits positions (MRIP) have to be found. The MRIPs are treated
as information bits and are re-encoded using a modiﬁed parity-check or generator matrix to
obtain a codeword. To improve decoding performance, this process is repeated several times,
but with some of the MRIPs ﬂipped. The process of ﬂipping all possible combinations of 𝑙
bits and applying re-encoding is called order-𝑙 reprocessing. A list decoder selects the most
probably sent codeword.

8.3 Fundamentals of Solving IP Problems
In this section, we introduce the general framework of integer programming models and recap
some solution strategies.
Let 𝐜 ∈ ℚu� , 𝐛 ∈ ℚu� , and 𝐀 ∈ ℚu�×u� be given. Let 𝐱 ∈ ℝu� denote the vector of variables.
Integer programming is the mathematical discipline which deals with the optimization of a
linear objective function 𝐜u� 𝐱 over the feasible set
𝑃u� ∶= 𝑃 ∩ ℤu� ∶= {𝐱 ∶ 𝐀𝐱 = 𝐛} ∩ ℤu� = {𝐱 ∈ ℤu� ∶ 𝐀𝐱 = 𝐛}.
A general integer programming problem can thus be written as
min or max
s. t.

𝐜u� 𝐱
𝐀𝐱 = 𝐛
𝐱 ∈ ℤu� .

Without loss of generality, we may consider minimization problems only. In contrast to linear
programming problems, solutions are required to be integral. General IP problems—as well as
many special cases—are NP-hard. However, due to extensive studies of theoretical properties,
the development of sophisticated methods, as well as increasing computational capabilities,
IP proved to be very useful to model and solve many real-world optimization problems (e. g.
production planning, scheduling, routing problems, …).
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IP problems can be solved in a naïve way by explicitly enumerating all possible values of the
variable vector 𝐱 and choosing the one that yields the minimal objective function value. Though
correct, this procedure is guaranteed to be exponential in the number of components of 𝐱. To
avoid excessive computational eﬀort, a theory inducing more eﬃcient algorithms was developed
which relies on techniques like implicit enumeration, relaxation and bounds, and the usage of
problem-speciﬁc structural properties. In the following, we will highlight some basic concepts
while an in-depth exposition to this ﬁeld can be found in [10].
Branch-and-bound is a wide-spread technique realizing the concept of divide-and-conquer in
the context of IP: for each 𝑖 ∈ {0, … , 𝑛 − 1} and 𝑣 ∈ ℤ, an optimal solution 𝐱∗ either satisﬁes
𝑥∗u� ≤ 𝑣 or 𝑥∗u� ≥ 𝑣 + 1. These two constraints induce two subproblems (each possessing a smaller
feasible set) and, for at least one of them, 𝑥∗ is optimal. Iterative application of this branching
step yields IP problems of manageable size. For each (sub)problem, primal and dual bounds are
obtained by relaxation techniques and heuristics. They allow to prune branches of the search
tree, thus reducing the search area (implicit enumeration). More advanced topics like variable
ﬁxing, warm-start techniques, or the computation of bounds contribute to the eﬃciency of the
procedure.
Cutting-plane algorithms rely on the idea of solving the IP problem as the linear programming
problem
min{𝐜u� 𝐱 ∶ 𝐱 ∈ conv(𝑃u� )}.
Yet, the convex hull of the feasible set of the IP problem is in general hard to compute explicitly.
Therefore, approaches are developed which iteratively solve the LP relaxation of the IP and
compute a cutting plane, i.e., a valid inequality separating the feasible set 𝑃u� from the optimal
solution of the LP relaxation. These cuts are added to the formulation in all subsequent iterations.
Important questions address the convergence of this procedure, polyhedral properties of the
polyhedra of interest, as well as the generation of strong valid inequalities.
A mixture of strategies such as branch-and-cut and the utilization of problem-intrinsic structure
might lead to enhanced solution strategies. Implementing an eﬃcient IP problem solver is
certainly a demanding task. For a special purpose solver, the problem has to be thoroughly
understood, a suitable algorithm has to be chosen and realized eﬃciently. But there also exists
a bandwidth of all-purpose solvers, both open-source (like GLPK, COIN-OR) and commercial
(e.g. CPLEX, Gurobi), which may be suﬃcient to solve various diﬀerent IP problems such as
the ones mentioned in this article.

8.4 IP Formulations for Linear Block Codes
In this section, several IP formulations are presented that cover diﬀerent aspects of code analysis.
All formulations are general and can therefore be applied to arbitrary linear block codes. In the
ﬁrst part of this section we review two closely related IP formulations for the ML decoding
problem. In the second part we present two new IP formulations that model Chase decoding
and OSD. In the third part, minimum distance properties are investigated.
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8.4.1 ML Decoding
The ML decoding problem can be formulated as an integer linear optimization problem in two
ways as presented in [11] and [12] as follows:
u�−1

min

u�−1

∑ 𝑦u� 𝑥u�

min

u�=0

s.t.

∑ ∣𝑦u� ∣ 𝑒u�
u�=0

s.t.

𝐇𝐱 − 2𝐳 = 𝟎
𝐱 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u�

𝐇𝐞 − 2𝐳 = 𝐬

(8.1)

𝐞 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u� .

The formulation on the left relies on the parity-check equation, whereas the one on the right
relies on the syndrome and the error vector 𝑒. Both formulations model the ML decoding
problem exactly and are thus equivalent.
The variables 𝐱 model bits of the codeword, while 𝐳 is a vector of artiﬁcial variables to account
for the modulo-2 arithmetic. Interestingly, these formulations prove to be eﬃcient enough
such that a general purpose IP solver can tackle the problem for codes of practical interest. For
Monte-Carlo simulation of the FER performance, this IP has to be solved millions of times, once
for every simulated frame.
We are able to run ML simulations for LDPC codes, turbo codes, BCH codes and the binary
image [13] of Reed-Solomon codes with the same IP formulation.

8.4.2 Chase Decoding and OSD
With some modiﬁcations, IP formulations can model not only the ML decoding problem, but
also some decoding heuristics. We introduce two new formulations, one for Chase decoding
and one for OSD, that take into account the reliability based decoding. The key element of the
new IP formulations are additional constraints which ensure that reliable bits and unreliable
bits are treated basically diﬀerent.
Chase decoding allows all errors at the least reliable positions to be corrected, but only 𝑡 errors
at the most reliable positions (MRP) (𝑡 is the number of bits the algebraic decoder can correct).
The set of indices containing the MRP is denoted by 𝐼MRP . Chase decoding is modeled as
u�−1

min

∑ ∣𝑦u� ∣ 𝑒u�
u�=0

s.t.

𝐇𝐞 − 2𝐳 = 𝐬
∑ 𝑒u� ≤ 𝑡
u�∈u�MRP

𝐞 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u� .
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OSD decoding corrects 𝑙 errors at the most reliable independent positions (MRIP) and all errors
at the remaining low reliable positions. The set of indices containing the MRIP is denoted by
𝐼MRIP . OSD decoding is modeled by the IP
u�−1

min

∑ ∣𝑦u� ∣ 𝑒u�
u�=0

s.t.

𝐇𝐞 − 2𝐳 = 𝐬
∑ 𝑒u� ≤ 𝑙
u�∈u�MRIP

𝐞 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u� .
Note that these formulations induce tighter feasibility polyhedra compared to those in (8.1)
due to the additional constraints. It can thus be expected that the related problems are also
easier to solve.

8.4.3 IP Formulation for Weight-Proﬁle Analysis
IP formulations are not only able to analyze the FER performance of channel codes and their
decoding algorithms. Other interesting code parameters like minimum distance and the weight
distribution {𝐴1 , 𝐴2 , … , 𝐴u� } can be investigated using IP.
In [14] an IP formulation was presented to calculate the minimum distance. In order to obtain
the weight distribution coeﬃcients, we slightly modify this formulation by replacing the weight
constraint. The modiﬁed formulation for the weight distribution looks for valid codewords 𝐱
with weight 𝑤. The number of solutions for a speciﬁc weight 𝑤 equals the weight distribution
coeﬃcient 𝐴u� .
The two IP formulations for minimum-distance computation (left) and weight-distribution
analysis (right) are as follows:
u�−1

min

∑ 𝑥u�

min

0

u�=0

s.t.

𝐇𝐱 − 2𝐳 = 𝟎

s.t.

𝐇𝐱 − 2𝐳 = 𝟎

u�−1

u�−1

∑ 𝑥u� ≥ 1

∑ 𝑥u� = 𝑤

u�=0

𝐱 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u�

(8.2)

u�=0

𝐱 ∈ {0, 1}u� , 𝐳 ∈ ℤu�−u� .

where with the latter formulation we instruct the IP solver to output all optimal solutions. Note
that in contrast to other minimum-distance calculation methods, this approach is applicable to
arbitrary linear block codes.
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8.5 Specialized IP Formulation for Turbo Codes
Up to now, we have presented IP formulations that are general and can be applied to every
linear block code. However, the decoding problem can be modeled more eﬃciently if special
code structures are taken into account. In this section, we present a dedicated formulation for
ML decoding of turbo codes based on network ﬂows.
The formulation is based on trellis graphs 𝐺u� of the constituent encoders 𝐶u� , 𝜈 ∈ {𝑎, 𝑏},
and the fact that ML decoding amounts to the determination of a shortest path through both
trellises which respects certain equality constraints in order to guarantee consistency with the
interleaver.
The trellis graphs of the constituent encoders 𝐶u� are modeled by ﬂow conservation and capacity
constraints [15], along with side constraints appropriately connecting the ﬂow variables 𝐟u�
(𝜈 ∈ {𝑎, 𝑏}) to auxiliary variables 𝐱u� and 𝐱u� , respectively, which embody the codeword bits.
For 𝜈 ∈ {𝑎, 𝑏}, let 𝐺u� = (𝑆u� , 𝐸u� ) be the trellis according to 𝐶u� , where 𝑆u� is the index set of
nodes (states) and 𝐸u� is the set of edges (state transitions) 𝑒 in 𝐺u� . For 𝑠 ∈ 𝑆 let out(𝑠) and
in(𝑠) denote the sets of outgoing and inbound edges, respectively, of 𝑠. Let 𝑠start,u� and 𝑠end,u�
denote the unique start and end node, respectively, of 𝐺u� . We can then deﬁne a feasible ﬂow
𝐟u� in the trellis 𝐺u� by the system
∑
𝑓u�
u� = 1,
u�∈out(u�start,u� )
∑ 𝑓u�
u� = 1,
u�∈in(u�end,u� )
u�
∑ 𝑓u�
u� = ∑ 𝑓u�
u�∈out(u�)
u�∈in(u�)
u�
𝑓u� ∈ {0, 1}

(8.3a)
(8.3b)
for all 𝑠 ∈ 𝑆u� ⧵ {𝑠start,u� , 𝑠end,u� },

(8.3c)

for all 𝑒 ∈ 𝐸u� .

(8.3d)

The integrality conditions (8.3d) ensure that the solution is actually a path, i. e., no fractional
ﬂow values can occur. For the related problem of LP decoding, these constraints are relaxed to
0 ≤ 𝑓u�
u� ≤ 1.
u�
Let 𝐼u�
u� and 𝑂u� denote the set of edges in 𝐺u� whose corresponding input and output bit,
respectively, is a 1 (both being subsets of the 𝑗-th segment of 𝐺u� ), the following constraints
relate the bits of the codeword 𝐱 = (𝐱u� , 𝐱u� , 𝐱u� ) to the ﬂow variables:
u�
𝑥u�
u� = ∑ 𝑓u�

for 𝑗 = 1, … , 𝐾 and 𝜈 ∈ {𝑎, 𝑏},

(8.4a)

𝑥u�u� = ∑ 𝑓u�u�

for 𝑗 = 1, … , 𝐾,

(8.4b)

𝑥u�u�(u�) = ∑ 𝑓u�u�

for 𝑗 = 1, … , 𝐾.

(8.4c)

u�∈u�u�
u�
u�∈u�u�u�
u�∈u�u�u�
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We can now state the network-ﬂow based turbo code formulation (TC-NFP) as
∑ (𝑦u� )u� 𝑥u� + (𝑦u� )u� 𝑥u�

min

(TC-NFP)

u�∈{u�,u�}

s.t.

(8.3)–(8.4) hold.

where the LLR vector 𝐲 is split in the same way as 𝐱.
Since all 𝑥 variables in TC-NFP are auxiliary, we can replace each occurrence by the sum of
ﬂow variables deﬁning it. In doing so, (8.4b) and (8.4c) break down to the condition
∑ 𝑓u�u� = ∑ 𝑓u�u�

u�∈u�u�u�(u�)

for 𝑗 = 1, … , 𝐾.

(8.5)

u�∈u�u�u�

This shows that TC-NFP constitutes a shortest path problem (in the LP relaxation: a minimum
cost ﬂow problem) plus the 𝐾 additional side constraints (8.5).
Due to the presence of equations (8.3d), TC-NFP is an integer program and hard to solve in
general. However, commercial IP solvers like CPLEX are able to detect the network ﬂow
sub-structure and utilize it to speed up the solution process.

8.6 Simulation Results
In this section we present simulation results obtained by the IP formulations described above.
The corresponding IP problems have been solved using the commercial state-of-the-art IP
solver CPLEX [16]. The codes are investigated with respect to ML performance, error ﬂoor and
performance of reliability decoding. The following codes are considered:
• WiMAX LDPC codes (𝑅 = 5/6),
• WiMAX-like LDPC codes (𝑅 = 1/2),
• BCH and RS codes,
• LTE turbo codes.
In the following, we use the union bound
u�
𝐸 ⎞
⎜√2𝑖𝑅 u� ⎟
𝑃u� ≤ ∑ 𝐴u� 𝑄 ⎛
𝑁
0⎠
u�=1
⎝

for an error ﬂoor estimation, where 𝐸u� is the energy per information bit, 𝑄(𝑥) is the Q-function
and 𝑅 is the code rate [9]. The weight distribution coeﬃcients 𝐴u� have been obtained by the IP
formulations from (8.2).
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block length

𝐴5

𝐴6

𝐴7

𝐴8

𝑁 = 576
𝑁 = 672

24
0

0
0

312
168

924

Table 8.1: Weight distribution for the WiMAX LDPC codes with 𝑅 = 5/6.
100
(576, 480) SPA
(576, 480) ML
(576, 480) UB
(672, 560) SPA
(672, 560) ML
(672, 560) UB
(864, 720) SPA
(864, 720) ML
(1056, 880) SPA
(1056, 880) ML

10−1

frame error rate

10−2
10−3
10−4
10−5
10−6
10−7
2.5

3

3.5

4
4.5
𝐸b /𝑁0 (dB)

5

5.5

6

Figure 8.2: ML vs. SPA decoding of four WiMAX LDPC codes with 𝑅 = 5/6. The dotted lines
show the union bound estimation of the two smallest codes.

8.6.1 WiMAX-Compliant LDPC, 𝑅 = 5/6

First we consider some high-rate LDPC codes from the WiMAX standard [7] with code rate
𝑅 = 5/6 (Figure 8.2). ML decoding is done with the parity-check formulation (left hand side of
(8.1)). Furthermore, the union bound for error-ﬂoor estimation based on the weight distributions
in Table 8.1 is given.
The ML results are compared with SPA decoding using 40 iterations with layered scheduling.
The loss of SPA ranges from 0.5 to 1 dB. A signiﬁcant improvement in the error ﬂoor region
can also be observed. Note that in hardware implementations of WiMAX LDPC decoders
usually fewer iterations of the SPA are carried out. Moreover, often suboptimal-check node
implementations are used that introduce additional loss.

116

8.6 Simulation Results
100
(96, 48) SPA
(96, 48) ML
(96, 48) UB
(240, 120) SPA
(240, 120) ML
(240, 120) UB
(384, 192) SPA
(384, 192) ML
(384, 192) UB
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frame error rate

10−2
10−3
10−4
10−5
10−6
10−7
10−8

0

1

2

3
4
𝐸b /𝑁0 (dB)

5

6

7

Figure 8.3: ML vs. SPA decoding of four WiMAX-like LDPC codes with 𝑅 = 1/2. The dotted
lines show the union bound estimation.

8.6.2 WiMAX-like LDPC, 𝑅 = 1/2
The block lengths of the standard-compliant WiMAX LDPC codes with rate 1/2 are too large
to be tackled by the IP solver. Therefore we designed some non-standard LDPC codes with
shorter block lengths that have a similar structure as the WiMAX-compliant codes. During
code design, we follow the design process of the WiMAX compliant codes. We take the macro
matrix from the WiMAX standard and apply a lifting process to obtain a parity-check matrix
[7]. In contrast to the (longer) WiMAX-compliant codes, we use smaller matrices for lifting
and apply a progressive edge-growth technique [17] to determine the shift values.
The results are LDPC codes with shorter block lengths than speciﬁed in the WiMAX standard,
but they have the same underlying structure. Therefore, we call these codes “WiMAX-like”
LDPC codes. Figure 8.3 shows the simulation results under ML decoding and SPA. The SPA
performance is obtained by using 40 iterations and layered scheduling.

8.6.3 BCH and RS Codes
Decoding of BCH and RS codes is considered using soft information (Figure 8.4). We present
results for ML decoding, Chase decoding and OSD for the BCH(1023,993) code. Furthermore,
the RS(63,55) code is investigated under OSD for its binary image [13].
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100
BCH, Chase(5)
BCH, Chase(10)
BCH, OSD(1)
BCH, OSD(2)
BCH, ML
RS, OSD(2)
RS, OSD(3)
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frame error rate
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Figure 8.4: Decoding performance of the BCH(1023,993) and RS(63,55) codes under Chase, OSD
and ML decoding.

8.6.4 LTE Compliant Turbo Codes
ML decoding of turbo codes is done using the network-ﬂow-based IP formulation (Section 8.5).
This formulation exploits the turbo code structure and therefore has a higher simulation speed.
In Figure 8.5, simulation results for LTE turbo codes [8] are given. The ML performance is
compared to the turbo decoding algorithm using Log-MAP and 8 iterations. Note that in
hardware implementations usually the Max-Log-MAP is used, which introduces an additional
loss of about 0.1 dB.

ML as Lower Bound for New Decoding Algorithms
The newly obtained ML decoding simulation results are lower bounds on the FER for decoding algorithms. This is very useful to evaluate the correction capability of (new) decoding
algorithms.
Figure 8.6 shows diﬀerent decoding algorithms for an exemplary (96,48) LDPC code. Besides
the SPA, we apply OSD and SPA with information correction (6 bits corrected) proposed in [18].
It can easily be read oﬀ that OSD(3) nearly achieves ML performance, OSD(2) approaches the
ML performance by 0.3 dB. The SPA with information correction of 6 bits performs within
0.5 dB.
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100
u� = 40, Log-MAP
u� = 40, ML
u� = 72, Log-MAP
u� = 72, ML
u� = 120, Log-MAP
u� = 120, ML
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Figure 8.5: Comparison of ML and turbo decoding (Max-Log-MAP with 8 iterations) using LTE
turbo codes of three diﬀerent lengths with 𝑅 = 1/3.
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Figure 8.6: Comparison of diﬀerent decoding algorithm for an exemplary (96,48) LDPC code.
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8.7 Conclusion
This paper provides a framework to analyze linear block codes using integer programming.
Several IP formulations have been presented that allow to analyze ML decoding performance,
minimum-distance properties, the error ﬂoor and reliability-based decoding algorithms. Especially, new IP formulations have been presented for the Chase algorithm and OSD as well
as for evaluating the weight distributions. It has been shown that ML decoding via IP can be
very eﬃcient. Block codes of lengths up to 1000 bits have been successfully simulated in a
reasonable amount of time. New simulation results for ML decoding of various linear block
codes have been shown. The presented as well as additional ML simulation results can be found
online [19].
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Towards an
Exact Combinatorial Algorithm
for LP Decoding of Turbo Codes
Michael Helmling

Stefan Ruzika

We present a novel algorithm that solves the turbo code LP decoding
problem in a ﬁnite number of steps by Euclidean distance minimizations,
which in turn rely on repeated shortest-path computations in the trellis
graph representing the turbo code. Previous attempts to exploit the
combinatorial graph structure only led to algorithms which are either
of heuristic nature or do not guarantee ﬁnite convergence. A numerical
study shows that our algorithm clearly beats the running time, up to a
factor of 100, of generic commercial LP solvers for medium-sized codes,
especially for high SNR values.

Chapter 9 Towards an Exact Combinatorial Algorithm for LP Decoding of Turbo Codes

9.1 Introduction
Since its introduction by Feldman et al. in 2002 [1], Linear Programming-based channel
decoding has gained tremendous interest because of its analytical power—LP decoding exhibits
the maximum-likelihood (ML) certiﬁcate property [2], and the decoding behavior is completely
determined by the explicitly described “fundamental” polytope [3]—combined with noteworthy
error-correcting performance and the availability of eﬃcient decoding algorithms.
Turbo codes, invented by Berrou et al. in 1993 [4], are a class of concatenated convolutional
codes that, together with a heuristic iterative decoding algorithm, feature remarkable errorcorrecting performance.
While the ﬁrst paper on LP decoding [1] actually dealt with turbo codes, the majority of
publications in the area of LP decoding now focusses on LDPC codes [5] which provide similar
performance (cf. [6] for a recent overview). Nevertheless, turbo codes have some analytical
advantages, most importantly the inherent combinatorial structure by means of the trellis
graph representations of the underlying convolutional encoders. ML Decoding of turbo codes
is closely related to shortest-path and minimum-network-ﬂow problems, both being classical,
well-studied topics in optimization theory for which plenty eﬃcient solution methods exist.
The hardness of ML decoding is caused by additional conditions on the path through the trellis
graphs (they are termed agreeability constraints in [1]) posed by the turbo code’s interleaver.
Thus ML (LP) decoding is equivalent to solving a (LP-relaxed) shortest-path problem with
additional linear side constraints.
So far, two methods for solving the LP have been proposed: General purpose LP solvers like
CPLEX [7] are based on the matrix representation of the LP problem. They utilize either the
simplex method or interior point approaches [8], but do not exploit any structural properties
of the speciﬁc problem. Lagrangian relaxation in conjunction with subgradient optimization
[1, 9], on the other hand, utilizes this structure, but has practical limitations, most notably it
usually converges very slowly.
This paper presents a new approach to solve the LP decoding problem exactly by an algorithm
that exploits its graphical substructure, thus combining the analytical power of the LP approach
with the running-time beneﬁts of a combinatorial method which seems to be a necessary
requirement for practical implementation. Our basic idea is to construct an alternative polytope
in the space deﬁned by the additional constraints (called constraints space) and show how
the LP solution corresponds to a speciﬁc point 𝑧𝒬
LP of that polytope. Then, we show how to
computationally ﬁnd 𝑧𝒬
by
a
geometric
algorithm
that relies on a sequence of shortest-path
LP
computations in the trellis graphs.
The reinterpretation of constrained optimization problems in constraints space was ﬁrst developed in the context of multicriteria optimization in [10], where it is applied to minimum
spanning tree problems with a single side constraint. In 2010, Tanatmis [11] applied this theory
to the turbo decoding problem. His algorithm showed a drastic speedup compared to a general
purpose LP solver, however it only works for up to two constraints, while in real-world turbo
codes the number of constraints equals the information length.
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By adapting an algorithm by Wolfe [12] to compute in a polytope the point with minimum
Euclidean norm, we are able to overcome these limitations and decode turbo codes with lengths
of practical interest. The algorithm is, compared to previous methods, advantageous not only in
terms of running time, but also gives valuable information that can help to improve the errorcorrecting performance. Furthermore, branch-and-bound methods for integer programmingbased ML decoding depend upon fast lower bound computations, mostly given by LP relaxations,
and can often be signiﬁcantly improved by dedicated methods that evaluate combinatorial
properties of the LP solutions. Since our LP decoder contains such information, it could also be
considered a step towards IP-based algorithms with the potential of practical implementation.

9.2 Background and Notation
9.2.1 Deﬁnition of Turbo Codes
A 𝑘-dimensional subspace 𝐶 of the vector space 𝔽u�2 (where 𝔽2 = {0, 1} denotes the binary ﬁeld),
is called an (𝑛, 𝑘) binary linear block code, where 𝑛 is the block length and 𝑘 the information (or
input) length. One way to deﬁne a code is by an appropriate encoding function 𝑒u� , for which
any bijective linear mapping from 𝔽u�2 onto 𝐶 qualiﬁes. This paper deals with turbo codes [4], a
special class of block codes built by interconnecting (at least) two convolutional codes (see e.g.
[13]). For the sake of clear notation, we focus on turbo codes as used in the 3GPP LTE standard
[14]—i.e., systematic, parallely concatenated turbo codes with two identical terminated rate-1
constituent encoders—despite the fact that our approach is applicable to arbitrary turbo coding
schemes. An in-depth covering of turbo code construction can be found in [15].
An (𝑛, 𝑘) turbo code TC = TC(𝐶, 𝜋) is deﬁned by a rate-1 convolutional (𝑛u� , 𝑘) code 𝐶 with
constraint length 𝑑 and a permutation 𝜋 ∈ 𝕊u� such that 𝑛 = 𝑘 + 2 ⋅ 𝑛u� . Because we consider
terminated convolutional codes only (i.e., there is a designated terminal state of the encoder),
the ﬁnal 𝑑 bits of the information sequence (also called the tail) are not free to choose and thus
can not carry any information. Consequently, those bits together with the corresponding 𝑑
output bits are considered part of the output, which yields 𝑛u� = 𝑘 + 2 ⋅ 𝑑 and a code rate slightly
below 1. Let 𝑒u� ∶ 𝔽u�2 ⟶ 𝔽u�2u� be the associated encoding function. Then, the encoding function
of TC is deﬁned as
u�
𝑒TC ∶ 𝔽u�2 ⟶ 𝔽u�+2⋅u�
2
(9.1)
𝑒TC (𝑥) = (𝑥 ∣ 𝑒u� (𝑥) ∣ 𝑒u� (𝜋(𝑥)))
where 𝜋(𝑥) = (𝑥u�(1) , … , 𝑥u�(u�) ). In other words, the codeword for an input word 𝑥 is obtained
by concatenating
• a copy of 𝑥 itself,
• a copy of 𝑥 encoded by 𝐶, and
• a copy of 𝑥, permuted by 𝜋 and encoded by 𝐶 afterwards.
Figure 9.1 shows a circuit-type visualization of this deﬁnition.
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𝑥
𝑥 ∈ 𝔽u�2

𝐶

𝑒u� (𝑥)

𝐶

𝑒u� (𝜋(𝑥))

𝜋

Figure 9.1: Turbo encoder with two convolutional encoders 𝐶 and interleaver 𝜋.

9.2.2 Trellis Graphs of Convolutional Codes
A convolutional code with a speciﬁc length is represented naturally by its trellis graph, which
is obtained by unfolding the code-deﬁning ﬁnite state machine in the time domain: Each vertex
of the trellis represents the state at a speciﬁc point in time, while edges correspond to valid
transitions between two subsequent states and exhibit labels with the corresponding input and
output bit, respectively. The following description of convolutional codes loosely follows [6,
Section V.C], albeit the notation slightly diﬀers.
We denote a trellis by 𝑇 = (𝑉, 𝐸) with vertex set 𝑉 and edge set 𝐸. Vertices are indexed by time
step and state; i.e., 𝑣u�,u� denotes the vertex corresponding to state 𝑠 ∈ {0, … , 2u� − 1} at time
𝑖 ∈ {1, … , 𝑘 + 𝑑 + 1}. An edge in turn is identiﬁed by the time and state of its tail vertex plus
its input label, so 𝑒u�,u�,u� denotes the edge outgoing from 𝑣u�,u� with input bit 𝑏 ∈ {0, 1}. We call
vertical “slices”, i.e., the subgraphs induced by the edges of a single time step, segments of the
trellis. Formally, the segment at time 𝑖 is
𝑆u� = (𝑉u� , 𝐸u� ),
where

𝑉u� = {𝑣u�,u� ∈ 𝑉 ∶ 𝑗 ∈ {𝑖, 𝑖 + 1}}

and 𝐸u� = {𝑒u�,u�,u� ∈ 𝐸 ∶ 𝑗 = 𝑖} .
Because the initial and ﬁnal state of the convolutional encoder are ﬁxed, the leading as well as
the trailing 𝑑 segments contain less than 2u� vertices. Figure 9.2 shows the ﬁrst few segments of
a trellis with 𝑑 = 2.
By construction, the paths from the starting node to the end node in a trellis of a convolutional
code 𝐶 are in one-to-one correspondence with the codewords of 𝐶: Let 𝐼u� ⊂ 𝐸u� and 𝑂u� ⊂ 𝐸u� be
those edges of 𝑆u� whose input label and output label, respectively, is a 1. The correspondence
between a codeword 𝑦 ∈ 𝔽u�+2⋅u�
and the corresponding path 𝑃 = (𝑒1 , … , 𝑒u�+u� ) in 𝑇 is given by
2
⎧
{𝑒 ∈ 𝐼u�+u�
𝑦u� = 1 ⇔ ⎨ u�+u�
{
⎩𝑒u�−u� ∈ 𝑂u�−u�

for 1 ≤ 𝑖 ≤ 𝑑,
for 𝑑 < 𝑖 ≤ 𝑘 + 2 ⋅ 𝑑,

(9.2)

where the ﬁrst part accounts for the 𝑑 “input” tail bits that are prepended by convention. From
(9.2), for each 𝑒 ∈ 𝐸 an index set 𝐽u� (𝑒) can be computed with the property that 𝑒 ∈ 𝑃 ⇒ 𝑦u� = 1
for all 𝑗 ∈ 𝐽u� (𝑒). In our case, ∣𝐽u� (𝑒)∣ varies from 0 (for edges in 𝑆u� , 𝑖 ≤ 𝑘, with output label 0) to
2 (for edges in 𝑆u� , 𝑘 + 1 ≤ 𝑖 ≤ 𝑘 + 𝑑, with both input and output label 1).
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Figure 9.2: Excerpt from a trellis graph with four states and initial state 0. The style of an edge
indicates the respective information bit, while the labels refer to the single parity
bit.
The path-codeword relation can be exploited for maximum-likelihood (ML) decoding, if the
codewords are transmitted through a memoryless binary-input output-symmetric (MBIOS)
channel: Let 𝜆 ∈ ℝu�+2⋅u� be the vector of LLR values of the received signal. If we assign to each
edge 𝑒 ∈ 𝐸 the cost
𝑐(𝑒) = ∑ 𝜆u� ,
u�∈u�u� (u�)

it can be shown [2] that the shortest path in 𝑇 corresponds to the ML codeword.

9.2.3 Trellis Representation of Turbo Codes
For turbo codes, we have two isomorphic trellis graphs, 𝑇1 and 𝑇2 , according to the two component convolutional encoders. Let formally 𝑇 = (𝐺1 ∪ 𝐺2 , 𝐸1 ∪ 𝐸2 ), and by 𝑃 = 𝑃1 ∘ 𝑃2 denote
the path that consists of 𝑃1 in 𝑇1 and 𝑃2 in 𝑇2 . Only certain paths, called agreeable, actually
correspond to codewords; namely, an agreeable path 𝑃1 ∘ 𝑃2 = (𝑒11 , … , 𝑒1u�+u� , 𝑒21 , … , 𝑒2u�+u� ) must
obey the 𝑘 consistency constraints
𝑒1u� ∈ 𝐼1u� ⇔ 𝑒2u�(u�) ∈ 𝐼2u�(u�)

for 𝑖 = 1, … , 𝑘

(9.3)

because both encoders operate on the same information word, only that it is permuted for
the second encoder. Consequently, ML decoding for turbo codes can be formulated as ﬁnding
the shortest agreeable path in 𝑇. If an agreeable path contains 𝑒1u� ∈ 𝐼1u� , it must also contain
𝑒2u�(u�) ∈ 𝐼2u�(u�) , and thus 𝑖 ∈ 𝐽u� (𝑒) for both 𝑒 = 𝑒1u� and 𝑒 = 𝑒2u�(u�) . To avoid counting the LLR
values 𝜆u� of the systematic bits (1 ≤ 𝑖 ≤ 𝑘) twice in the objective function, we use the modiﬁed
cost
u�u�
⎧
{ 2 if 1 ≤ 𝑗 ≤ 𝑘,
̂
̂
𝑐(𝑒) = ∑ 𝜆u� with 𝜆u� = ⎨
(9.4)
{
u�∈u�u� (u�)
⎩𝜆u� otherwise.
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Then, the ML decoding problem for turbo codes can be stated as the combinatorial optimization
problem
(TC-ML)

min

∑

s.t.

u�∈u�=u�1 ∪u�2
𝑃1 is a path

𝑃2

(9.5a)

𝑐(𝑒)
in 𝑇1

(9.5b)

𝑇2

(9.5c)

is a path in

𝑃 is agreeable.

(9.5d)

The codeword variables 𝑦u� can be included into (TC-ML) by the constraints
u�
⎧
∑ u�
{
{u�u�(u�)∋u� 2
𝑦u� = ⎨
∑ 𝑓u�
{
{
⎩u�u�(u�)∋u�

for 1 ≤ 𝑖 ≤ 𝑘,
(9.6)

for 𝑖 > 𝑘,

where the factor 1/2 is analogical to (9.4). However, these variables are purely auxiliary in the
LP and thus not needed.
It is straightforward to formulate TC-ML as an integer linear program by introducing a binary
ﬂow variable 𝑓u� ∈ {0, 1} for each 𝑒 ∈ 𝐸1 ∪ 𝐸2 . The constraints (9.5b) and (9.5c) can be restated
in terms of ﬂow conservation and capacity constraints [16] which deﬁne the path polytopes
𝒫1path and 𝒫2path , respectively. By also transforming (9.3) and (9.5a), we obtain
(TC-IP)

min
s.t.

∑

(9.7a)

𝑐(𝑒) ⋅ 𝑓u�

u�∈u�1 ∪u�2
𝑓1 ∈ 𝒫1path
𝑓2 ∈ 𝒫2path

∑ 𝑓u� = ∑ 𝑓u�
u�∈u�1u�

(9.7b)
(9.7c)
𝑖 = 1, … , 𝑘

(9.7d)

u�∈u�2u�(u�)

𝑓u� ∈ {0, 1}, 𝑒 ∈ 𝐸.

(9.7e)

9.2.4 Polyhedral Theory Background
Besides coding theory, this paper requires some bits of polyhedral theory. A polytope is the
convex hull of a ﬁnite number of points: 𝒫 = conv (𝑣1 , … , 𝑣u� ). It can be described either by its
vertices (or extreme points), i.e., the unique minimal set fulﬁlling this deﬁning property, or as the
u�
u�
intersection of a ﬁnite number of halfspaces: 𝒫 = ⋂u�
u�=1 {𝑥 ∶ 𝑎u� 𝑥 ≤ 𝑏u� }. An inequality 𝑎 𝑥 ≤ 𝑏
u�
is called valid for 𝒫 if it is true for all 𝑥 ∈ 𝒫. In that case, the set 𝐹u�,u� = {𝑥 ∈ 𝒫 ∶ 𝑎 𝑥 = 𝑏} is
called the face induced by the inequality. For any 𝑟 satisfying 𝑎u� 𝑟 ≥ 𝑏 (𝑎u� 𝑟 > 𝑏) we say that the
inequality separates (strongly separates) 𝑟 from 𝒫.
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9.3 The LP Relaxation and Conventional Solution Methods
ML decoding of general linear block codes is known to be NP-hard [17]. While the computational complexity of TC-IP is still open, it is widely believed that this problem is NP-hard as
well, which would imply that no polynomial-time algorithm can solve TC-IP unless P=NP.1
By relaxing (9.7e) to 𝑓u� ∈ [0, 1], we get the LP relaxation (referred to as TC-LP) of the integer
program TC-IP, which in contrast can be solved eﬃciently by the simplex method or interior
point approaches [8]. Feldman et al. [1] were the ﬁrst to analyze this relaxation and attested it
reasonable decoding performance.
A general purpose LP solver, however, does not make use of the combinatorial substructure
contained in TC-IP via (9.7b) and (9.7c) and thus wastes some potential of solving the problem
more eﬃciently—while LPs are solvable in polynomial time, they do not scale too well, and the
number of variables (about 2 ⋅ |𝑉| = (𝑘 + 𝑑) ⋅ 2u�+2 ) and constraints (|𝑉| + 𝑘) in TC-LP is very
large (practical values of 𝑑 range roughly from 3 to 8).
Note that without the consistency constraints (9.7d), we could solve TC-LP by simply computing
shortest paths in both trellis graphs, which is possible in time 𝒪(𝑑 ⋅ (𝑘 + 𝑑)) (as 𝑑 is usually
considered ﬁxed, this amounts to a linear time complexity), even in the presence of negative
weights, because the graphs are acyclic [19]. A popular approach for solving optimization
problems that comprise “easy” subproblem plus some “complicating” additional constraints is
to solve the Lagrangian dual [20] by subgradient optimization. If we deﬁne 𝑔u� (𝑓) = ∑u�∈u�1 𝑓u� −
u�
∑u�∈u�2 𝑓u� , the constraints (9.7d) can be compactly rewritten as
u�(u�)

𝑔u� (𝑓) = 0

for 𝑖 = 1, … , 𝑘.

(9.8)

The Lagrangian relaxation with multiplier 𝜇 ∈ ℝu� is deﬁned as
(TC-LR)

u�

𝑧(𝜇) = min
s.t.

∑

𝑐(𝑒) ⋅ 𝑓u� + ∑ 𝜇u� ⋅ 𝑔u� (𝑓)

u�∈u�1 ∪u�2
𝑓1 ∈ 𝒫1path
𝑓2 ∈ 𝒫2path

𝑓u� ∈ {0, 1}, 𝑒 ∈ 𝐸.

(9.9a)

u�=1

(9.9b)
(9.9c)
(9.9d)

For all 𝜇 ∈ ℝu� , the objective value of TC-LR is smaller or equal to that of TC-LP. The Lagrangian
dual problem is to ﬁnd multipliers 𝜇 that maximize this objective, thus minimizing the gap to
the LP solution. It can be shown that in the optimal case both values coincide. Note that the
feasible region of TC-LR is the combined path polytope of both 𝑇1 and 𝑇2 , so it can be solved
by a shortest-path routine in both trellises with modiﬁed costs, and the integrality condition
on 𝑓 is fulﬁlled automatically. Applying Lagrangian relaxation to turbo decoding was already
proposed by Feldman et al. [1] and further elaborated by Tanatmis et al. [9]; the latter reference
1

Note that with state-of-the-art software and prohibitive computational eﬀort, ML turbo decoding can be
simulated oﬀ-line on desktop computers at least for small and medium code sizes [18].
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combines the approach with a heuristic to tighten the integrality gap between TC-LP and
TC-IP.
The Lagrangian dual is typically solved by a subgradient algorithm that iteratively adjusts the
multipliers 𝜇, converging (under some mild conditions) to the optimal value [20]. However,
the convergence is often slow in practice and the limit is not guaranteed to be ever reached
exactly. Additionally, the dual only informs us about the objective value; recovering the actual
solution of the problem requires additional work. In summary, subgradient algorithms suﬀer
from three major ﬂaws. The main result of this paper is an alternative algorithm which exhibits
none of these.

9.4 An Equivalent Problem in Constraints Space
Like Lagrangian dualization, our algorithm also uses a relaxed formulation of TC-IP with
modiﬁed objective function that resembles TC-LR. However, via geometric interpretation of the
image of the path polytope in the “constraints space”, as deﬁned below, the exact LP solution is
found in ﬁnitely many steps.

9.4.1 The Image Polytope 𝒬
Let 𝒫path = 𝒫1path × 𝒫2path be the feasible region of TC-LR. We deﬁne the map
𝔇 ∶ 𝒫path → ℝu�+1
𝑓 ↦ (𝑔1 (𝑓), … , 𝑔u� (𝑓), 𝑐(𝑓))u�
where 𝑐(𝑓) = ∑u�∈u�1∪u�2 𝑐(𝑒) ⋅ 𝑓u� is a short hand for the objective function value of TC-LP. For a
path 𝑓, the ﬁrst 𝑘 coordinates 𝑣u� , 𝑖 = 1, … , 𝑘, of 𝑣 = 𝔇(𝑓) tell if and how the conditions 𝑔u� (𝑓) = 0
are violated, while the last coordinate 𝑣u�+1 equals the cost of 𝑓. Let 𝒬 = 𝔇(𝒫path ) be the image
of the path polytope under 𝔇. The following results are immediate:
9.1 Lemma:
(1) 𝒬 is a polytope.
(2) If 𝑓 represents an agreeable path in 𝑇, then 𝔇(𝑓) is located on the (𝑘 + 1)st axis (henceforth
called 𝑐-axis or 𝐴u� ).
(3) If 𝑣 is a vertex of 𝒬 and 𝑣 = 𝔇(𝑓) for some 𝑓 ∈ 𝒫path , then 𝑓 is also a vertex of 𝒫path .

C

In the situation that 𝑣 = 𝔇(𝑓) we will also write 𝑓 = 𝔇−1 (𝑣) with the meaning that 𝑓 is any
preimage of 𝑣, which need not be unique.
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We consider the auxiliary problem
(TC-LP𝒬 )

𝑧𝒬
LP = min
s.t.

𝑣u�+1

(9.10a)

𝑣∈𝒬

(9.10b)

𝑣 ∈ 𝐴u�

(9.10c)

the solution of which is the lower “piercing point” of the axis 𝐴u� through 𝒬. Note that due to
(9.10c), 𝑘 of the 𝑘 + 1 variables in TC-LP(𝒬) are ﬁxed to zero, thus the problem is in a sense
one-dimensional, the feasible region being the (one-dimensional) projection of 𝒬 onto 𝐴u� .
Nevertheless, the following theroem shows that TC-LP𝒬 and TC-LP are essentially equivalent.
9.2 Theorem: Let 𝑣LP be an optimal solution of TC-LP𝒬 with objective value 𝑧𝒬
LP and 𝑓LP =
𝔇−1 (𝑣LP ) ∈ 𝒫path the corresponding ﬂow. Then 𝑧𝒬
=
𝑧
,
the
optimal
objective
value
of TC-LP,
LP
LP
and 𝑓LP is an optimal solution of TC-LP.
C
Proof. First we show 𝑧𝒬
LP ≤ 𝑧LP . Let 𝑓LP be an optimal solution of TC-LP with cost 𝑐(𝑓LP ) = 𝑧LP .
Then 𝔇(𝑓LP ) = (0, … , 0, 𝑧LP ) by deﬁnition of 𝔇, since 𝑓LP is feasible and thus 𝑔1 (𝑓LP ) = ⋯ =
𝑔u� (𝑓LP ) = 0. Hence 𝔇(𝑓LP ) ∈ 𝐴u� ∩ 𝒬 with 𝔇(𝑓LP )u�+1 = 𝑧LP , from which it follows that
𝑧𝒬
LP ≤ 𝑧LP .
If we assume on the other hand that 𝑧𝒬
LP < 𝑧LP , there must be a 𝑣 ∈ 𝐴u� ∩ 𝒬 such that 𝑣u�+1 < 𝑧LP .
By deﬁnition of 𝔇 this implies the existence of a ﬂow 𝑓 = 𝔇−1 (𝑣) with 𝑔1 (𝑓) = ⋯ = 𝑔u� (𝑓) = 0,
hence a feasible one, and 𝑐(𝑓) = 𝑣u�+1 < 𝑧LP , contradicting optimality of 𝑧LP .

While we do not have an explicit representation of 𝒬 (by means of either vertices or inequalities)
at hand, we can easily minimize linear functionals over 𝒬:
9.3 Observation: The problem
(LP𝒬 )

min

𝛾u� 𝑣

s.t. 𝑣 ∈ 𝒬
can be solved by ﬁrst computing an optimal solution 𝑓∗ of the weighted sum problem
(TC-WS)

u�

min

∑ 𝛾u� ⋅ 𝑔u� (𝑓) + 𝛾u�+1 ⋅ 𝑐(𝑓)
u�=1

s.t. 𝑓 ∈ 𝒫path
and then taking the image of 𝑓∗ under 𝔇. As noted before, this can be achieved within running
time 𝒪(𝑛).
C
Note that TC-WS is closely related to TC-LR: as long as 𝛾u�+1 ≠ 0, we get the same problem by
setting 𝜇u� = 𝛾u� /(𝛾u�+1 ) in TC-LR.
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9.4.2 Solving TC-LP𝒬 with Nearest-Point Calculations
Our algorithm solves TC-LP𝒬 by a series of nearest-point computations between 𝒬 and reference points 𝑟u� on 𝐴u� , the last of which gives a face of 𝒬 containing the optimal solution
𝑣LP .
For each 𝑟 ∈ ℝu�+1 , we denote by
NP(𝑟) = arg min ‖𝑣 − 𝑟‖2
u�∈𝒬

the nearest point to 𝑟 in 𝒬 with respect to Euclidean norm and deﬁne 𝑎(𝑟) = 𝑟 − NP(𝑟) and
𝑏(𝑟) = 𝑎(𝑟)u� NP(𝑟). The following well-known result will be used frequently below.
9.4 Lemma: The inequality
𝑎(𝑟)u� 𝑣 ≤ 𝑏(𝑟)

(9.11)

is valid for 𝒬 and induces a face containing NP(𝑟), which we call NF(𝑟). If 𝑟 ∉ 𝒬, (9.11) strongly
separates 𝑟 from 𝒬.
C
The following theorem is the foundation of our algorithm.
9.5 Theorem: There exists an 𝜀 > 0 such that 𝑣LP ∈ NF(𝑟) holds for all 𝑟 inside the open line
segment (𝑣LP , 𝑣LP − (0, … , 0, 𝜀)u� ).
C
Our constructive proof of Theorem 9.5 shows how ﬁnd a point inside the interval mentioned
in the theorem. The outline is as follows: At ﬁrst, start with a reference point 𝑟 ∈ 𝐴u� that is
guaranteed to be located below 𝑣LP . Then, we iteratively compute NF(𝑟) and update 𝑟 to be the
intersection of 𝐴u� with the hyperplane deﬁning NF(𝑟). The following lemmas show that this
procedure, which is illustrated in Figure 9.3 for the two-dimensional case, is valid and ﬁnite.
The ﬁrst result is that the hyperplane deﬁning NF(𝑟) is always oriented “downwards”.
u�
9.6 Lemma: Let 𝑟 = (0, … , 0, 𝜌)u� with 𝜌 < 𝑧𝒬
LP and let 𝑎(𝑟) 𝑣 ≤ 𝑏(𝑟) be the inequality deﬁned
in (9.11). Then 𝑎(𝑟)u�+1 < 0.
C
u�
Proof. Assuming 𝑎(𝑟)u�+1 ≥ 0, we obtain 𝑎(𝑟)u� 𝑣LP = 𝑎(𝑟)u�+1 𝑧𝒬
LP ≥ 𝑎(𝑟)u�+1 𝜌 = 𝑎(𝑟) 𝑟 > 𝑏(𝑟),
which contradicts 𝑣LP ∈ 𝒬 by Lemma 9.4. Note that the equalities hold because both 𝑣LP and
𝑟 are elements of 𝐴u� , the ﬁrst inequality stems from the assumptions on 𝑎(𝑟)u�+1 and 𝜌, and the
second follows from Lemma 9.4.


Next we show that updating 𝑟 leads to a diﬀerent nearest face, unless we have arrived at the
optimal solution.
9.7 Lemma: Under the same assumptions as in Lemma 9.6, let 𝑠 ∈ ℝu�+1 with
𝑠 = (0, … , 0,

𝑏(𝑟)
)
𝑎(𝑟)u�+1

be the point where the separating hyperplane and 𝐴u� intersect. If NF(𝑟) = NF(𝑠), then 𝑠 = 𝑣LP .C
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𝐴u�

𝐴u�

𝒬

𝒬

𝑣u�+1

𝑟u�
𝑣u�

𝑟u�+1
𝑟u�

𝑣u�

(a) Step i: 𝑣u� = 𝔇(𝑓u� ) is found as nearest point (b) Step 𝑖 + 1: Note that the induced face of 𝒬
to some reference point 𝑟u�−1 . The intersechere is a facet, while it was a 0-dimensional
tion of the separating hyperplane with the
face in step 𝑖.
axis 𝐴u� , 𝑟1 , will be the reference point of the
next iteration.

𝐴u�

𝐴u�

𝒬

𝒬

𝑟u�+2 = 𝑣LP
𝑣u�+2
𝑣u�+1

𝑟u�+2 = 𝑣u�+3 = 𝑣LP
𝑟u�+1

𝑣u�+2
𝑣u�+1

(c) Step 𝑖 + 2 (zoomed in): The facet induced in (d) Step 𝑖 + 3: Optimality is detected by 𝑣u�+3 =
this step intersects 𝐴u� at 𝑣LP , but the algo𝑟u�+2 . The solution 𝔇−1 (𝑣LP ) is returned.
rithm can not yet detect this.

Figure 9.3: Schematic execution of Algorithm 9.1 in image space.
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Proof. We use contraposition to show that 𝑠 ≠ 𝑣LP implies NF(𝑟) ≠ NF(𝑠), so assume 𝑠 ≠ 𝑣LP .
We know that 𝑎(𝑟)u� 𝑣 ≤ 𝑏(𝑟) is valid for 𝒬 and 𝑎(𝑟)u� 𝑠 = 𝑎(𝑟)u�+1 𝑠u�+1 = 𝑏(𝑟) by construction. This implies that 𝑠 ∉ 𝒬; otherwise we would have 𝑠 = 𝑣LP because for all 𝜁 < 𝑠u�+1 ,
𝑎(𝑟)u� (𝜁𝑒u�+1 ) > 𝑏(𝑟), so 𝑠 would really be the lowest point on 𝐴u� that is also in 𝒬 and thus
optimal.
It follows that 𝑦u� = NP(𝑠) ≠ 𝑠. Since 𝑦u� ∈ 𝒬 and 𝑎(𝑟)u� 𝑣 ≤ 𝑏(𝑟) is valid for 𝒬, we have
𝑎(𝑟)u� 𝑦u� ≤ 𝑏(𝑟).
Case 1: 𝑎(𝑟)u� 𝑦u� < 𝑏(𝑟). Then 𝑦u� ∉ NF(𝑟), but 𝑦u� ∈ NF(𝑠) by deﬁnition, which proves the
claim for this case.
Case 2: 𝑎(𝑟)u� 𝑦u� = 𝑏(𝑟). From 𝑎(𝑟)u� 𝑟 > 𝑏(𝑟) and 𝑎(𝑟)u� 𝑠 = 𝑏(𝑟) we obtain
𝑎(𝑟)u� 𝑟 > 𝑎(𝑟)u� 𝑠
⇒ 𝑎(𝑟)u� (𝑟

(9.12a)
(9.12b)

− 𝑠) > 0

⇒ 𝑎(𝑟)u�+1 (𝑟u�+1 − 𝑧u�+1 ) > 0

(9.12c)

⇒ 𝑟u�+1 < 𝑠u�+1 ,

(9.12d)

where we have used again 𝑎(𝑟)u�+1 < 0 and the fact that 𝑟, 𝑠 ∈ 𝐴u� .
Applying Lemma 9.6 to 𝑠 as reference point we obtain 𝑎(𝑠)u�+1 = (𝑠 − 𝑦u� )u�+1 < 0,
hence
(9.13a)

(𝑦u� )u�+1 > 𝑠u�+1
⇒ (𝑦u� )u�+1 (𝑠u�+1 − 𝑟u�+1 ) > 𝑠u�+1 (𝑠u�+1 − 𝑟u�+1 )
⇒ 𝑦u�u� (𝑠 − 𝑟) > 𝑠u� (𝑠 − 𝑟)
⇒ 𝑦u�u� 𝑠 − 𝑦u�u� 𝑟 + 𝑠u� 𝑟 − 𝑠u� 𝑠

by (9.12d)

(9.13b)
(9.13c)

>0

(9.13d)

Plugging the deﬁnitions into 𝑎(𝑟)u� 𝑦u� = 𝑏(𝑟) = 𝑎(𝑟)u� 𝑠 yields (𝑟 − NP(𝑟))u� 𝑦u� =
(𝑟 − NP(𝑟))u� 𝑠 or 𝑟u� 𝑠 − 𝑟u� 𝑦u� = NP(𝑟)u� 𝑠 − NP(𝑟)u� 𝑦u� . Using this we continue from
(9.13d) with
⇒ 𝑦u�u� 𝑠 + NP(𝑟)u� 𝑠 − NP(𝑟)u� 𝑦u� − 𝑠u� 𝑠 > 0

(9.13e)

⇒ NP(𝑟)u� (𝑠 − 𝑦u� ) > 𝑠u� (𝑠 − 𝑦u� )

(9.13f)

⇒ 𝑎(𝑠)u� NP(𝑟)

(9.13g)

>

𝑎(𝑠)u� 𝑠

> 𝑏(𝑠)

Thus, NP(𝑟) ∉ NF(𝑠) = {𝑣 ∈ 𝒬 ∶ 𝑎(𝑠)u� 𝑣 ≤ 𝑏(𝑠)}, but NP(𝑟) ∈ NF(𝑟) by deﬁnition, so
those faces must diﬀer.

Now we show the auxiliary result that if two inequalities induce the same face, then also every
convex combination of them does.
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9.8 Lemma: Let 𝒫 be a polytope, 𝑥1 , 𝑥2 ∈ 𝒫, and 𝑟1 , 𝑟2 ∉ 𝒫. If the inequalities
𝐻1 ∶ (𝑟1 − 𝑥1 )u� 𝑥 ≤ (𝑟1 − 𝑥1 )u� 𝑥1
and 𝐻2 ∶ (𝑟2 − 𝑥2 )u� 𝑥 ≤ (𝑟2 − 𝑥2 )u� 𝑥2
both induce the same face 𝐹 of 𝒫, then also
𝐻̄ ∶ (𝑟 ̄ − 𝑥)̄ u� 𝑥 ≤ (𝑟 ̄ − 𝑥)̄ u� 𝑥 ̄
with 𝑟 ̄ = 𝜆𝑟1 + (1 − 𝜆)𝑟2 , 𝑥 ̄ = 𝜆𝑥2 + (1 − 𝜆)𝑥2 , 0 ≤ 𝜆 ≤ 1, is valid and induces 𝐹.

C

Proof. We ﬁrst show that 𝐻̄ is valid. For 𝑥 ∈ 𝒫
(𝑟 ̄ − 𝑥)̄ u� 𝑥 = 𝜆(𝑟1 − 𝑥1 )u� 𝑥 + (1 − 𝜆)(𝑟2 − 𝑥2 )u� 𝑥
≤ 𝜆(𝑟1 − 𝑥1 )u� 𝑥1 + (1 − 𝜆)(𝑟2 − 𝑥2 )u� 𝑥2
u�

= (𝜆(𝑟1 − 𝑥1 ) + (1 − 𝜆)(𝑟2 − 𝑥2 )) (𝜆𝑥1 + (1 − 𝜆)𝑥2 )
= (𝑟 ̄ − 𝑥)̄ u� 𝑥,̄
where we have used the fact that 𝐻1 is satisﬁed with equality for 𝑥 = 𝑥2 and vice versa because
of the assumptions. Since we have shown that 𝐻̄ is valid, it must induce a face 𝐹.̄ It remains to
show that 𝐹 = 𝐹.̄
𝐹 ⊆ 𝐹:̄ 𝑥 ∈ 𝐹 fulﬁlls both 𝐻1 and 𝐻2 with equality, so we can carry out the above calculation
with an “=” in the second line to conclude 𝑥 ∈ 𝐹.̄
𝐹 ̄ ⊆ 𝐹: Let 𝑥 ∈ 𝐹 ̄ and assume 𝑥 ∉ 𝐹, which implies (𝑟u� − 𝑥u� )u� 𝑥 < (𝑟u� − 𝑥u� )u� 𝑥u� for 𝑖 ∈ {1, 2}.
Then 𝜆(𝑟1 − 𝑥1 )u� 𝑥1 + (1 − 𝜆)(𝑟2 − 𝑥2 )u� 𝑥2 > 𝜆(𝑟1 − 𝑥1 )u� 𝑥 + (1 − 𝜆)(𝑟2 − 𝑥2 )u� 𝑥 =
(𝑟 ̄ − 𝑥)̄ u� 𝑥 = (𝑟 ̄ − 𝑥)̄ u� 𝑥 ̄ = 𝜆(𝑟1 − 𝑥1 )u� 𝑥1 + (1 − 𝜆)(𝑟2 − 𝑥2 )u� 𝑥2 , which is a contradiction.
This concludes the proof.



The above lemma is used to show that the part of 𝐴u� that lies below 𝑣LP dissects into intervals
such that reference points within one interval yield the same face of 𝒬.
1
2
1
9.9 Lemma: If 𝑟1 , 𝑟2 ∈ 𝐴u� with 𝑟1u�+1 < 𝑟2u�+1 < 𝑧𝒬
LP and NF(𝑟 ) = NF(𝑟 ), then NF(𝑟) = NF(𝑟 )
1
2
for all 𝑟 ∈ [𝑟 , 𝑟 ].
C

Proof. Let 𝑣u� = NP(𝑟u� ) for 𝑖 ∈ {1, 2}. By Lemma 9.8, for each 𝜆 ∈ (0, 1) and 𝑟 ̄ = 𝜆𝑟1 +(1−𝜆)𝑟2 ,
𝑣 ̄ = 𝜆𝑣1 + (1 − 𝜆)𝑣2 , it holds
{𝑣 ∈ 𝒬 ∶ (𝑟 ̄ − 𝑣)̄ u� 𝑣 = (𝑟 ̄ − 𝑣)̄ u� 𝑣}̄ = NF(𝑟1 ),
and applying the converse statement from Lemma 9.4 follows 𝑣 ̄ = NP(𝑟),̄ so NF(𝑟)̄ = NF(𝑟1 )
as claimed.

Now we have alle the ingredients at hand to prove our theorem.
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Proof (of Theorem 9.5). First we show that there exists at least one 𝑟 with the desired properties.
0
0
Choose some arbitrary 𝑟0 ∈ 𝐴u� with 𝑟0u�+1 < 𝑧𝒬
LP (thus 𝑟 ∉ 𝒬). If 𝑣LP ∈ NF(𝑟 ), we are done.
1
1
0
Otherwise, Lemma 9.7 tells us how to ﬁnd an 𝑟 with 𝑟u�+1 > 𝑟u�+1 such that NF(𝑟1 ) ≠ NF(𝑟0 ).
Iterating this argument and assuming that 𝑣LP is never contained in the induced face results in
u�
u�+1 ) ≠ NF(𝑟u� ) implies
a sequence (𝑟u� )u� with 𝑟u�+1
u�+1 > 𝑟u�+1 for all 𝑖. Because of Lemma 9.9, NF(𝑟
u�+1
u�
u�
NF(𝑟 ) ≠ NF(𝑟 ) for all 0 ≤ 𝑙 < 𝑖 + 1, so that all NF(𝑟 ) are distinct. But since there are
only ﬁnitely many faces of 𝒬, this can not be true, so eventually there must be an 𝑖∗ such that
∗
𝑣LP ∈ NF(𝑟u� ).

Now let 𝑟∗ ∈ 𝐴u� be any such point whose existence we have just proven, 𝑣u� = NP(𝑟∗ ) and
𝜆 ∈ (0, 1]. Let 𝑟 ̄ = 𝜆𝑟∗ + (1 − 𝜆)𝑣LP and 𝑣 ̄ = 𝜆𝑣u� + (1 − 𝜆)𝑣LP . We use similar arguments as
in the proof of Lemma 9.8 to show that
(𝑟 ̄ − 𝑣)̄ u� 𝑣 ≤ (𝑟 ̄ − 𝑣)̄ u� 𝑣 ̄

(9.14)

induces NF(𝑟∗ ). For 𝑣 ∈ 𝒬,
(𝑟 ̄ − 𝑣)̄ u� 𝑣 = (𝜆(𝑟∗ − 𝑣u� ) + (1 − 𝜆)(𝑣LP − 𝑣LP ))u� 𝑣
= 𝜆(𝑟∗ − 𝑣u� )u� 𝑣
≤ 𝜆(𝑟∗ − 𝑣u� )u� 𝑣u�
= 𝜆(𝜆(𝑟∗ − 𝑣u� )u� 𝑣u� + (1 − 𝜆)(𝑟∗ − 𝑣u� )u� 𝑣LP )
= 𝜆(𝑟∗ − 𝑣u� )u� (𝜆𝑣u� + (1 − 𝜆)𝑣LP )
= (𝑟 ̄ − 𝑣)̄ u� 𝑣.̄
So the inequality is valid, and since again for 𝑣 ∈ NF(𝑟∗ ) equality holds in the third line, we
know that the face 𝐹 ̄ induced by (9.14) contains NF(𝑟∗ ).
Now let 𝑣 ∈ 𝐹,̄ i.e., (𝑟 −
̄ 𝑥)̄ u� 𝑣 = (𝑟 −
̄ 𝑥)̄ u� 𝑥.̄ From the above equations we conclude 𝜆(𝑟∗ − 𝑣u� )u� 𝑣 =
∗
u�
𝜆(𝑟 − 𝑣u� ) 𝑣u� , and because 𝜆 > 0 this implies 𝑣 ∈ NF(𝑟∗ ).
Because the above holds for any 0 < 𝜆 ≤ 1, we can choose 𝑟 ̄ arbitrarily close to 𝑣LP on 𝐴u� ,
which completes the proof.


9.4.3 Solving the Nearest Point Problems
It remains to show how to solve the nearest point problems arising in the discussion above. To
that end, we utilize an algorithm by Wolfe [12] that ﬁnds in a polytope the point with minimum
Euclidean norm. Wolfe’s algorithm elaborates on a set of vertices of the polytope that are
obtained via minimization of linear objective functions. In our situation, this means that LP𝒬
has to be solved repeatedly, which by Observation 9.3 boils down to the linear-time solvable
weighted-sum shortest-path problem TC-WS. Note that by subtracting 𝑟 from the results of LP𝒬
and adding 𝑟 to the ﬁnal result, the algorithm can be used to calculate the minimum distance
between 𝒬 and 𝑟 also in the case 𝑟 ≠ 0.
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The algorithm in [12] maintains in each iteration a subset 𝑃 of the vertex set 𝑉(𝒬) and a point
𝑥 such that 𝑥 = NP(aff(𝑃)) lies in the relative interior of conv(𝑃), where aff(𝑃) is the aﬃne
hull of 𝑃. Such a set is called a corral, and we denote the nearest point in aff(𝑃) by 𝑣aff
u� .
Initially 𝑃 = {𝑣0 } for an arbitrary vertex 𝑣0 and 𝑥 = 𝑣0 . Note that then 𝑣aff
u� = 𝑣0 and 𝑃 is
indeed a corral. Then the following is executed iteratively (we explain afterwards how the
computations are actually carried out):
(1) Solve 𝑝 = arg minu�∈𝒬 (𝑥u� 𝑣).
(2) If 𝑝 = 0 (0 is optimal) or 𝑥u� 𝑝 = 𝑥u� 𝑥 (𝑥 is optimal), stop. Otherwise, set 𝑃 ∶= 𝑃 ∪ {𝑝} and
compute 𝑦 = 𝑣aff
u� .
(3) If 𝑦 is in the relative interior of conv(𝑃), 𝑃 is a corral. Set 𝑥 ∶= 𝑦 and continue at (1).
(4) Determine 𝑧 ∈ conv(𝑃) ∩ conv{𝑥, 𝑦} with minimum distance to 𝑦; 𝑧 will be a boundary
point of conv(𝑃).
(5) Remove from 𝑃 some point that is not on the smallest face of conv(𝑃) containing 𝑧, set
𝑥 ∶= 𝑧, and continue at (3)).
The algorithm will eventually ﬁnd a corral 𝑃 such that the nearest point of 𝒬 equals 𝑣aff
u� .
The computations in each step are performed as follows:
(1) This matches the solution of TC-WS.
(2) If we interchangeably use the symbol 𝑃 for both the set of points and the matrix that
contains the elements of 𝑃 as columns, every 𝑣 ∈ aff(𝑃) can be characterized by some
𝜆 ∈ ℝ|u�| such that 𝑣 = 𝑃𝜆 and 𝑒u� 𝜆 = 1. Thus, the subproblem of determining 𝑣aff
u� can
be written as
min
s.t.

‖𝑃𝜆‖22 = 𝜆u� 𝑃u� 𝑃𝜆
𝑒u� 𝜆 = 1.

It can be shown [12] that this is equivalent to solving the system of linear equations
(𝑒𝑒u� + 𝑃u� 𝑃)𝜇 = 𝑒
1
𝜆=
𝜇.
∥𝜇∥1

(9.15)

As an eﬃcient method to solve (9.15), Wolfe suggests to maintain an upper triangular
matrix 𝑅 such that 𝑅u� 𝑅 = 𝑒𝑒u� + 𝑃u� 𝑃. Then the solution 𝜇 can be found by ﬁrst solving
𝑅u� 𝜇̄ = 𝑒 for 𝜇̄ and then 𝑅𝜇 = 𝜇̄ for 𝜇; both can be done by a simple backward substitution.
When 𝑃 changes, 𝑅 can be updated relatively easily without the necessity of a complete
recomputation [12].
(3) 𝑦 is in the relative interior of conv(𝑃) if and only if all coeﬃcients 𝜆u� in the convex
representation of 𝑦 satisfy 𝜆u� > 0.
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(4) By construction 𝑥 ∈ conv(𝑃). Let 𝑥 = ∑u�∈u� 𝜆u� 𝑣 and 𝑦 = ∑u�∈u� 𝜇u� 𝑣, where ∑u�∈u� 𝜆u� =
∑u�∈u� 𝜇u� = 1, but 𝜇u� ≤ 0 for at least one 𝑝. The goal can then be restated as ﬁnding
the minimal 𝜃 ∈ [0, 1] such that 𝑧u� = 𝜃𝑥 + (1 − 𝜃)𝑦 ∈ conv(𝑃). Substituting the above
expressions yields
𝑧u� = ∑ (𝜃𝜆u� + (1 − 𝜃)𝜇u� ) 𝑣,
u�∈u�

and the condition is that all coeﬃcients are nonnegative. Thus, for all 𝑣 with 𝜇u� ≤ 0,
𝜃≥

𝜇u�
𝜇u� − 𝑣u�

must hold. In summary, 𝜃 can be computed by the rule
𝜃 = min {1, max {

𝜇u�
∶ 𝜇u� < 0}} .
𝜇u� − 𝑣u�

(5) A point not contained in the smallest face of conv(𝑃) containing 𝑧 is not needed for the
convex description of 𝑧 = ∑u�∈u� 𝜆u� 𝑣; thus it can be identiﬁed by 𝜆u� = 0.

9.4.4 Recovering the Optimal Flow and Pseudocodeword
So far we have shown how to compute the optimal objective value, but not the LP solution, i. e.
the ﬂow 𝑓LP ∈ 𝒫path and the (pseudo)codeword 𝑦. The algorithm yields its solution 𝑣LP by
means of a convex combination of extreme points of 𝒬:
u�

u�

𝑣LP = ∑ 𝜆u� 𝑣u� ,

𝜆u� ≥ 0,

u�=1

∑ 𝜆u� = 1.
u�=1

During its execution the preimage paths 𝑓u� = 𝔇−1 (𝑣u� ) can be stored alongside with the 𝑣u� . Then,
the LP-optimal ﬂow 𝑓LP is obtained by summing up the paths with the same weight coeﬃcients
𝜆, i.e.,
u�

𝑓LP = ∑ 𝜆u� 𝔇−1 (𝑣u� ).
u�=1

In order to get the corresponding pseudocodeword, a simple computation based on (9.6) suﬃces.
For most applications, however, the values of 𝑦 are of interest only in the case that the decoder
has found a valid codeword, i.e., 𝑡 = 1 in the above sum. In such a case, the most recent solution
of (TC-WS) is an agreeable path that immediately gives the codeword. No intermediate paths
have to be stored, which can save a substantial amount of space and running time.

9.4.5 Eﬃcient Reference Point Updates
As suggested by the proof of Theorem 9.5, the nearest point algorithm is run iteratively,
and between two runs the 𝑘 + 1st component of 𝑟 is increased by means of the rule 𝑟u�+1 =
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𝑏(𝑟)/𝑎(𝑟)u�+1 . This section describes how some information from the previous iteration can be
re-used to provide an eﬃcient warm start for the next nearest point run.
Assume that in iteration 𝑖 the point NP(𝑟u� ) = 𝑣u�+1 has been found, inducing the face NF(𝑟u� )
deﬁned by 𝑎(𝑟u� )u� 𝑣 ≤ 𝑏(𝑟u� ) of 𝒬. Recall that NPA internally computes the minimum 𝑙2 norm of
𝒬 − 𝑟u� . Thus, it outputs 𝑣u�+1
̄ = 𝑣u�+1 − 𝑟u� as the convex combination of 𝑡 ≤ 𝑘 + 1 points 𝑣u�̄ = 𝑣u� − 𝑟u� ,
̂ u� ) of 𝒬 − 𝑟u� :
all of which are located on the corresponding face NF(𝑟
u�

u�

u�=1

u�=1

𝑣u�+1
̄ = 𝑣u�+1 − 𝑟u� = ∑ 𝜆u� (𝑣u� − 𝑟u� ) = ∑ 𝜆u� 𝑣u�̄ .
In the subsequent nearest point calculation, the norm of 𝒬 − 𝑟u�+1 is minimized. Obviously
̂ u� ) corresponds to a face NF(𝑟
̂ u�+1 ) of 𝒬 − 𝑟u�+1 , and we can initialize the algorithm with
NF(𝑟
u�
that face by simply adding 𝑟 − 𝑟u�+1 to 𝑣 ̄ and each 𝑣u�̄ , 𝑗 = 1, … , 𝑡, which yields
u�

𝑣u�+1
̄ + 𝑟u� − 𝑟u�+1 = 𝑣u�+1 − 𝑟u�+1 = ∑ 𝜆u� (𝑣u� − 𝑟u�+1 )
u�=1

and all 𝑣u� − 𝑟u�+1 are vertices of 𝒬 − 𝑟u�+1 . Note that 𝑟u� − 𝑟u�+1 is zero in all but the last component,
so this update takes only 𝑡 ≤ 𝑘 + 1 steps.
In order to warm-start the nearest point algorithm, the auxiliary matrix 𝑅 has to be recomputed
as well. Using its deﬁnition 𝑅u� 𝑅 = 𝑒𝑒u� + 𝑉u� 𝑉, we can eﬃciently compute 𝑅 by Cholesky
decomposition. After these updates we can directly start the nearest point algorithm in Step 2.
Numerical experiments have shown that this speeds up LP decoding by a factor of two. In
particular, the computation time of the Cholesky decomposition is negligible.

9.5 The Complete Algorithm
Algorithm 9.1 formalizes the procedure developed in Section 9.4 in pseudocode. The initial
reference point 𝑟0 is generated by ﬁrst minimizing 𝑐(𝑓) on 𝒫path (thus solving TC-WS with
𝛾 = (0, … , 0, 1) and projecting the result in constraints space onto 𝐴u� (Line 4). Thereby we
ensure that either 𝑟0 ∉ 𝒬 or it is located on the boundary of 𝒬, in which case it already is the
optimal LP solution. The solution of the nearest point problem and the recovery of the original
ﬂow are encapsulated in Lines 7 and 8.

9.6 Numerical Results
9.6.1 Running Time Comparison
To evaluate the computational performance of our algorithm, we compare its running time
with the commercial general purpose LP solver CPLEX [7] which is said to be one of the most
competitive implementations available.
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Algorithm 9.1 Combinatorial Turbo LP Decoder (CTLP)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Initialize edge cost 𝑐(𝑓) by (9.4).
𝑓0 ← arg min {𝑐(𝑓) ∶ 𝑓 ∈ 𝒫path }.
𝑣0 ← 𝔇(𝑓0 ).
𝑟0 ← (0, … , 0, 𝑣0u�+1 )u�
𝑖←0
while 𝑣u� ≠ 𝑟u� do
𝑣u�+1 ← NP(𝑟u� ) = arg minu�∈𝒬 ∥𝑣 − 𝑟u� ∥2
𝑓u�+1 = 𝔇−1 (𝑣u�+1 )
𝑎u�+1 ← 𝑣u�+1 − 𝑟u�
𝑏u�+1 ← 𝑎(u�+1)u� 𝑣u�+1
u�
𝑟u�+1 ← (0, … , 0, 𝑏u�+1 /𝑎u�+1
u�+1 )
𝑖←𝑖+1
end while
return 𝑓u�
SNR (dB)

0

1

2

3

4

5

time CPLEX (s × 10−2 )
time CTLP (s × 10−2 )
ratio

9.1
1.4
6.5

9.5
0.9
10.6

9.6
0.5
19

9.6
0.29
33

9.6
0.24
40

9.8
0.22
45

Table 9.4: Average CPU time per decoded instance (in 1/100s of seconds) for the (132, 40) LTE
turbo code, and the ratio by which CPLEX takes longer than our algorithm.
Simulations were run using LTE turbo codes with block lengths 132, 228, and 396, respectively,
and a three-dimensional turbo code with block length 384 (taken from [21]) with various SNR
values. For each SNR value, we have generated up to 105 noisy frames, where the computation
was stopped when 200 decoding errors occured. This should ensure suﬃcient signiﬁcance of
the average results shown in Tables 9.4 and 9.6 to 9.8. The ML performance results are taken
from [22].
As one can see, the beneﬁt of using the new algorithm is larger for high SNR values. This
becomes most eminent for the 3-D code for which the dimension of 𝒬 is the highest, where
the new algorithm is slower than CPLEX for SNRs up to 2. The reason for this behavior can
SNR (dB)

0

1

2

3

4

5

time CPLEX (s × 10−1 )
time CTLP (s × 10−1 )
ratio

3.1
0.7
4.4

3.4
0.4
8.5

4.2
0.15
28

4.6
0.05
92

4.7
0.04
118

4.7
0.04
118

Table 9.6: Average decoding CPU time per instance for the (228, 72) LTE turbo code.
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time/instance(s)

10−1

10−2

CPLEX
CTLP

0

1

2
3
SNRb (dB)

4

5

Figure 9.5: CPU time comparison for the (132, 40) LTE Turbo code depending on the SNR value
(note the logarithmic time scale).

SNR (dB)

0

1

2

3

4

time CPLEX (s × 10−1 )
time CTLP (s × 10−1 )
ratio

4.4
6.3
0.7

4.2
4.1
1

3.6
0.6
6

3.3
0.09
37

3.2
0.08
40

Table 9.7: Average decoding CPU time per instance for the (396, 128) LTE turbo code.

SNR (dB)
time CPLEX (s)
time CTLP (s)
ratio

0
1.4
4.5
0.31

1
1.2
3.1
0.39

2
0.9
0.8
1.1

3
0.72
0.04
18

4
0.57
0.014
41

Table 9.8: Average decoding CPU time per instance for a (384, 128) 3-D turbo code.
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SNR (dB)

0

2

4

optimal face dimension
integral LP solution
trivial instances
major nearest-point cycles
main loops of Algorithm 9.1

25.2
0.26
0
221
4.36

3.6
0.89
0.13
53
1.9

0.01
0.9995
0.64
4
0.7

Table 9.9: Statistical data for the (132, 40) LTE turbo code; average per-instance counts.
be explained by analyzing statistical information about various internal parameters of the
algorithm when run with diﬀerent SNR values:
• The average dimension of the optimal nearest face, found in the last iteration of the
algorithm, drops substantially with increasing SNR. Intuitively, it is not surprising that
ﬁnding a face that needs less vertices to describe can be found more eﬃciently.
• In particular, the share of instances for which the LP solution is integral (and thus, the
face dimension is zero) increases with the SNR.
• There are some trivial instances where the initial shortest path among both trellis graphs
is already a valid codeword. This occurs more often for low channel noise and allows for
extremely fast solution (no nearest point calculations have to be carried out).
• The average number of major cycles of the nearest point algorithm performed per instance
is seen to drop rapidly with increasing SNR.
• Likewise, the the average number of main loops (Line 6 of Algorithm 9.1) drops, reducing
the required calls to CTLP.
Table 9.9 exemplarily contains the average per-instance values of these parameters for the
(132, 40) LTE code and SNRs 0, 2, and 4.

9.6.2 Numerical Stability
For larger codes, the dimension of 𝒬 becomes very large which leads to numerical diﬃculties in
the nearest point algorithm: the equation systems solved during the execution sometimes have
rank “almost zero” which leads to division by very small numbers, resulting in the ﬂoating-point
value NaN. Careful adjustment of the tolerance values for equivalence checks help to eliminate
this problem at least for the block lengths presented in this numerical study.
In addition, it has proven beneﬁcial to divide all objective values by 10 in advance. Intuitively,
this compresses 𝒬 along the 𝑐-axis, evening out the extensiveness of the polytope in the
diﬀerent dimensions (note that for all axes other than 𝑐, the values only range from −1 to 1).
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least-squares problems
solution generation
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Figure 9.10: Average per-instance CPU time spent on various subroutines of the algorithm
decoding the (132, 40) LTE code: update of 𝑅, shortest-path computations, solution
of the least squares problems, and generation of solutions in path space.

9.7 Improving Error-Correcting Performance

As discussed above, Algorithm 9.1 can be easily modiﬁed to return a list of paths 𝑓u� , 𝑖 = 1, … , 𝑡,
such that the LP solution is a convex combination of that paths. Each 𝑓u� can be split into a paths
𝑓1u� and 𝑓2u� through trellis 𝑇1 and 𝑇2 , respectively. A path in a trellis, in turn, can uniquely be
extended to a codeword. Thus, we have a total of 2𝑡 candidate codewords. By selecting among
them the codeword with minimum objective function value, we obtain a heuristic decoder
(Heuristic A in the following) that always outputs a valid codeword, and has the potential of a
better error-correcting performance than pure LP decoding.
A slightly better decoding performance, at the cost of once more increased running time, is
reached if we consider not only the paths that constitute the ﬁnal LP solution but rather all
intermediate solutions of TC-WS. We call this modiﬁcation Heuristic B.
Simulation results for the (132, 40) LTE code are shown in Figure 9.11. As one can see, the
frame error rate indeed drops notably when using the heuristics, but for low SNR values there
still remains a substantial gap to the ML decoding curve. At 5 dB, Heuristic B empirically
reaches ML performance; for lower SNR values it is comparable to a Log-MAP turbo decoder
with 8 iterations.
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Figure 9.11: Decoding performance of the proposed heuristic enhancements on the (132, 40)
LTE turbo code.

9.8 Conclusion and Outlook
We have shown how the inherent combinatorial network-ﬂow structure of turbo codes in form
of the trellis graphs can be utilized to construct a highly eﬃcient LP solver, specialized for
that class of codes. The decrease in running time, compared to a general purpose solver, is
dramatic, and in contrast to classical approaches based on Lagrangian dualization, the algorithm
is guaranteed to terminate after a ﬁnite number of steps with the exact LP solution.
It is still an open question, however, if and how the LP can be solved in a completely combinatorial
manner. The nearest point algorithm suggested in this paper introduces a numerical component,
which is necessary at this time but rather undesirable since it can lead to numerical problems
in high dimension.
Another direction for further research is to examine the usefulness of our decoder as a building
block of branch-and-bound methods that solve the integer programming problem, i.e., ML
decoders. Several properties of the decoder suggest that this might be a valuable task. For
instance, the shortest paths can be computed even faster if a portion of the varibales is ﬁxed, or
the algorithm could be terminated prematurely if the reference point exceeds a known upper
bound at the current node of the branch-and-bound tree.
Finally, the concepts presented here might be of inner-mathematical interest as well. Optimization problems that are easy to solve in principle but have some complicating constraints are
very common in mathematical optimization. Being able to eﬃciently solve their LP relaxation
is a key component of virtually all fast exact or approximate solution algorithms.
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Towards Hardware Implementation
of the Simplex Algorithm for LP
Decoding
Florian Gensheimer

Michael Helmling

Stefan Scholl

Combining methods of mathematical optimization theory and applications from communications engineering recently led to new approaches
for error correction in data transmission systems. In this new discipline, also called LP decoding, researchers so far focussed on theoretical
aspects. In this paper, we study how these new algorithms from mathematical theory can be accelerated using dedicated hardware implementations. We address complexity issues of the widely used simplex
algorithms and show how new interesting mathematical problems arise
if aspects from hardware design are considered.

Chapter 10 Towards Hardware Implementation of the Simplex Algorithm for LP Decoding

10.1 Introduction
Linear programming (LP) is one of the main topics of mathematical optimization. LP problems
arise in many economical and industrial areas like production planning, scheduling or logistics.
They also play an important role as subproblems in branch-and-bound and cutting-plane
algorithms for integer programs, which have a large ﬁeld of application. The most important
algorithm for solving linear programs is the simplex algorithm by G. B. Dantzig (see e.g. [1]).
Although the simplex algorithm has an exponential worst-case complexity, it turned out to
be very eﬃcient in practice. A rather new application of linear programming is forward error
correction or channel coding (see [2, 3] for an introduction).
Channel coding, an engineering discipline, is an essential technique used for correcting errors in
digital communication systems that occur during the transmission of data. These transmission
errors occur due to bad reception quality, interference between diﬀerent devices (e.g. mobile
phones) or because of physical damage of the devices (storage). Channel coding is used in
nearly every communication device today, including smartphones, TV and radio broadcasting,
DSL internet access or satellite communications and also in storage devices such as DVDs or
USB memory sticks.
A channel coding system consists of two stages: encoder and decoder. The encoder is placed at
the transmitter and adds redundant bits before the data is transmitted. The decoder is placed at
the receiver and uses the previously added redundancy in order to correct potential transmission
errors without the need of retransmission. The decoder is the heart of every channel coding
system, since it performs the actual data correction with sophisticated algorithms.
One new approach for error correction decoding is the use of algorithms from the ﬁeld of
mathematical programming: as shown by Feldman et al. [4], it is possible to formulate the
decoding problem as a linear program which in turn can be solved and analyzed by methods
of mathematical optimization. This symbiosis of linear programming from mathematics and
channel coding from engineering is called LP decoding. LP decoding recently led to new
interesting mathematical problems and better algorithms for error correction systems.
Mathematical optimization algorithms are commonly implemented in software and executed
on a platform based on a general purpose processor, such as high performance servers, PCs or
laptops, that require large space and power. However, many popular communication devices,
like smartphones, need to be small and portable and exhibit low power consumption while
processing data with high speed.
A general purpose device like a PC processor is designed for great ﬂexibility which allows it to
run many diﬀerent applications. However, if a hardware chip is dedicatedly designed for just
one single algorithm, the chip can be highly optimized for exactly this algorithm. In such a
case, data operations and memory requirements are well known and the chip architecture can
be tailored to the specﬁc application’s requirements.
Implementing algorithms as a dedicated hardware circuit shows several advantages over general
purpose hardware:

152

10.2 The Simplex Algorithm
• speed: speed-ups of several orders of magnitude can be achieved over a PC,
• portability and area: the chip area is often within the region of only several mm2 ,
• power: power consumption is often in the order of milliwatts (PC/laptop: several 10 to
several 100 Watts).
In the remainder of this paper we consider these dedicated electrical circuits implemented on
a chip and call it a hardware implementation or simply hardware. As we will see later, it is
a challenging task to implement an algorithm as hardware, because diﬀerent aspects of the
hardware and the algorithm itself have to be considered.
Hardware implementations for the simplex algorithm and LP decoding have not been investigated deeply so far. In [5], a hardware implementation of the simplex algorithm has been
presented. However, this implementation uses the standard simplex method without modiﬁcations and does not consider LP decoding. For an eﬃcient hardware implementation it is
advantageous to exploit problem speciﬁc properties and modiﬁcations already at the algorithm
level.
As alternatives to the simplex method, interior-point algorithms [6] and a quadratic-programming approach [7] for LP decoding were studied in literature. However, both papers only
consider software implementations, and the proposed algorithms are substantially more complex
to implement in hardware than the simplex method.
While LP decoding so far has been studied mainly from a theoretical point of view, the aim of
the present paper is to investigate how LP decoding algorithms can actually be implemented to
work in a communication device. We analyze diﬀerent variants of the simplex algorithm for LP
decoding and reveal large diﬀerences in hardware complexity. Additionally, we propose a chip
architecture of an LP decoder that can be implemented eﬃciently.

10.2 The Simplex Algorithm
We start by introducing the fundamentals of linear programming and the simplex method,
before reviewing advanced methods based on duality.
A linear program consists of a linear objective function, the value of which is to be optimized,
and a set of linear constraints, i.e. (in)equalities, that limit the values of the variables in the
program. Any LP can be written in the standard form
min

𝑧 = 𝑐u� 𝑥

(10.1a)

s. t.

𝐴𝑥 = 𝑏

(10.1b)

𝑥 ≥ 0,

(10.1c)

where 𝑥 ∈ ℝu� are the decision variables, 𝐴 ∈ ℝu�×u� is a matrix with 𝑚 ≤ 𝑛, and 𝑏 ∈ ℝu� ,
𝑐 ∈ ℝu� are vectors. 𝐴 and 𝑏 describe the so-called functional constraints (10.1b), while (10.1c)
deﬁnes the nonnegativity constraints. The vector 𝑐 ∈ ℝu� represents the objective function.
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Each row of (10.1b) and (10.1c) deﬁnes a hyperplane or a halfspace of ℝu� , respectively. Thus,
the feasible region 𝒫 = {𝑥 ∈ ℝu� ∶ 𝐴𝑥 = 𝑏, 𝑥 ≥ 0} of the LP is a polyhedron, i.e., the intersection
of a ﬁnite number of hyperplanes and halfspaces. For a ﬁxed objective value 𝑧, (10.1a) is a
hyperplane. Geometrically, the minimization can be interpreted as pushing that hyperplane in
direction −𝑐 as far as possible without leaving the polyhedron.
The (primal) simplex algorithm is based on the fact that an optimal solution is obtained in a
vertex of the polyhedron. The idea of the algorithm is to move iteratively from one vertex of
the polyhedron to another in such a way that the sequence of objective function values (10.1a)
of the vertices is nonincreasing. Its key observation is that each vertex corresponds to a basis,
i.e. a linearly independent size-𝑚 subset of 𝐴’s columns. In order to move to an adjacent vertex,
exactly one nonbasic column of 𝐴 is exchanged with a basic column. For each nonbasic column
a reduced cost value can be computed that tells if adding this column potentially improves the
objective value.
In practice, the algorithm operates on the simplex tableau 𝑇, a two-dimensional array that
contains information about the LP as well as the current basis and reduced costs. Every iteration
of the algorithm consists of three main steps:
(1) computation of the reduced costs: these determine the column that enters the basis,
(2) min-ratio rule: determines the column that leaves the basis,
(3) basis exchange: is carried out by a pivot operation on 𝑇u�∗,u� , i.e., Gaussian elimination step
of the form:
for 𝑖 ∈ {1, … , 𝑚} ⧵ {𝑖∗ } do
if 𝑇u�,u� ≠ 0 then
𝑇u�,• ← 𝑇u�,• −
end if
end for

u�u�,u�
u�u�∗,u�

⋅ 𝑇u�∗,•

The pivot operation constitutes the main computational eﬀort of the simplex algorithm. It is
therefore crucial to implement this operation eﬃciently. This operation is repeated in every
iteration until the reduced cost vector is nonnegative, which indicates that the vertex of the
current basis is optimal.
A second major approach for solving linear programs stems from duality theory. The basis
of this theory is the so-called dual program, a special linear program that corresponds to the
original LP. For the linear program in standard form (10.1), the dual program (DLP) has the
form
max

𝑏u� 𝜋

s.t.

𝐴u� 𝜋

(10.2a)
≤ 𝑐,

(10.2b)

where 𝜋 ∈ ℝu� are the dual variables and 𝐴u� 𝜋 ≤ 𝑐 are the dual constraints. Both linear
programs (LP) and (DLP) have the same optimal objective value. Hence, one can equivalently
solve the dual problem instead of the program (LP).
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The dual simplex algorithm works on the usual simplex tableau T of (LP). The main diﬀerence
to the primal simplex algorithm is the fact that the working solution 𝑥 is infeasible during
execution, while the optimality condition is always fulﬁlled. This is contrary to the primal
simplex which always stays feasible, but does not terminate before optimality is established.
In many applications, like e.g. the LP decoding problem, all variables 𝑥u� have an upper bound of
1. Both the primal and dual simplex algorithm would have to introduce an artiﬁcial variable and
an additional side constraint for each such variable because the problem has to be transformed
into “standard form” (see e.g. [1]). This leads to a larger simplex tableau and a less eﬃcient
simplex algorithm. Special versions of the simplex algorithm (both primal and dual) avoid
those extra variables and constraints by implicitly handling upper bounds (see [8, 9]).
Linear programs for practical problems often suﬀer degenerate pivot operations, which means
that the step length when moving from one vertex to another reduces to zero, hence the
objective function value does not improve. This can dramatically increase the running time
and, if occurring frequently, leads to numerical instabilities in the algorithm. Especially for LPs
that are highly degenerate—unfortunately, the LP decoding problems was shown to be among
those—special care must be taken to avoid degeneracy. We have adapted the so-called ad-hoc
procedure by P. Wolfe [10] to our case which can be implemented with negligible computational
overhead and eﬀectively eliminates the inﬂuence of degeneracy for the LP decoding problem.

10.3 Designing Hardware
In this section we present basics and challenges of hardware design. We show how hardware
implementations that are highly optimized for one application can outperform general purpose
platforms.
As already mentioned in Section 10.1, dedicated hardware implementations are often faster,
smaller and consume less power than software implementations running on a general purpose
PC. In general, three design goals of hardware implementation can be identiﬁed:
• high calculation speed, i.e., high clock frequency,
• small area (leads to reduced production cost and small chip size), and
• small power consumption (to avoid power supply and heat dissipation problems).
To accelerate an algorithm using hardware, it has to be implemented in form of an electrical
digital circuit by the hardware designer. Since software (algorithm) and hardware (microchip)
development are fundamentally diﬀerent, this task is not straightforward. In the following we
will present some aspects that become important when implementing algorithms in hardware.

10.3.1 Memories for Data Storage
Usually a modern PC provides a large amount of memory (up to several gigabytes) for storing
data during the calculations, in order to meet the requirements of a wide range of applications.
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In dedicated hardware implementations the memory sizes can be tailored exactly to the application’s requirement. This allows for large memory reductions; the resulting memory is often in
the order of kilobytes. Additionally, the algorithm itself can be modiﬁed to reduce the amount
of required storage, ﬁnally resulting in a smaller hardware implementation.

10.3.2 Number Representation
Another important aspect is the representation of numerical values that are processed by the
algorithm. In a digital system, numbers are represented by vectors of bits. Two fundamental
ways to interpret bit vectors as numbers are the ﬂoating-point and the ﬁxed-point representations
[11]. On a PC the values are usually represented by double-precision ﬂoating-point numbers
with a large number of bits (commonly 64). Double-precision ﬂoating-point values provide
a very good resolution and a wide range. However, ﬂoating-point numbers require complex
arithmetic hardware, and are therefore avoided in hardware design whenever possible. Instead,
it is desired to use ﬁxed-point numbers which lead to a much lower hardware complexity.
A second question arises consequently: How much bits are suﬃcient to represent the numbers?
Usually a low number of bits allows for faster and smaller hardware units and is therefore
beneﬁcial (see Figure 10.1). Furthermore, smaller memories can be used for storing data if the
number of bits is small. Choosing a low number of bits however leads to a bad resolution of the
values and very limited accuracy of the calculations, which may or may not aﬀect the outcome
of the algorithm (cf. Table 10.2). There is a clear trade-oﬀ between calculation accuracy and
hardware complexity (i.e., calculation speed, area and power consumption). This has to be
considered when implementing algorithms in hardware. The exact number of required bits in
the hardware implementation is mostly determined by extensive simulations.

10.3.3 Arithmetic Units
For arithmetic operations that are carried out in an algorithm, arithmetic hardware units such
as adders, multipliers, and so forth have to be implemented. Arithmetic operations have to be
used carefully. Assuming ﬁxed-point numbers, additions and subtractions are often cheap to
implement. However, multiplications and divisions consume large amounts of hardware area
and power and lead to high hardware complexity (see Figure 10.1). Also complex arithmetic
operations like logarithms, roots, trigonometric functions etc. exhibit high hardware complexity.
Sometimes these functions can be simpliﬁed by using approximations such as linearization
or simple iterative heuristics. Note that multiplications or divisions by powers of two can be
implemented very easily by binary shift operations.
The aspects mentioned so far, although this listing is by no means complete, show important diﬀerences between software and hardware design. Therefore, the term “complexity” in
software engineering is diﬀerent from “complexity” in hardware design. When dealing with
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×

+
2 bit operands

+
×
4 bit operands

Figure 10.1: Comparison of chip area for adders and multipliers for diﬀerent numbers of bits of
the ﬁxed-point operands.
2-bit represetation

10
11
00
01

4-bit representation (with decimal point)
100.0
100.1
⋮
000.0
000.1
001.0
001.1
⋮
011.1

= −2
= −1
=
0
=
1

4 diﬀerent levels (resolution = 1)

= −4.0
= −3.5
⋮
=
0
=
0.5
=
1.0
=
1.5
⋮
=
2.5

16 diﬀerent levels (resolution = 0.5)

Table 10.2: Example for ﬁxed-point numbers using 2 and 4 bits (2s complement), respectively.
Note the diﬀerence in range and resolution.
hardware implementations, additional and more sophisticated measures of complexity have to
be considered.

10.4 Simplex Performance Study
In this section, we evaluate the variants of the simplex algorithm mentioned in Section 10.2:
• the revised primal simplex,
• the revised primal simplex for bounded variables, and
• the dual simplex for bounded variables.
We analyze their running-time performance and their behavior under limited numerical precision with ﬁxed-point arithmetic. The numerical comparisons are done with the (7, 4) Hamming
code and a random (20, 10) LDPC code (see [2] for details).
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Primal

Primal (bounded)

Dual (bounded)

(7,4) Hamming code
variables
constraints
tableau size

38
31
32 × 32

31
24
25 × 25

31
24
25 × 32

(20,10) LDPC code
variables
constraints
tableau size

120
100
101 × 101

100
80
81 × 81

100
80
81 × 101

Table 10.3: Comparison of LP size parameters for the primal simplex and both the primal and
dual simplex with bounded variables.

10.4.1 Running-Time Performance
The number of pivot operations, the number of variables and constraints in the LP, and the size
of the tableau matrix have major inﬂuence on the running-time complexity of the LP solver.
The sizes of the LPs for our example decoding problems are shown in Table 10.3. As one can see,
the standard primal has the largest size, because it does not handle upper bounds eﬃciently.
As mentioned in Section 10.2, the simplex iteratively performs pivot steps. The running time is
proportional to the number of pivots which may vary for diﬀerent objective functions. In the
channel decoding application, this function is related to the channel noise. Hence, to estimate
the running time under realistic conditions, we generate random noise for diﬀerent signal-tonoise (SNR) ratios; a higher SNR value corresponds to less noise on the channel. In Figure 10.4,
the relative frequencies of the iteration counts are shown for the (7, 4) Hamming code. The
continuous lines show the values for SNR 0. The performance of the primal simplex variants
proved to be independent of the SNR value. Only the dual simplex beneﬁts substantially from a
lower noise level, which is indicated by the dotted curve.
As one can see, the dual simplex method dramatically outperforms the primal variants in terms
of iteration counts. An explanation for this eﬀect can be found in the initialization procedure of
the simplex algorithms: in the primal simplex, always the same, ﬁxed starting basis is used. On
average, the corresponding vertex of the polyhedron will be rather far away from the optimal
vertex, such that many pivots are necessary. In contrast, the dual simplex for bounded variables
[9] chooses an initial solution that would be optimal in the absence of channel noise. Intuitively,
this basis is likely to be “closer” to the optimum even if noise is present. Because this starting
solution of the dual simplex is not primal feasible, it cannot be used to speed up the primal
algorithms.
Figure 10.5 shows for the larger code how the average number of iterations per instance depends
on the noise level. Again, the dual simplex is much faster, ﬁnishing after 1.66 iterations on
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Dual (Bounded), SNR 0
Primal, SNR 0
Primal (Bounded), SNR 0
Dual (Bounded), SNR 4

0.6

0.4

0.2

0

0

10
20
30
number of simplex iterations

40

Figure 10.4: Number of iterations until optimality is reached for diﬀerent simplex variants,
using the decoding LP for the (7, 4) Hamming code.

avg. number of iterations

60

40
Primal simplex (bounded)
Primal simplex
Dual simplex (bounded)

20

0

0

1

2
3
SNRb (dB)

4

5

Figure 10.5: Comparison of the average number of iterations per LP between the three diﬀerent
simplex variants on the (20, 10) LDPC code.
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frame error rate

100

10−1
64-bit ﬂoating
6.2 ﬁxed
10.4 ﬁxed
16.8 ﬁxed
6.2 ﬁxed (bounded)
10.4 ﬁxed (bounded)
16.8 ﬁxed (bounded)

10−2
0

1

2
3
SNRb (dB)

4

5

Figure 10.6: Decoding performance of the primal simplex algorithms with ﬁxed-point arithmetics (standard and bounded variables, respectively) on the Hamming code. The
dual algorithms are not shown here because their decoding performance did not
change compared to ﬂoating-point numbers.
average for the highest SNR value.

10.4.2 Comparison of Fixed- and Floating-Point Implementation
As outlined in Section 10.3, using ﬁxed-point numbers with low precision is preferable from
the hardware point of view. On the other hand, if the numerical precision is too low, round-oﬀ
errors can break the algorithm in numerous ways, leading to wrong solutions or even inﬁnite
loops. Hence a compromise needs to be found between simplicity and correctness. For the LP
decoding application, the latter directly translates into the frame error rate, i.e., the average
probability of a decoding error. Depending on the usage scenario, a slightly increased error
rate might be tolerable, if this in return allows for low-complexity hardware.
For the (7, 4) Hamming code, we compare ﬁxed-point arithmetic with resolutions 16.8, 10.4,
and 6.2 with usual double-precision ﬂoating-points. Here, the notation 𝑥.𝑦 means that each
number is represented by 𝑥 bits, 𝑦 of which constitute the fractional part. This implies that
numbers from −2u�−u�−1 to 2u�−u�−1 − 2−u� can be represented, with a resolution of 2−u� .
In our experiments, the dual simplex proves extremely stable, showing practically the same
error-correcting performance even with the very poor 6.2 resolution. The primal variants
achieve this performance with 16.8; with 10.4 bits the performance drops but is still reasonable,
while both primal algorithms are practically useless with the lowest resolution. The resulting
error-performance curves for the primal variants are shown in Figure 10.6.

160

10.4 Simplex Performance Study

frame error rate

100

64-bit ﬂoating
16.8 ﬁxed (dual)
8.3 ﬁxed (dual)
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Figure 10.7: Decoding performance of the primal and dual simplex algorithms on the LDPC
code with diﬀerent number representions.
For the larger code, we compare the ﬂoating-point implementation with ﬁxed-point precisions
16.8 and 8.3. Results are shown in Figure 10.7. Again, the dual algorithm is most stable with
low precision and practically achieves ﬂoating-point performance with 8.3 ﬁxed-point bits.
The primal algorithms signiﬁcantly loose performance with this resolution, but are comparable
to the ﬂoating-point performance with 16.8.
For both codes, the two primal simplex variants largely show the same behavior, whereas the
dual simplex for bounded variables performs clearly superior, in terms of both the number of
iterations (and thus overall running time) and the robustness against low-precision numerical
resolution.

10.4.3 Proposed Hardware Architecture
In Figure 10.8 we propose a hardware architecture that implements the dual simplex for bounded
variables.
It shows the ﬁve main parts required by the simplex. The current tableau is stored in the
tableau memory. A pivot unit accomplishes pivoting of a column on the ﬂy when it is read.
It is followed by an additional unit that performs simple bit ﬂip operations to take care of
the variable bounds. The entering variable is determined according to some pricing rule and
checks for optimality, i.e., when the simplex has to stop. The leaving variable block is needed
to compute the leaving variable using e.g. the min-ratio rule.
Additionally a controller is shown. The controller takes care of the initialization of the other
hardware units, keeps track of the basis variable positions, and extracts the values of the
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Figure 10.8: Proposed hardware architecture for the dual simplex algorithm.
variables when the result is declared optimal.

10.5 Conclusion
In this paper, we have studied the LP decoding problem with three variants of the simplex
algorithm. In terms of running time, the dual simplex for bounded variables has shown to
outperform the competiting primal variants, ﬁnding the optimal solution substantially faster
(up to a factor of 50). With respect to hardware implementation complexity, we have also
analyzed the behavior of these algorithms under low-precision ﬁxed-point arithmetic. Again,
the dual simplex has shown to be most stable, achieving a similar error-correction level as the
64-bit ﬂoating-point implementation with 6 and 8 ﬁxed-point bits per number for the Hamming
and LDPC code, respectively.
Both the number of iterations and the low size of the number representation are important
steps towards a low-power, high-performance hardware LP decoder implementation.

10.6 Outlook and Future Research
Other improvements of the simplex algorithm, specialized for hardware requirements, might
further decrease the complexity of hardware LP decoding. Some possible directions are:

10.6.1 Simplex in the Log-Domain
The simplex algorithm usually involves a lot of multiplications and division. However these
two operations are costly to implement in hardware, as we have shown in Section 10.3.
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One option to transform multiplication and divison into a much simpler operation is to perform
calculations in the logarithm domain. If the logarithm of all operands is used, a multiplication
transforms into an addition and a division into a simple subtraction, thus avoiding costly
operations. However this avoidance comes at additional cost for taking logarithm and the
exponential function. Further investigations have to show how far the hardware complexity
can be reduced by this approach.

10.6.2 Adaptive LP Decoding
For larger codes, the complete LP decoding formulation contains a large number of constraints,
most of which are not actually needed to describe the optimal solution. Taghavi and Siegel
[12] have proposed an adaptive method that starts with an empty LP and inserts inequalities
on demand, greatly reducing the size of the number of constraints. Two aspects make this
approach particularly appealing: Firstly, as shown in [12] it is possible to upper bound the
number of necessary constraints to a very small number, compared to the complete LP. Secondly,
inserting additional constraints is possible without any extra operations if one uses the dual
simplex algorithm. Since the dual simplex algorithm turned out as the most eﬃcient one by our
numerical study in Section 10.4, using it for adaptive LP decoding is extremely promising.

10.6.3 Polyhedral Theory for Fixed-Point Numbers
Mathematically, ﬁxed-point numbers constitute a uniform, discrete grid in the Euclidean space.
Ordinary polyhedral theory always assumes a continuous space, thus real numbers with inﬁnite
precision. A theoretical study of “discrete” polyhedral theory could, besides being an interesting
ﬁeld of research on its own, lead to more eﬃcient algorithms exploiting the grid structure.
Additionally, it might be possible to ﬁnd theoretical results about numerical stability for given
ﬁxed-point precision.
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Eﬃcient Maximum-Likelihood Decoding of Linear Block Codes on Binary Memoryless Channels
Michael Helmling
Eirik Rosnes

Stefan Ruzika
Stefan Scholl

In this work, we consider eﬃcient maximum-likelihood decoding of
linear block codes for small-to-moderate block lengths. The presented
approach is a branch-and-bound algorithm using the cutting-plane
approach of Zhang and Siegel (IEEE Trans. Inf. Theory, 2012) for obtaining lower bounds. We have compared our proposed algorithm to the
state-of-the-art commercial integer program solver CPLEX, and for all
considered codes our approach is faster for both low and high signal-tonoise ratios. For instance, for the benchmark (155, 64) Tanner code our
algorithm is more than 11 times as fast as CPLEX for an SNR of 1.0 dB
on the additive white Gaussian noise channel. By a small modiﬁcation,
our algorithm can be used to calculate the minimum distance, which
we have again veriﬁed to be much faster than using the CPLEX solver.

Chapter 11 Eﬃcient Maximum-Likelihood Decoding of Linear Block Codes

11.1 Introduction

Determining the optimal decoding behavior of error-correcting codes is of signiﬁcant importance, e. g., to benchmark diﬀerent coding schemes. When no a priori information on the
transmitted codeword is known, maximum-likelihood decoding (MLD) is an optimal decoding
strategy. It is known that this problem is NP-hard in general [1] such that its complexity grows
exponentially in the block length of the code, unless P=NP. Currently, the best known approach
for general block codes is to use a state-of-the-art (commercial) integer program (IP) solver (see
[2]) like CPLEX [3].
In this work, we present a branch-and-bound approach for eﬃcient MLD of linear block
codes. The problem of MLD is closely related to that of calculating the minimum distance
of a code, which has attracted some attention recently. For instance, in [4, 5], Rosnes et
al. proposed an eﬃcient branch-and-bound algorithm to determine all low-weight stopping
sets/codewords in a low-density parity-check (LDPC) code. Although the two problems are
similar, the bounding step in the algorithm from [4, 5] cannot eﬃciently be adapted to the
scenario of MLD. Conversely, however, the algorithm presented here can also calculate the
minimum distance, and our numerical experiments show that this is very eﬃcient compared to
CPLEX.
Linear programming (LP) decoding of binary linear codes, as ﬁrst introduced by Feldman et al.
in [6], approximates MLD by relaxing the decoding problem into an easier to solve LP problem.
The LP problem contains a set of linear inequalities that are derived from the parity-check
constraints of a (redundant) parity-check matrix representing the code. As shown in [7], these
constraints can iteratively and adaptively be added to the decoding problem, which signiﬁcantly
reduces the overall complexity of LP decoding. Elaborating on this idea, Zhang and Siegel [8]
proposed an eﬃcient search algorithm for new violated (redundant) parity-check constraints (or
“cuts”) that tighten the decoding polytope. Depending on the structure of the underlying code,
for some codes, this “cutting-plane” LP decoding algorithm performs close to MLD for high
signal-to-noise ratios (SNRs) on the additive white Gaussian noise (AWGN) channel, although
for most codes, e. g., the (155, 64) Tanner code [9], there is still a gap in decoding performance
to MLD [8]. For lower values of the SNR, there could be a signiﬁcant performance degradation
with respect to MLD.
The algorithm proposed in this work closes that gap by using the cutting-plane algorithm for
lower bounds and the well-known sum-product (SP) decoder [10] with order-𝑖 re-encoding [11]
for upper bounds within a sophisticated branch-and-bound framework such that the output
always and provably is the maximum-likelihood (ML) codeword. Our numerical study in
Section 11.6 shows that it is much faster than CPLEX for all codes under consideration, and
moreover is able to decode some of the codes on which CPLEX fails completely.
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11.2 Notation and Background
This section establishes some basic deﬁnitions and results needed for the rest of the paper.
Let 𝒞 denote a binary linear code of length 𝑛 represented by an 𝑚 × 𝑛 parity-check matrix
𝐇. The code is used on a binary-input memoryless output-symmetric channel with input
𝐜 = (𝑐0 , … , 𝑐u�−1 ) ∈ 𝒞 and channel output denoted by the length-𝑛 vector 𝐫 = (𝑟0 , … , 𝑟u�−1 ).
The ML decoder can be described by the following optimization problem [12]:
̂ = arg min 𝜓u� (𝐜) = arg min 𝜓u� (𝐜)
𝐜ML
𝐜∈𝒞

(11.1)

𝐜∈conv(𝒞)

where 𝜓u� (𝐜) = 𝝀 ⋅ 𝐜u� and (⋅)u� denotes the transpose of its argument, 𝝀 = (𝜆0 , … , 𝜆u�−1 ) is a
vector of log-likelihood ratios (LLRs) deﬁned by
𝜆u� = log (

Pr(𝑟u� ∣ 𝑐u� = 0)
)
Pr(𝑟u� ∣ 𝑐u� = 1)

for all 𝑖, 0 ≤ 𝑖 ≤ 𝑛 − 1, and conv(𝒞) is the convex hull of 𝒞 in ℝu� , where ℝ denotes the real
numbers. The MLD problem in (11.1) can be formulated as an IP which in general is an NP-hard
problem. As an approximation to MLD, Feldman et al. [6] relaxed the codeword polytope
conv(𝒞) in the following way.
Deﬁne
𝒞u� = {𝐜 ∈ {0, 1}u� ∶ 𝐡u� ⋅ 𝐜u� = 0}
where 𝐡u� = (ℎu�,0 , … , ℎu�,u�−1 ) is the 𝑗th row of the parity-check matrix 𝐇 and 0 ≤ 𝑗 ≤ 𝑚 − 1.
Furthermore, let conv(𝒞u� ) denote the convex hull of 𝒞u� in ℝu� . The fundamental polytope
𝒫(𝐇) of the parity-check matrix 𝐇 is deﬁned as [13]
u�−1

𝒫(𝐇) = ⋂ conv(𝒞u� ).

(11.2)

u�=0

The MLD problem in (11.1) can now be relaxed to
𝐩̂ LP = arg min 𝜓u� (𝐩)
𝐩∈𝒫(𝐇)

where the solution, by deﬁnition, is a pseudocodeword with fractional entries in general. Note
that the LP decoder has the ML certiﬁcate property, which means that in case 𝐩̂ LP is integral, it
is an optimal solution to (11.1).
For each row 𝐡u� , 0 ≤ 𝑗 ≤ 𝑚 − 1, in the matrix 𝐇 the linear inequalities behind the fundamental
polytope in (11.2) are
∑ 𝑝u� −
u�∈𝒱

∑

𝑝u� ≤ |𝒱| − 1, for all odd-sized 𝒱 ⊆ 𝒩(𝑗)

(11.3)

u�∈𝒩(u�)⧵𝒱

where 𝒩(𝑗) = {𝑖 ∶ ℎu�,u� = 1, 0 ≤ 𝑖 ≤ 𝑛 − 1}.
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For a given row 𝐡u� of a parity-check matrix 𝐇 and a vector 𝐩 ∈ [0, 1]u� : If there exists an odd
set 𝒱 ⊆ 𝒩(𝑗) such that the corresponding inequality from (11.3) does not hold, then we say
that the 𝑗th parity-check constraint induces a cut at 𝐩.
Central to our branch-and-bound algorithm is the concept of constraint sets. A constraint set 𝐹
is a set
{(𝜌u� , 𝑐u�u� ) ∶ 𝑐u�u� ∈ {0, 1} ∀𝜌u� ∈ Γ},
where Γ ⊆ {0, … , 𝑛−1}. If (𝜌u� , 𝑐u�u� ) is a constraint, then position 𝜌u� is said to be 𝑐u�u� -constrained,
which means that position 𝜌u� is committed to the value 𝑐u�u� in a codeword, while positions not
in 𝐹 are uncommitted.
Let 𝒞(u�) denote the subset of codewords from 𝒞 consistent with the constraint set 𝐹. Then,
we can deﬁne
𝜓(u�)
𝜓u� (𝐜)
min,u� = min
(u�)
𝐜∈𝒞

as the minimum value of the objective function for codewords consistent with 𝐹. In the
(u�)
following, 𝜓̄ (u�)
min,u� will denote any lower bound on 𝜓min,u� . Also, a constraint set 𝐹 is said to be
valid if 𝒞(u�) is nonempty.
Our proposed branch-and-bound MLD algorithm relies heavily on tight lower bounds on
𝜓(u�)
min,u� , which are provided by an LP-based decoding algorithm by Zhang and Siegel [8]. We
brieﬂy describe this algorithm, denoted as the ZS decoding algorithm, below in Section 11.2.1.

11.2.1 Zhang and Siegel’s LP-Based Decoding Algorithm
The ZS decoding algorithm is based on adaptive LP decoding as described in [7] and incorporates
an eﬃcient cut-search algorithm, as described in [8]. First the LP problem is initialized with
the box constraints. †Solve the LP problem to get an optimal solution 𝐩∗ . If 𝐩∗ is integral,
then terminate the algorithm and return the ML codeword 𝐩∗ . Otherwise, the cut-search
algorithm (Algorithm 1 in [8]) is applied to each row of the parity-check matrix of the code. If
at least one is found, add all found cuts into the LP problem and repeat the procedure from †.
Otherwise, search for cuts from redundant parity-checks. To this end, reduce 𝐇 by Gaussian
elimination to reduced row echelon form, where the columns of 𝐇 are processed in the order
of the “fractionality” (i. e., closeness to 1/2) of the corresponding coordinate of 𝐩∗ . Now, the
cut-search algorithm is applied to each row of the obtained modiﬁed matrix 𝐇.̃ If no cut is
found, then terminate. Otherwise, add all found cuts into the LP problem as constraints and
repeat the procedure from †. The algorithm above has been detailed in Algorithm 2 in [8], and
we refer the interested reader to [8] for further details.

11.3 Basic Branch-and-Bound Algorithm
Our proposed algorithm is a branch-and-bound algorithm on constraint sets and uses the ZS
decoding algorithm, as brieﬂy described above, as a basic component in the bounding step.
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Thus, there is a one-to-one correspondence between the nodes in the search tree and constraint
sets. In the following, when we speak about the left and right child constraint set, denoted by
𝐹↓0 and 𝐹↓1 , respectively, we mean the constraint set of the left and right child nodes in the
search tree.
Now, to each constraint set 𝐹, we associate three real numbers
(u�)↓0
(u�)↓1
𝜓̄ (u�)
min,u� , 𝜓̄ min,u� , and 𝜓̄ min,u�

which are current lower bounds on
↓0

↓1

(u� )
(u� )
𝜓(u�)
min,u� , 𝜓min,u� , and 𝜓min,u� ,

respectively. When a constraint set is created, these values are initiated to −∞.
The algorithm maintains a list 𝐿 of active constraint sets which is initiated with the unconstrained set ∅. In each iteration, a constraint set 𝐹 is selected from the list according to the
node selection rule (see below). A valid codeword, i. e., a feasible solution of the IP, is generated
by decoding the LLR vector (where the constraints imposed by 𝐹 are enforced by altering the
respective LLR values to ±∞) using the SP algorithm [10] with order-𝑖 re-encoding [11], for
some integer 𝑖, as a post-processing step. The upper bound on the objective function decreases if
the decoder output has a lower objective function value than the previous best candidate. Afterwards a lower bound on 𝜓(u�)
min,u� is computed by running the ZS algorithm, where the variables
contained in 𝐹 are ﬁxed to their corresponding values. If an integral solution is returned, i. e., a
pseudocodeword with no fractional coordinates, it is considered another candidate codeword
in the same way as above. Otherwise, and if the computed lower bound is less than the current
upper bound 𝜏, the algorithm branches on a fractional position, selected by the branching rule
(see below), of the pseudocodeword by adding two constraint sets, namely 𝐹 augmented by the
chosen branching position ﬁxed to 0 and 1, respectively, to the list of active nodes. Then, the
next set is chosen from 𝐿 until one of the termination criteria in Step 2 of Algorithm 11.1 on
page 173 (which gives a formal description of the overall algorithm) is fulﬁlled. Note that the
computations to produce a lower bound on 𝜓(u�)
min,u� for a given constraint set 𝐹 are collected
into Algorithm 11.2, denoted by LUBD.

11.3.1 Bounding Step
The complexity of Algorithm 11.1 depends heavily on the tightness of the lower bounds
computed in Step 5 (from Algorithm 11.2), i. e., on how close 𝜓u� (𝐩)̂ is to the value 𝜓(u�)
min,u� . To
ﬁnd the best pseudocodeword 𝐩,̂ we have used the procedure detailed in Algorithm 11.2.
Note that

(u�↓1)
(u�)
min{𝜓(u�↓0)
min,u� , 𝜓min,u� } = 𝜓min,u�

for any node (constraint set) 𝐹. This allows us to update the current lower bound 𝜓̄ (u�)
min,u� of
𝐹 (and, recursively, also the ancestors of 𝐹), potentially increasing its value, once both of its
children have been processed (see Steps 18 to 22 of Algorithm 11.1). Tightening the bounds
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in the search tree is important for decreasing the complexity of the algorithm because nodes
whose lower bound exceeds the objective value of the currently best candidate solution (i.e.,
the current upper bound) can be skipped, thereby reducing the search space.

11.3.2 Branching Step
We have used the following simple branching rule to select the position 𝑝 in Step 15 of Algorithm 11.1: Take an unconstrained position where the corresponding entry in the decoded
pseudocodeword 𝐩̂ is closest to 1/2. This simple procedure seems to work very well in practice.

11.3.3 The Processing Order of the List 𝐿
The node selection rule, i. e., the method by which a constraint set 𝐹 is selected from 𝐿 in Step 3
of Algorithm 11.1, has great inﬂuence on the overall complexity. The most common schemes
are depth-ﬁrst search, according to LIFO (last in – ﬁrst out) processing of 𝐿, and breadth-ﬁrst
search, where 𝐿 is processed in FIFO (ﬁrst in – ﬁrst out) fashion. Another popular method,
called best-bound search, selects the next constraint set by 𝐹′ = arg minu�∈u� 𝜓̄ (u�)
min,u� , with the
goal of tightening the overall lower bound as fast as possible.
In our experiments, the following mixed strategy has proven to be most eﬃcient. Apply
depth-ﬁrst processing in general, but every 𝑀 iterations, for a ﬁxed integer 𝑀, and only if
𝜓̄ (u�)
min,u� < 𝜏 − 𝛿 for a ﬁxed 𝛿 > 0, where 𝐹 is the constraint set from the previous iteration,
select the next node by the best-bound rule above.

11.4 Improvements
In this section, we present some improvements to the basic algorithm from Section 11.3.

11.4.1 Tuning the ZS Algorithm for Adaptive LP Decoding
A linear inequality constraint of the general form 𝐚 ⋅ 𝐱u� ≤ 𝑏, where 𝐚 and 𝑏 are constants, is
called active at the point 𝐱∗ if it holds with equality for 𝐱 = 𝐱∗ . Otherwise, it is called inactive.
For an LP problem with a set of linear inequality constraints, the optimal solution 𝐱LP is a
vertex of the polytope formed by the hyperplanes of all constraints that are active at 𝐱LP . Thus,
constraints inactive at 𝐱LP can be removed without changing the optimal solution.
The ZS decoding algorithm uses adaptive LP decoding, which implies that a lot of linear
programs (of increasing size in the number of constraints) are solved successively. Consequently,
a simple way to reduce the overall complexity is to remove inactive constraints from time to
time.
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Algorithm 11.1 Maximum-Likelihood Decoding (MLD)
Input: The received LLR vector 𝝀 and the order 𝑖 of re-encoding.
̂ .
Output: An ML decoded codeword 𝐜ML
1: Initialize 𝜏 ← ∞ and 𝐿 ← {∅}
(∅)
2: while 𝐿 ≠ ∅ and 𝜓̄ min,u� < 𝜏 do
3:
Choose and remove a constraint set 𝐹 from 𝐿.
4:
if 𝐹 is valid and 𝜓̄ (u�)
min,u� < 𝜏 then
5:
let (𝐜,̂ 𝐩)̂ ← LUBD(𝝀, 𝐹)
6:
if 𝜓u� (𝐜)̂ < 𝜏 then
̂ ← 𝐜 ̂ and 𝜏 ← 𝜓u� (𝐜)̂
7:
let 𝐜ML
8:
end if
̂
9:
𝜓̄ (u�)
min,u� ← 𝜓u� (𝐩)
10:
if 𝐩̂ is integral then
11:
if 𝜓u� (𝐩)̂ < 𝜏 then
̂ ← 𝐩̂ and 𝜏 ← 𝜓u� (𝐩)̂
12:
let 𝐜ML
13:
end if
14:
else if 𝜓u� (𝐩)̂ < 𝜏 then
15:
choose an unconstrained position 𝑝 based on 𝐩,̂ construct two new constraint
′
sets 𝐹 = 𝐹 ∪ {(𝑝, 0)} and 𝐹″ = 𝐹 ∪ {(𝑝, 1)}, and append them to 𝐿.
16:
end if
17:
end if
18:
if 𝐹 ≠ ∅ then
̃ , where 𝑖 = 0 or 1, and update parent
19:
determine (the unique) 𝐹 ̃ such that 𝐹 = 𝐹↓u�
bounds as follows:
̃
̃
u�)↓u�
u�)↓u�
20:
𝜓̄ (min,u�
← max{𝜓̄ (min,u�
, 𝜓̄ (u�)
min,u� }
21:

̃

̃

̃

̃

u�)
u�)
u�)↓0
u�)↓1
𝜓̄ (min,u�
← max{𝜓̄ (min,u�
, min{𝜓̄ (min,u�
, 𝜓̄ (min,u�
}}
̃

u�)
If 𝜓̄ (min,u�
increased in the previous step, recurse to Step 18 with 𝐹 replaced by 𝐹.̃
23:
end if
24: end while
̂ .
25: Return 𝐜ML

22:
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Algorithm 11.2 Lower and Upper Bound Algorithm (LUBD)
Input: The received LLR vector 𝝀 and a constraint set 𝐹.
̂
Output: The pair (𝐜,̂ 𝐩).
1: Perform SP decoding with order-𝑖 re-encoding on an LLR vector constrained according to
𝐹 as follows:
• +∞ for positions corresponding to 0-constraints.
• −∞ for positions corresponding to 1-constraints.
• The original channel LLRs for positions not in 𝐹.
The resulting decoded codeword is denoted by 𝐜.̂
2: Perform ZS decoding on the received LLR vector 𝝀 with equality constraints according to
𝐹. Denote the decoded pseudocodeword by 𝐩.̂
̂
3: Return the pair (𝐜,̂ 𝐩).
Our implementation uses the dual simplex method for solving LP problems, which is very
eﬀective in the case of iteratively added constraints by employing a warm-start technique that
reuses the basis information of the previously optimal solution (see, e. g., [14] for details). The
removal of constraints, however, is expensive because afterwards a new simplex basis has to be
computed. Thus, we remove the inactive constrains only when the number of constraints in
the current LP problem exceeds 𝑇, for some integer 𝑇. Note that this diﬀers from the algorithm
called MALP-B in [8], where the inactive constraints are removed in each iteration.
Another way to decrease the running-time of the ZS algorithm in some cases is to terminate
the ZS decoder prematurely as soon as the objective value exceeds the current upper bound
𝜏 in Algorithm 11.1. In that event the objective function value cannot possibly be improved
below the current node, and it can be skipped immediately.

11.4.2 Tradeoﬀ Between Tightness and Speed of the ZS Algorithm
The cut-search procedure used in the ZS decoding algorithm yields tight lower bounds on the
MLD solution at the cost of a high number of cuts and thus increased processing time spent in
the LP solver and for Gaussian elimination (see Section 11.2.1). In two diﬀerent ways, a tradeoﬀ
between speed and tightness can be realized. First, limit the maximum number of times 𝑅 that
the search for redundant parity-check cuts is applied, and secondly, only add a cut if the cutoﬀ,
i. e., the distance between the current (infeasible) solution and the cutting hyperplane, exceeds
a ﬁxed quantity 𝛾 > 0.
Our numerical experiments have shown that both approaches help to signiﬁcantly reduce the
running-time complexity of our algorithm. Additionally, for the ﬁrst approach, it has proven
helpful to use a higher value 𝑅bb in those iterations where a best-bound node has been selected
(cf. Section 11.3.3).
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decoder

1.0 dB
u�avg
u�avg

1.5 dB
u�avg u�avg

our alg.
CPLEX

0.81
9.49

0.24
2.95

2.0 dB
u�avg u�avg

2.5 dB
u�avg u�avg

3.0 dB
u�avg u�avg

3.5 dB
u�avg
u�avg

0.005
0.095

1.04
5.4

0.004
0.086

1.004
0.3

0.001
0.02

1.05
4.5

0.0005
0.01

1.002
0.3

0.003
0.03

1.04
4.9

0.0005
0.018

1.003
0.19

2.2

159

0.29
3.5

19
4132

(155,64) Tanner code [9]
51
4795

15
1816

0.05
0.63

3.5
370

0.014
0.17

1.4
61

(155,64) Tanner code [9] with all-zero decoding
our alg.
CPLEX

0.24
3.23

14
2799

0.11
1.16

our alg.
CPLEX

2.2
14.6

9
12364

0.73
4.7

6.6
963

0.025
0.28

2.1
210

0.006
0.06

1.18
38

(204,102) MacKay code [15] with all-zero decoding
30.5
3421

0.15
0.83

6.5
573

0.02
0.12

1.66
61

(127,85) BCH code with all-zero decoding
our alg.
CPLEX

86

7617

67

5855

33

2549

9

655

Table 11.1: Numerical comparison of our proposed algorithm and CPLEX for several codes
using diﬀerent values of the SNR on the AWGN channel. The number 𝑇avg is the
average decoding CPU time per frame in seconds, and 𝑁avg is the average number
of nodes (per frame) processed by the branch-and-bound algorithms. In all cases
but the ﬁrst we used all-zero decoding as described in Section 11.4.3.

11.4.3 Special Case: MLD Performance Simulation
For benchmarking purposes we are only interested in the actual MLD curve, in which case the
MLD algorithm can be simpliﬁed. First, since the underlying code is always linear, the error
probability of MLD is independent of the actual transmitted codeword, thus we can always,
without loss of generality, transmit the all-zero codeword. Furthermore, when the all-zero
codeword is transmitted and a codeword 𝐜 with objective value 𝜓u� (𝐜) < 0 = 𝜓u� (𝟎) has been
identiﬁed, the search can be terminated, since any ML decoder would also fail on this received
LLR vector 𝝀.

11.5 Minimum Distance Computation
The MLD problem is closely related to the computation of the minimum distance 𝑑min of a code
as follows. If the all-zero codeword is explicitly forbidden, then an MLD algorithm with the
input 𝝀 = 𝟏 will output a codeword of minimum weight:
𝑑min (𝒞) = min 𝜓𝟏 (𝐜) =
𝐜∈𝒞⧵{𝟎}

min

𝐜∈conv(𝒞⧵{𝟎})

𝜓𝟏 (𝐜).

(11.4)

Our proposed decoding algorithm can be modiﬁed to exclude the all-zero codeword by the
following changes:
(1) Extend the condition in Step 10 of Algorithm 11.1 to “𝐩̂ is integral and 𝐩̂ ≠ 𝟎”, which
avoids decoding to the all-zero codeword.
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frame error rate

10−1
10−2
10−3
10−4
(127, 85) BCH code
(204, 102) MacKay code
(155, 64) Tanner code
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1

2
3
2.5
3.5
𝐸b /𝑁0 (dB)
Figure 11.2: MLD performance of the codes considered in this paper.
1.5

(2) In the order-𝑖 re-encoding performed in Algorithm 11.2, exclude 𝟎 from the set of candidate
codewords.
Moreover, note that all feasible solutions (i. e., codewords) of (11.4) have an integral objective
value. This allows us to change the right hand side in Steps 2, 4, and 14 to 𝜏 − 1 + 𝜀, for a small
(u�)
𝜀 > 0, since ⌈𝜓̄ (u�)
min,𝟏 ⌉ = 𝜏 implies that 𝜓min,𝟏 ≥ 𝜏.

11.6 Numerical Results
In this section, we present some numerical results for our proposed MLD algorithm, with all
the improvements outlined above in Section 11.4, for several codes on the AWGN channel. We
have used order-2 re-encoding (𝑖 = 2 in Algorithm 11.2), and the open-source GLPK library [16]
to solve the LP problems. The following set of parameters was heuristically found to perform
well for all codes: 𝑀 = 30, 𝛿 = 2, 𝑇 = 100, 𝑅 = 5, 𝑅bb = 100, and 𝛾 = 0.2.
As a benchmark, we use the CPLEX IP solver [3], with the IP formulation named IPD1 in
[2] which was found to be most eﬃcient in that paper. In case of all-zero decoding, we
conﬁgured CPLEX to terminate as soon as a codeword with objective value below zero was
found, mimicking the adaptions of our algorithm described in Section 11.4.3.
We compare the algorithms with respect to both (single-core) average CPU time 𝑇avg and
average number 𝑁avg of branch-and-bound nodes processed per frame. For our algorithm, 𝑁avg
equals the number of times the main loop (Step 2 of Algorithm 11.1) is processed, while for
CPLEX we report the attribute “number of processed nodes”. Note that the latter drops below
one for high SNR, which is probably due to CPLEX’ presolve strategy that establishes optimality
in some cases without ever starting the branch-and-bound procedure.

176

11.6 Numerical Results

(155, 64) Tanner code
(204, 102) MacKay code
(408, 204) MacKay code

𝑑min

𝑇MLD

𝑇CPLEX

𝑁MLD

𝑁CPLEX

20
8
14

137 s
1.6 s
152 s

3682 s
11.49 s
6893 s

42 785
371
9345

21842224
44830
936 570

Table 11.3: Numerical results for minimum distance computation.
All calculations were performed on a desktop PC with an Intel Core i5-3470 CPU (3.2 GHz) and
8 GB of RAM.

11.6.1 Maximum-Likelihood Decoding
A comparison of CPLEX and our MLD algorithm, for the diﬀerent codes outlined below, is
given in Table 11.1, both in terms of 𝑇avg and 𝑁avg . The numbers in the parentheses are for
CPLEX; a dash indicates that CPLEX was not able to decode a suﬃcient number of frames
without running out of memory. The corresponding MLD performance curves are plotted in
Figure 11.2. For the curves, we have counted 100 erroneous frames for each simulation point.
The (155, 64) Tanner code from [9] is often used as a benchmark code, and was also considered
in [8]. For all SNRs, the ZS decoding algorithm showed a performance loss compared to the
MLD curve [8].
As can be seen from Table 11.1, our algorithm is more than 11 times as fast as CPLEX for an
SNR of 1.0 dB. For higher values of the SNR our proposed algorithm is even faster compared to
CPLEX. In the case of all-zero decoding, both algorithms are faster by a factor of 2 to 3, while
the relative performance gain by our algorithm remains roughly the same.
The second example is a (3, 6)-regular (204, 102) LDPC code taken from the online database of
sparse graph codes from MacKay’s website [15] (called 204.33.484 there). As can be seen from
Table 11.1, also for this code, our algorithm is signiﬁcantly faster than CPLEX for all simulated
SNRs.
In order to evaluate the performance of our algorithm for dense codes, Table 11.1 includes
results for the (127, 85) BCH code. CPLEX was not able to decode a signiﬁcant number of
frames for this code, and to our knowledge the MLD curve, as presented in Figure 11.2, was
previously unknown.

11.6.2 Minimum Distance Computation
In the case of computing the minimum distance, we used diﬀerent values for some of the
parameters, namely 𝑀 = 120, 𝑅 = 1, 𝑅bb = 1, and 𝛾 = 0.3. Results are shown in Table 11.3,
which additionally contains the (408, 204) MacKay code (named 408.33.844 at the website [15])
that was used also in [8]. Note that in case of the (155, 64) Tanner code, we can exploit the
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symmetry and ﬁx 𝑐0 = 1 before starting the algorithm. We compare our algorithm to CPLEX
u�−1
with the same formulation as for MLD and the additional constraint ∑u�=0 𝑐u� ≥ 1 to exclude
the all-zero codeword.1
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3-Dimensional Turbo Codes
Eirik Rosnes
Michael Helmling
Alexandre Graell i Amat

In this work, we consider pseudocodewords of (relaxed) linear programming (LP) decoding of 3-dimensional turbo codes (3D-TCs). We present
a relaxed LP decoder for 3D-TCs, adapting the relaxed LP decoder for
conventional turbo codes proposed by Feldman in his thesis. We show
that the 3D-TC polytope is proper and 𝐶-symmetric, and make a connection to ﬁnite graph covers of the 3D-TC factor graph. This connection
is used to show that the support set of any pseudocodeword is a stopping set of iterative decoding of 3D-TCs using maximum a posteriori
constituent decoders on the binary erasure channel. Furthermore, we
compute ensemble-average pseudoweight enumerators of 3D-TCs and
perform a ﬁnite-length minimum pseudoweight analysis for small cover
degrees. Also, an explicit description of the fundamental cone of the
3D-TC polytope is given. Finally, we present an extensive numerical
study of small-to-medium block length 3D-TCs, which shows that 1)
typically (i.e., in most cases) when the minimum distance 𝑑min and/or
the stopping distance ℎmin is high, the minimum pseudoweight (on the
additive white Gaussian noise channel) is strictly smaller than both the
𝑑min and the ℎmin , and 2) the minimum pseudoweight grows with the
block length, at least for small-to-medium block lengths.

Chapter 12 Minimum Pseudoweight Analysis of 3-Dimensional Turbo Codes

12.1 Introduction
Turbo codes (TCs) have gained considerable attention since their introduction by Berrou et
al. in 1993 [1] due to their near-capacity performance and low decoding complexity. The
conventional TC is a parallel concatenation of two identical recursive systematic convolutional
encoders separated by a pseudorandom interleaver. To improve the performance of TCs in
the error ﬂoor region, hybrid concatenated codes (HCCs) can be used. In [2], a powerful HCC
nicknamed 3-dimensional turbo code (3D-TC) was introduced. The coding scheme consists
of a conventional turbo encoder and a patch, where a fraction 𝜆 of the parity bits from the
turbo encoder are post-encoded by a third rate-1 encoder. The value of 𝜆 can be used to trade
oﬀ performance in the waterfall region with performance in the error ﬂoor region. As shown
in [2], this coding scheme is able to provide very low error rates for a wide range of block
lengths and code rates at the expense of a small increase in decoding complexity with respect
to conventional TCs. In a recent work [3], an in-depth performance analysis of 3D-TCs was
conducted. Stopping sets for 3D-TCs were treated in [4]. Finally, we remark that tuned TCs
[5] are another family of HCC ensembles where performance in the waterfall and error ﬂoor
regions can be traded oﬀ using a tuning parameter.
The use of linear programming (LP) to decode turbo-like codes was introduced by Feldman et al.
[6, 7]. They proposed an LP formulation that resembles a shortest path problem, based on the
trellis graph representation of the constituent convolutional codes. The natural polytope for LP
decoding would be the convex hull of all codewords, in which case LP decoding is equivalent to
maximum-likelihood (ML) decoding. However, an eﬃcient description of that polytope is not
known in general, i.e., its description length most likely grows exponentially with the block
length. The formulation proposed by Feldman et al. [6, 7], which grows only linearly with
the block length, is a relaxation in the sense that it describes a superset of the ML decoding
polytope, introducing additional, fractional vertices. The vertices of the relaxed polytope (both
integral and fractional) are what the authors called pseudocodewords in [8].
The same authors also introduced a diﬀerent LP formulation to decode low-density parity-check
(LDPC) codes [7, 8] that has been extensively studied since then by various researchers. For
that LP decoder, Vontobel and Koetter [9] showed that the set of the polytope’s points with
rational coordinates (which in particular includes all of its vertices) is equal to the set of all
pseudocodewords derived from all ﬁnite graph covers of the Tanner graph. In [10], a similar
result was established (but with no proof included) for the case of conventional TCs. Here, we
prove that statement for the case of 3D-TCs.
In this work, we study (relaxed) LP decoding of 3D-TCs, explore the connection to ﬁnite
graph covers of the 3D-TC factor graph [11], and adapt the concept of a pseudocodeword.
Furthermore, we compute ensemble-average pseudoweight enumerators and perform a ﬁnitelength minimum additive white Gaussian noise (AWGN) pseudoweight analysis which shows
that the minimum AWGN pseudoweight grows with the block length, at least for small-tomedium block lengths. Furthermore, we show by several examples and by computer search that
typically (i.e., in most cases) when the minimum distance 𝑑min and/or the stopping distance
ℎmin is high, the minimum AWGN pseudoweight, denoted by 𝑤AWGN
, is strictly smaller than
min
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both the 𝑑min and the ℎmin for these codes. In [12], Chertkov and Stepanov presented an
updated, more eﬃcient (compared to the algorithm from [13]) minimum pseudoweight search
algorithm based entirely on the concept of the fundamental cone [9] of the LDPC code LP
decoder. We will show that such a fundamental cone can be described also for the 3D-TC LP
decoder.
Some other work related to the content of this paper is the work on pseudocodeword analysis
of binary and nonbinary (protograph-based) LDPC and generalized LDPC codes. See, for
instance, [14–16], and references therein. For such codes, the component codes are the trivial
repetition code and single parity-check codes, or in the case of generalized LDPC codes,
more advanced classical linear block codes. However, not much work has been done on
pseudocodeword analysis for turbo-like codes with trellis-based constituent codes. In contrast
to these previous works, the trellis-based approach in this paper is diﬀerent and provides a
pseudocodeword analysis of 3D-TCs that can be adapted also to other trellis-based turbo-like
codes or concatenated codes based on two or more convolutional codes. We remark that some
results on enumerating pseudocodewords for convolutional codes have already been provided
by Boston and Conti in [17, 18]. Finally, it is worth mentioning [19] which presents, among
several results, a combinatorial characterization of the Bethe entropy function in terms of ﬁnite
graph covers of the factor graph under consideration. In particular, a characterization in terms
of the average number of preimages of a pseudomarginal vector of rational entries. In contrast
to the general framework in [19], this paper discusses techniques to numerically deal with
large-degree function nodes representing the indicator function of (long) convolutional codes.
The remainder of the paper is organized as follows. In Section 12.2, we describe the system
model and introduce some notation. In Section 12.3, we describe (relaxed) LP decoding of 3DTCs. The connection to ﬁnite graph covers of the 3D-TC factor graph is explored in Section 12.4.
Ensemble-average pseudoweight enumerators of 3D-TCs are computed in Section 12.5. These
enumerators are subsequently used to perform a probabilistic ﬁnite-length minimum AWGN
pseudoweight analysis of 3D-TCs. Section 12.6, an eﬃcient heuristic for searching for low
AWGN pseudoweight pseudocodewords is discussed. Finally, in Section 12.7, an extensive
numerical study is presented, and some conclusions are drawn in Section 12.8.

12.2 Coding Scheme
A block diagram of the 3D-TC is depicted in Figure 12.1. The information data sequence 𝐮
of length 𝐾 bits is encoded by a binary conventional turbo encoder. By a conventional turbo
encoder we mean the parallel concatenation of two identical rate-1 recursive convolutional
encoders, denoted by 𝐶a and 𝐶b , respectively. Here, 𝐶a and 𝐶b are 8-state recursive convolutional encoders with generator polynomial 𝑔(𝐷) = (1 + 𝐷 + 𝐷3 )/(1 + 𝐷2 + 𝐷3 ), i.e., the 8-state
constituent encoder speciﬁed in the 3GPP LTE standard [20]. The code sequences of 𝐶a and
𝐶b are denoted by 𝐱a and 𝐱b , respectively. We also denote by 𝐱TC the codeword obtained by
alternating bits from 𝐱a and 𝐱b . A fraction 𝜆 (0 ≤ 𝜆 ≤ 1), called the permeability rate, of the
parity bits from 𝐱TC are permuted by the interleaver Πc (of length 𝑁c = 2𝜆𝐾), and encoded by
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Figure 12.1: 3D turbo encoder. A fraction 𝜆 of the parity bits from both constituent encoders
𝐶a and 𝐶b are grouped by a parallel/serial multiplexer, permuted by the interleaver
Πc , and encoded by the rate-1 post-encoder 𝐶c .
an encoder of unity rate 𝐶c with generator polynomial 𝑔(𝐷) = 1/(1 + 𝐷2 ), called the patch
or the post-encoder [2]. This can be properly represented by a puncturing pattern 𝐩 applied
to 𝐱TC (see Figure 12.1) of period 𝑁p containing 𝜆𝑁p ones (where a one means that the bit is
not punctured). Note that the encoder of the patch is like two accumulators, one operating on
the even bits and one operating on the odd bits. The fraction 1 − 𝜆 of parity bits which are
not encoded by 𝐶c is sent directly to the channel. Equivalently, this can be represented by a
puncturing pattern 𝐩,̄ the complement of 𝐩. We denote by 𝐱c the code sequence produced by
ch
𝐶c . Also, we denote by 𝐱ch
a and 𝐱b the sub-codewords of 𝐱a and 𝐱b , respectively, sent directly
to the channel, and by 𝐱ch the codeword obtained by multiplexing (in some order) the bits from
p
p
ch
𝐱ch
a and 𝐱b . Likewise, we denote by 𝐱a and 𝐱b the sub-codewords of 𝐱a and 𝐱b , respectively,
encoded by 𝐶c , and by 𝐱p the codeword obtained by multiplexing (in some order) the bits from
𝐱pa and 𝐱pb . Finally, the information sequence and the code sequences 𝐱ch and 𝐱c are multiplexed
to form the code sequence 𝐱, of length 𝑁 bits, transmitted to the channel. Note that the overall
nominal code rate of the 3D-TC is 𝑅 = 𝐾/𝑁 = 1/3, the same as for the conventional TC without
the patch. Higher code rates can be obtained either by puncturing 𝐱ch or by puncturing the
output of the patch, 𝐱c .
In [2], regular puncturing patterns of period 2/𝜆 were considered for 𝐩. For instance, if
𝜆 = 1/4, every fourth bit from each of the encoders of the outer TC are encoded by encoder
𝐶c . The remaining bits are sent directly to the channel, and it follows that 𝐩 = [11000000] and
𝐩̄ = [00111111]. Note that with this particular puncturing pattern and even with the generator
polynomial 𝑔(𝐷) = 1/(1 + 𝐷2 ) for 𝐶c (which is like two separate accumulators operating on
even and odd bits, respectively), the bit streams 𝐱a and 𝐱b are in general intermingled because
of the interleaver Πc .

12.3 LP Decoding of 3D-TCs
In this section, we consider relaxed LP decoding of 3D-TCs, adapting the relaxation proposed
in [7] for conventional TCs to 3D-TCs.
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Let 𝑇x = 𝑇x (𝑉x , 𝐸x ) denote the information bit-oriented trellis of 𝐶x , x = a, b, c, where the
x
x −1
vertex set 𝑉x partitions as 𝑉x = ⋃u�u�=0
𝑉x,u� , which also induces the partition 𝐸x = ⋃u�u�=0
𝐸x,u� of
the edge set 𝐸x , where 𝐼x is the trellis length of 𝑇x . In the following, the encoders 𝐶x (and their
corresponding trellises 𝑇x ) are assumed (with some abuse of notation) to be systematic, in the
sense that the output bits are preﬁxed with the input bits. Thus, 𝐶x is regarded as a rate-1/2
encoder, and the trellis 𝑇x has an output label containing two bits, for x = a, b, c. Now, let
𝑒 ∈ 𝐸x,u� be an arbitrary edge from the 𝑡th trellis section. The 𝑖th bit in the output label of 𝑒 is
denoted by 𝑐u� (𝑒), 𝑖 = 0, … , 𝑛x,u� − 1, the starting state of 𝑒 as 𝑠u� (𝑒), and the ending state of 𝑒 as
𝑠u� (𝑒), where 𝑛x,u� is the number of bits in the output label of an edge 𝑒 ∈ 𝐸x,u� .
For x = a, b, c, we deﬁne the path polytope 𝒬x to be the set of all 𝐟x ∈ [0, 1]∣u�x∣ satisfying
∑ 𝑓xu� = 1

(12.1a)

u�∈u�x,0

∑ 𝑓xu� = ∑ 𝑓xu� for all 𝑣 ∈ 𝑉x,u� and 𝑡 = 1, … , 𝐼x − 1
u�∈u�x ∶
u�u� (u�)=u�

(12.1b)

u�∈u�x ∶
u�u� (u�)=u�

and let 𝒬 = 𝒬a × 𝒬b × 𝒬c . Note that 𝒬 is the set of all feasible network ﬂows through the
three trellis graphs 𝑇x , x = a, b, c.
Next, we deﬁne the polytope 𝒬Π,Πc as the pairs (𝐲,̃ 𝐟), where 𝐲̃ ∈ [0, 1]u�+2u�u� and 𝐟 =
(𝐟a , 𝐟b , 𝐟c ) ∈ [0, 1]∣u�a∪u�b∪u�c∣ , meeting the constraints
(𝐟a , 𝐟b , 𝐟c ) ∈ 𝒬

(12.2a)

∑ 𝑓xu� = 𝑦u�̃ x(u�x(u�,u�))
u�∈u�x,u� ∶
u�u� (u�)=1
u�−1
∑u�=0 𝑛x,u� + 𝑖, and 𝜌x (⋅)

for 𝑡 = 0, … , 𝐼x − 1,
𝑖 = 0, … , 𝑛x,u� − 1, and x = a, b, c.

(12.2b)

Here, 𝜙x (𝑡, 𝑖) =
denotes the mapping of codeword indices of the
constituent encoder 𝐶x to codeword indices of the overall codeword of the 3D-TC appended
with the 2𝜆𝐾 parity bits from encoders 𝐶a and 𝐶b which are sent to the patch.
Finally, let
𝒬̇ Π,Πc = {𝐲 ∈ [0, 1]u� ∶ ∃𝐲̂ ∈ [0, 1]2u�u� , 𝐟 ∈ 𝒬 with ((𝐲, 𝐲),
̂ 𝐟) ∈ 𝒬Π,Πc }
be the projection of 𝒬Π,Πc onto the ﬁrst 𝑁 variables.
Relaxed LP decoding (on a binary-input memoryless channel) of 3D-TCs can be described by
the linear program
u�−1

minimize ∑ 𝜆u� 𝑦u� subject to 𝐲 ∈ 𝒬̇ Π,Πc

(12.3)

u�=0

where
𝜆u� = log (

Pr{𝑟u� ∣ 𝑐u� = 0}
) , 𝑙 = 0, … , 𝑁 − 1,
Pr{𝑟u� ∣ 𝑐u� = 1}

𝑐u� is the 𝑙th codeword bit, and 𝑟u� is the 𝑙th component of the received vector. If instead of 𝒬̇ Π,Πc
we use the convex hull of the codewords of the 3D-TC, then solving the linear program in (12.3)
is equivalent to ML decoding.
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The notion of a proper and 𝐶-symmetric polytope was introduced in [7, Ch. 4] where the author
proved that the probability of error of LP decoding is independent of the transmitted codeword
on a binary-input output-symmetric memoryless channel when the underlying code is linear
and the polytope is proper and 𝐶-symmetric.
12.1 Proposition: Let 𝐶 denote a given 3D-TC with interleavers Π and Πc . The polytope 𝒬̇ Π,Πc
is proper, i.e., 𝒬̇ Π,Πc ∩ {0, 1}u� = 𝐶 and 𝐶-symmetric, i.e., for any 𝐲 ∈ 𝒬̇ Π,Πc and 𝐜 ∈ 𝐶 it holds
that ∣𝐲 − 𝐜∣ ∈ 𝒬̇ Π,Π .
C
c

Feldman proved a similar statement in the context of LDPC codes (Lemma 5.2 and Theorem 5.4
in [7]). However, note that his proof is based explicitly on the inequalities of the LP formulation
for LDPC codes, and therefore does not generalize to the polytope 𝒬̇ Π,Πc .
In Appendix 12.A, we give a formal proof of both statements in a much more general setting.

12.4 Finite Graph Covers
Let 𝐶 denote a given 3D-TC with interleavers Π and Πc , and constituent codes 𝐶x , x =
a, b, c. The factor graph [11] of 𝐶x , denoted by Γ(𝐶x ), is composed of state, input, parity, and
check vertices. The state vertices 𝑠x,0 , … , 𝑠x,u�x in Γ(𝐶x ) represent state spaces of the length-𝐼x
information bit-oriented trellis 𝑇x of 𝐶x . The 𝑙th check vertex represents the 𝑙th trellis section,
i.e., it is an indicator function for the set of allowed combinations of left state, input symbol,
parity symbol, and right state. A factor graph Γ(𝐶) of 𝐶 is constructed as follows.
(1) Remove all the input vertices of Γ(𝐶b ) by connecting the 𝑙th input vertex of Γ(𝐶a ) to
the Π(𝑙)th check vertex of Γ(𝐶b ).
(2) Remove all the input vertices of Γ(𝐶c ) by connecting the parity vertex (from either Γ(𝐶a )
or Γ(𝐶b )) corresponding to the 𝑙th bit in 𝐱p to the Πc (𝑙)th check vertex of Γ(𝐶c ).
To construct a degree-𝑚 cover of Γ(𝐶), denoted by Γ(u�) (𝐶), we ﬁrst make 𝑚 identical copies of
Γ(𝐶). Now, any permutation of the edges, denoted by 𝐸 = 𝐸(Γ(u�) (𝐶)), connecting the copies
of the constituent factor graphs Γ(𝐶x ) such that the following conditions are satisﬁed, will
give a valid cover of Γ(𝐶).
(1) The 𝑚 copies of the 𝑙th input vertex of Γ(𝐶a ) should be connected by a one-to-one
mapping (or permutation) to the 𝑚 copies of the Π(𝑙)th check vertex of Γ(𝐶b ).
(2) The 𝑚 copies of the parity vertex (from either Γ(𝐶a ) or Γ(𝐶b )) corresponding to the 𝑙th
bit in 𝐱p should be connected by a permutation to the 𝑚 copies of the Πc (𝑙)th check
vertex of Γ(𝐶c ).
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Figure 12.2: Factor graph of a nominal rate-1/3 3D-TC with 𝜆 = 1/4, using the regular
puncturing pattern 𝐩 = [11000000].

Figure 12.3: Degree-2 cover of the factor graph in Figure 12.2. The six rectangular blue boxes
are permutations of size 2 that can be chosen arbitrarily. The nodes highlighted in
yellow and pink belong to the ﬁrst and second cover copy, respectively.
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(0)
(u�−1)
The corresponding code is denoted by 𝐶(u�) . Let 𝐱(u�) = (𝑥(0)
, … , 𝑥(u�−1)
0 , … , 𝑥u�−1 , … , 𝑥0
u�−1 )
(u�)
denote a codeword in 𝐶 , deﬁne

𝜔u�

(𝐱(u�) )

|{𝑖 ∶ 𝑥(u�)
u� = 1}|
=
𝑚

and let 𝝎 = 𝝎(𝐱(u�) ) = (𝜔0 (𝐱(u�) ), … , 𝜔u�−1 (𝐱(u�) )). Now, 𝝎 as deﬁned above is said to be a
graph-cover pseudocodeword of degree 𝑚.
12.2 Example: Figure 12.2 depicts the factor graph of a nominal rate-1/3 3D-TC with 𝜆 = 1/4
and input length 𝐾 = 4, using the regular puncturing pattern 𝐩 = [11000000]. The upper part
to the left is the factor graph of 𝐶a , the lower part to the left is the factor graph of 𝐶b , and
the right part is the factor graph of 𝐶c . The brown squares in the graph are check vertices
corresponding to trellis sections. The single circles are input and parity vertices, and the
double circles are state vertices. Figure 12.3 depicts a degree-2 cover of the factor graph from
Figure 12.2. The six small blue rectangular boxes are permutations of size 2 that can be chosen
arbitrarily.
C
12.3 Proposition: The following statements are true:
(1) The points in 𝒬̇ Π,Πc ∩ ℚu� are in one-to-one correspondence with 𝒫Π,Πc , where ℚ is the
set of rational numbers and 𝒫Π,Πc is the set of all graph-cover pseudocodewords from all
ﬁnite graph covers of the 3D-TC factor graph.
(2) All vertices of 𝒬̇ Π,Πc have rational entries.

C

A similar result was proved in [9] for LDPC codes. We give a formal proof for the case of
3D-TCs in Appendix 12.B. It is inspired by the one in [9], but is a bit more involved because
pseudocodewords are deﬁned only indirectly by a linear image of the polytope 𝒬. Note that
our proof does not depend on the detailed set-up of 3D-TCs, so it can be extended to all sorts of
turbo-like coding schemes.
When decoding 3D-TCs by solving the linear program in (12.3), there is always a vertex of
𝒬̇ Π,Πc at which the optimum value is attained. We can therefore assume that the LP decoder
always returns a vertex and hence, by Proposition 12.3, a (graph-cover) pseudocodeword.
Furthermore, the pseudoweight on the AWGN channel of a nonzero pseudocodeword 𝝎 is
deﬁned as [9, 21]
u�−1

‖𝝎‖21 (∑u�=0 𝜔u� )
𝑤AWGN (𝝎) =
=
u�−1
‖𝝎‖22
∑u�=0 𝜔2u�

2

(12.4)

where ‖⋅‖u� is the ℓu� -norm of a vector.
12.4 Proposition: Let 𝐶 denote a given 3D-TC with interleavers Π and Πc . For any pseudocodeword 𝝎, the support set 𝜒(𝝎) of 𝝎, i.e., the index set of the nonzero coordinates, is a stopping set
according to [4, Def. 1]. Conversely, for any stopping set 𝒮 = 𝒮(Π, Πc ) of the 3D-TC there exists
a pseudocodeword 𝝎 with support set 𝜒(𝝎) = 𝒮.
C
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Proof. This result can be proved in the same manner as the corresponding result for conventional TCs [10, Lem. 2]. The proof given in [10] is based on the linearity of the subcodes 𝐶ā and
𝐶b̄ (from the stopping set deﬁnition in [10, Def. 1]). For 3D-TCs the same proof applies using
the linearity of all the three subcodes 𝐶â , 𝐶b̂ , and 𝐶ĉ from [4, Def. 1].

As a consequence of Proposition 12.4, it follows that 𝑤AWGN
of 𝐶 is upper-bounded by the
min
ℎmin of 𝐶.
We remark that the 𝑑min can be computed exactly by solving the integer program in (12.3)
with 𝜆u� = 1 for all 𝑙, with integer constraints on all the ﬂow variables 𝐟 in (12.1) and (12.2),
u�−1
i. e., 𝑓u� ∈ {0, 1} for all 𝑙, and with the constraint ∑u�=0 𝑦u� ≥ 1 to avoid obtaining the all-zero
codeword (see [22, Prop. 3.6]). The exact 𝑑min of 3D-TCs has not been computed before in the
literature, but will be computed later in this paper for several codes. For instance, in [3], only
estimates of 𝑑min were provided. Finally, note that the exact ℎmin can be computed in a similar
manner using extended trellis modules in 𝑇x (see [23] for details).

12.5 Ensemble-Average Pseudoweight Enumerators
In this section, we describe how to compute the ensemble-average pseudoweight enumerator of
3D-TCs for a given graph cover degree 𝑚.
Here, we ﬁrst introduce the concept of a pseudocodeword vector-weight enumerator (PCVWE)
u�x
x
𝒫u�
𝐰,𝐡 of the constituent code 𝐶x . In particular, 𝒫𝐰,𝐡 is the number of pseudocodewords in the
constituent code 𝐶x , x = a, b, c, of Hamming vector-weight 𝐡 = (ℎ1 , … , ℎu� ) corresponding
to input sequences of Hamming vector-weight 𝐰 = (𝑤1 , … , 𝑤u� ). The pseudocodewords of a
constituent code 𝐶x are obtained as follows. Let 𝐶(u�)
x denote the degree-𝑚 cover of constituent
code 𝐶x , which is obtained by concatenating 𝐶x by itself 𝑚 times, i.e.,
𝐶(u�)
x = {(𝐱0 , … , 𝐱u�−1 ) ∶ 𝐱u� ∈ 𝐶x , ∀𝑖 ∈ {0, … , 𝑚 − 1}} .
Now, let

(0)
(u�−1)
𝐱(u�) = (𝑥(0)
, … , 𝑥(u�−1)
0 , … , 𝑥u�x −1 , … , 𝑥0
u�x −1 )

(u�)
(u�)
denote a codeword in 𝐶(u�)
x , where (𝑥0 , … , 𝑥u�x −1 ) is a codeword in 𝐶x for all 𝑖, 0 ≤ 𝑖 ≤ 𝑚 − 1,
and 𝑁x is the block length of 𝐶x . The corresponding unnormalized pseudocodeword is
u�−1

u�−1

u�=0

u�=0

(u�)
𝝎(𝐱(u�) ) = ( ∑ 𝑥(u�)
0 , … , ∑ 𝑥u�x −1 )

(12.5)

where addition is integer addition, which means that each component of a pseudocodeword is
an integer between 0 and 𝑚. The 𝑗th component ℎu� of the vector-weight 𝐡 = (ℎ1 , … , ℎu� ) of the
pseudocodeword in (12.5) is the number of components in the pseudocodeword with value 𝑗,
i.e.,
u�−1

ℎu� = ∣{𝑙 ∶ ∑ 𝑥(u�)
u� = 𝑗 and 𝑙 ∈ {0, … , 𝑁x − 1}}∣ .
u�=0
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The PCVWE of constituent code 𝐶x can be computed using a nonbinary trellis constructed from
the ordinary (information bit-oriented) trellis 𝑇x . This trellis will be called the pseudocodeword
PC
trellis and is denoted by 𝑇PC
x,u� for constituent code 𝐶x . The procedure to construct 𝑇x,u� from 𝑇x
is described below.

12.5.1 Constructing 𝑇PC
x,u� From 𝑇x
PC
PC
PC
PC
PC
The pseudocodeword trellis 𝑇PC
x,u� = 𝑇x,u� (𝑉x,u� , 𝐸x,u� ), where 𝑉x,u� is the vertex set and 𝐸x,u� is
the edge set, can be constructed from the trellis 𝑇x in the following way. First, deﬁne the sets
u�

̃
⏞⏞⏞⏞⏞⏞⏞⏞⏞
𝑉PC
x,u�,u� = 𝑉x,u� × 𝑉x,u� × ⋯ × 𝑉x,u�
(0)
(u�−1)
(u�−1)
(u�)
̃
𝐸PC
), (𝑣(0)
)) ∶ (𝑣(u�)
r , … , 𝑣r
x,u�,u� = {((𝑣l , … , 𝑣l
l , 𝑣r ) ∈ 𝐸x,u� , ∀𝑖 ∈ {0, … , 𝑚 − 1}}

where the time index 𝑡 runs from 0 to 𝐼x (resp. 𝐼x − 1) for the vertices (resp. edges). The label
(u�−1)
(u�−1)
̃
of an edge ((𝑣(0)
), (𝑣(0)
)) ∈ 𝐸PC
r , … , 𝑣r
x,u�,u� is the integer sum of the labels of its
l , … , 𝑣l
(u�) (u�)
constituent edges (𝑣l , 𝑣r ) ∈ 𝐸x,u� for all 𝑖, 0 ≤ 𝑖 ≤ 𝑚 − 1, which makes the trellis (to be
constructed below) nonbinary in general.
Let Ψ(⋅) denote a permutation that reorders the components of a vertex (𝑣(0) , … , 𝑣(u�−1) ) ∈
̃
𝑉PC
x,u�,u� according to their labels in a nondecreasing order. As an example, for 𝑚 = 3,
Ψ(𝑣1 , 𝑣0 , 𝑣2 ) = (𝑣0 , 𝑣1 , 𝑣2 ) and

Ψ(𝑣2 , 𝑣1 , 𝑣0 ) = (𝑣0 , 𝑣1 , 𝑣2 ),

assuming that vertex 𝑣u� has label 𝑖. Now, deﬁne the vertex set 𝑉PC
x,u�,u� by expurgating vertices
̃x,u�,u� as follows:
from the vertex set 𝑉PC
(0)
(u�−1) ) ∶ (𝑣(0) , … , 𝑣(u�−1) ) ∈ 𝑉PC
̃
𝑉PC
x,u�,u� = {Ψ(𝑣 , … , 𝑣
x,u�,u� } .
PC
̃
The edge set 𝐸PC
x,u�,u� is deﬁned by expurgating edges from the edge set 𝐸x,u�,u� as follows:
(0)
(u�−1)
(u�−1)
𝐸PC
), Ψ(𝑣(0)
)),
r , … , 𝑣r
x,u�,u� = {(Ψ(𝑣l , … , 𝑣l
(u�−1)
(u�−1)
̃
∀ ((𝑣(0)
), (𝑣(0)
)) ∈ 𝐸PC
r , … , 𝑣r
x,u�,u� }
l , … , 𝑣l

where all duplicated edges (edges with the same left and right vertex and edge label) are
expurgated. The ﬁnal pseudocodeword trellis is constructed by concatenating the trellis sections
PC
PC
PC
𝑇PC
x,u�,u� = 𝑇x,u�,u� (𝑉x,u�,u� , 𝐸x,u�,u� ), 𝑡 = 0, … , 𝐼x − 1.
As an example, in Figure 12.4, we show both the standard trellis section 𝑇x,u� (on the left) and
the pseudocodeword trellis section 𝑇PC
x,u�,u� for 𝑚 = 2 (on the right), both being invariant of the
time index 𝑡, of the accumulator code with generator polynomial 1/(1 + 𝐷). Note that for the
pseudocodeword trellis section there are two edges with labels 2/1 and 0/1, respectively, from
the middle vertex to the middle vertex.
|u�x,u� |
PC
2
12.5 Lemma: For 𝑚 = 2, |𝑉PC
x,u�,u� | = |𝑉x,u� | + ( 2 ) and |𝐸x,u�,u� | = 2|𝑉x,u� | + |𝑉x,u� |.
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The proof of this lemma is given in Appendix 12.C.
For a 4-state encoder this means 10 states, and for an 8-state encoder this means 36 states. For
an accumulator we only have 3 states as can be seen in Figure 12.4 (the right trellis section).
Similar formulas for the number of vertices and edges can be derived for 𝑚 > 2, but are omitted
for brevity here.
Now, we deﬁne an equivalence relation on the set of pseudocodewords as follows. The pseudocodewords 𝝎1 and 𝝎2 are said to be equivalent if and only if there exists a positive real
number Δ such that 𝝎1 = Δ ⋅ 𝝎2 , i.e., they are scaled versions of each other. As a consequence
only a single pseudocodeword from an equivalence class can be a vertex of the decoding polytope, which justiﬁes counting equivalence classes only. Running a Viterbi-like algorithm (see
Section 12.5.2 below for details) on the pseudocodeword trellis 𝑇PC
x,u� constructed above, will, in
general, count pseudocodewords from the same equivalence class.
However, counting pseudocodewords instead of their equivalence classes does not violate the
bounding argument of Section 12.5.5 below, but may lead to a loose bound. For 𝑚 = 2, for
instance, these duplicates can be removed by a simple procedure which removes all terms of
x
𝒫u�
𝐰,𝐡 with vector-weights (𝐰, 𝐡) = ((0, 𝑤), (0, ℎ)).
As a ﬁnal remark, the issue of counting pseudocodewords from the same equivalence class is
not considered in [14, 24] in the context of LDPC code ensembles.
x
12.5.2 Computing the PCVWE 𝒫u�
𝐰,𝐡
x
The computation of the PCVWE 𝒫u�
𝐰,𝐡 for a constituent code 𝐶x can be performed (for a
given cover degree 𝑚) on the corresponding pseudocodeword trellis 𝑇PC
x,u� , similarly to the
computation (on the trellis 𝑇x ) of the input-output weight enumerator. The algorithm performs
𝐼x steps in the trellis. At trellis depth 𝑡, and for each state 𝑠, it computes the partial enumerator
x
𝒫u�
𝐰,𝐡 (𝑡, 𝑠) giving the number of paths in the trellis merging to state 𝑠 at trellis depth 𝑡 with
x
input vector-weight 𝐰 and output vector-weight 𝐡. In particular, 𝒫u�
𝐰,𝐡 (𝑡, 𝑠) is computed from
u�
u�
u�
u�
x
𝒫u�
𝐰,𝐡 (𝑡 − 1, 𝑠 (𝑒)) by considering all edges 𝑒 = (𝑠 (𝑒), 𝑠 (𝑒)) from starting state 𝑠 (𝑒) (at time
u�
𝑡 − 1) to ending state 𝑠 (𝑒) = 𝑠 (at time 𝑡) according to the dynamic programming principle.
u�x
x
Finally, 𝒫u�
𝐰,𝐡 = 𝒫𝐰,𝐡 (𝐼x , 𝑠0 ), where 𝑠0 denotes the all-zero state.

u�
u�
The number of required computations per trellis section is |𝐸PC
x,u�,u� | ⋅ 𝑤max ⋅ ℎmax , where 𝑡 =
0, … , 𝐼x − 1 and 𝑤max (resp. ℎmax ) is the maximum entry of 𝐰 (resp. 𝐡) that we consider. Note
that the computational complexity and the memory requirements scale exponentially with the
cover degree 𝑚 (𝑚 = 1 corresponds to the codeword input-output weight enumerator).

12.5.3 Average Pseudoweight Enumerator With Random Puncturing Pattern 𝐩
We assume a random puncturing pattern for 𝐩. In particular, the puncturing patterns are
sampled uniformly at random from the ensemble of puncturing patterns 𝐩 with a fraction of 𝜆
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Figure 12.4: The standard trellis section 𝑇x,u� (on the left) and the pseudocodeword trellis section
𝑇PC
x,u�,u� (on the right), both being invariant of the time index 𝑡, of the accumulator
code for 𝑚 = 2. Note that for the pseudocodeword trellis section there are two
edges with labels 2/1 and 0/1, respectively, from the middle vertex to the middle
vertex. The vertices of the pseudocodeword trellis section are labeled according to
the vertex labeling of the standard trellis section on the left.
ones. Now, using the concept of uniform interleaver, the ensemble-average pseudocodeword
input-output vector-weight enumerator is
𝒫̄ 𝐰,𝐡 =

u�b
a
𝒫u�
𝐰,𝐪a 𝒫𝐰,𝐪−𝐪a
∑
u�
𝐪,𝐪a ,𝐧 (u� ,u� ,…,u� )
1 2
u�

2u�−∑

u�

⋅

u�

u�u�
)
u�=1 u�u�

[∏u�=1 (u�u�u�u�)] (2u�u�−∑u�=1
u�
2u�
(2u�u�
)

⋅

c
𝒫u�
𝐧,𝐡−𝐰−𝐪+𝐧

(u�1,u�2u�u�
)
2 ,…,u�u�

(12.6)

where 𝒫̄ 𝐰,𝐡 gives the average number (over all interleavers) of unnormalized pseudocodewords
of input vector-weight 𝐰 and output vector-weight 𝐡. In (12.6),
𝐾
𝐾!
(
)=
,
u�
𝑤1 , 𝑤2 , … , 𝑤u�
𝑤1 ! ⋯ 𝑤u� ! (𝐾 − ∑u�=1 𝑤u� )!
𝐪a is the output vector-weight from the constituent code 𝐶a , 𝐪 is the total output vector-weight
from the outer turbo code, and 𝐧 is input vector-weight for the inner constituent code 𝐶c .
We remark that (12.6) can be seen as a nonbinary version of [3, Eq. (2)].
Now, the ensemble-average pseudoweight enumerator on channel ℋ is
𝒫̄ ℋ
u� = ∑
𝐰

∑

𝒫̄ 𝐰,𝐡

𝐡∶
u�ℋ (𝐡)=u�

where 𝑤ℋ (𝐡) is the weight metric on ℋ. For instance, if ℋ is the AWGN channel, then
u�

2

u�

𝑤ℋ (𝐡) = (∑ 𝑗 ⋅ ℎu� ) / ∑ 𝑗2 ⋅ ℎu�
u�=1

u�=1
u�

and if ℋ is the binary erasure channel, then 𝑤ℋ (𝐡) = ∑u�=1 ℎu� .
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12.5.4 Average Pseudoweight Enumerator With Regular Puncturing Pattern 𝐩
In a similar fashion as for the case with a random puncturing pattern 𝐩, we can modify [3,
Eq. (3)] to arrive at a similar expression (to (12.6)) for the ensemble-average pseudocodeword
input-output vector-weight enumerator. Details are omitted for brevity.

12.5.5 Finite-Length Minimum Pseudoweight Analysis
The ensemble-average pseudoweight enumerator 𝒫̄ ℋ
u� can be used to bound the minimum
pseudoweight on ℋ, denoted by 𝑤ℋ
,
of
the
3D-TC
ensemble in the ﬁnite-length regime.
min
In particular, the probability that a code randomly chosen from the ensemble has minimum
pseudoweight 𝑤ℋ
min < 𝑤̄ on ℋ is upper-bounded by [25]
<u�̄

Pr(𝑤ℋ
̄ ≤ ∑ 𝒫̄ ℋ
u� .
min < 𝑤)

(12.7)

u�>0

The upper bound in (12.7) can be used to obtain a probabilistic lower bound on the minimum
pseudoweight of a code ensemble. For a ﬁxed value of 𝜖, where 𝜖 is any positive value between
0 and 1, we deﬁne the probabilistic lower bound with probability 𝜖, denoted by 𝑤ℋ
min,LB,u� , to be
the largest real number 𝑤̄ such that the right-hand side of (12.7) is at most 𝜖. This guarantees
that Pr(𝑤ℋ
̄ ≥ 1 − 𝜖.
min ≥ 𝑤)

12.6 Searching for the Minimum Pseudoweight
In this section, we present an eﬃcient heuristic to search for low-weight pseudocodewords of
3D-TCs. We use the recently published improved minimum pseudoweight estimation algorithm
by Chertkov and Stepanov [12]. In the following, we review that algorithm, restated for 3D-TCs
and in a more convenient language.
Recall that the determination of 𝑤AWGN
amounts to minimizing (12.4) over all nonzero vertices
min
̇
of 𝒬Π,Πc . Some important observations allow us to state an equivalent but simpler problem.
Koetter and Vontobel [26] already noted that
𝑤AWGN
=
min

min

u�∈conic(𝒬̇ Π,Πc )
u�≠𝟎

𝑤AWGN (𝝎)

where conic(𝒬̇ Π,Πc ) is the conic hull of 𝒬̇ Π,Πc (also termed the fundamental cone). The
statement follows immediately from the fact that 𝑤AWGN (𝝎) = 𝑤AWGN (𝜏𝝎) for any pseudocodeword 𝝎 and for all 𝜏 > 0. The same property allows us to further restrict the search
region to the conic section
ℱsec = conic(𝒬̇ Π,Πc ) ∩ {𝝎 ∶ ‖𝝎‖1 = 1}
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because every nonzero pseudocodeword may be scaled to satisfy the normalizing condition
without changing the pseudoweight. The beneﬁt of this step is twofold: First, in contrast to
(12.6) the domain of optimization now is a polytope that can be stated explicitly by means
of (in)equalities. Secondly, minimizing the pseudoweight 𝑤AWGN (𝝎) = ‖𝝎‖21 /‖𝝎‖22 now is
equivalent to maximizing ‖𝝎‖22 , since the numerator is constant on ℱsec .
We are thus in the situation of maximizing a convex function (‖⋅‖22 ) on a convex polytope. While
this is an NP-hard problem in general, the following heuristic proposed in [12] gives very good
results in practice.
For 𝝎 ∈ ℱsec , it holds that

1
,
𝑁
where 𝟏/𝑁 = (1, … , 1)/𝑁, i.e., our goal is to maximize, within ℱsec , the distance to the central
point 𝟏/𝑁 (the constant u�1 does not aﬀect maximization). Chertkov and Stepanov proposed
to ﬁrst generate a random point 𝝎(0) ≠ 𝟏/𝑁 on ℱsec , serving as the initial search direction.
Then, the linear program
‖𝝎‖22 = ‖𝝎 − 𝟏/𝑁‖22 +

𝝎(u�+1) = arg max (𝝎(u�) − 𝟏/𝑁)𝝎u� subject to 𝝎 ∈ ℱsec
where (⋅)u� denotes the transpose of its argument, is solved iteratively until the stopping criterion
𝝎(u�+1) = 𝝎(u�) is reached. In each iteration, ∥𝝎(u�) − 𝟏/𝑁∥1 increases and therefore ∥𝝎(u�) − 𝟏/𝑁∥2
increases as well, and the result is a local maximum. The search is repeated for an arbitrary
number of times in diﬀerent random directions.
In the case of LDPC codes which are covered in [12], an explicit description of the polytope
in question by means of inequalities is available, thus the fundamental cone can be described
explicitly as well by omitting those inequalities which are not tight at 𝝎 = 𝟎 [26]. This is
however not the case for the polytope 𝒬̇ Π,Πc which is only implicitly given as the projection
of 𝒬Π,Πc onto 𝐲. Instead, as we will now show, the cone can be obtained by dropping upper
bound constraints on all variables while ensuring that the total ﬂow is equal on all three trellis
graphs.
∣u�x ∣
x
For x = a, b, c, let 𝒬u�
x be deﬁned as the set of all 𝐟 ∈ ℝ≥0 , where ℝ is the real numbers,
satisfying (12.1b) and the following modiﬁed version of (12.1a):

∑ 𝑓xu� = 𝜏
u�∈u�x,0

and let
ℱ = {𝐟 = (𝐟a , 𝐟b , 𝐟c ) ∶ ∃𝜏 > 0 ∶ 𝐟x ∈ 𝒬u�
x for x = a, b, c}
which is, like 𝒬, the set of all network ﬂows in the trellis graphs, but now with an arbitrary
positive total ﬂow 𝜏 instead of 1. Analogously to 𝒬Π,Πc , we deﬁne ℱΠ,Πc as the set of (𝐲,̃ 𝐟)
where 𝐲̃ ∈ ℝu�+2u�u�
and 𝐟 = (𝐟a , 𝐟b , 𝐟c ) ∈ ℱ and additionally (12.2b) is satisﬁed. The following
≥0
lemma shows that the projection of ℱΠ,Πc onto 𝐲 indeed yields the fundamental cone of 3D-TC
LP decoding.
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Figure 12.5: Estimated 𝑤AWGN
, using the algorithm from [13] (which is straightforward to
min
apply to 3D-TCs), and exact 𝑑min for 3D-TCs with 100 randomly selected pairs of
interleavers (blue plus signs) and with 100 randomly selected pairs of QPP-based
interleavers (green x-marks). The diagonal line gives the trivial upper bound of
𝑑min on 𝑤AWGN
provided by Proposition 12.4. 𝐾 = 128 and 𝑅 = 1/3.
min
12.6 Lemma: Let ℱ̇ Π,Πc be the projection of ℱΠ,Πc onto the ﬁrst 𝑁 variables. Then, ℱ̇ Π,Πc =
conic(𝒬̇ Π,Πc ).
C
See Appendix 12.D on page 207 for a proof.

12.7 Numerical Results
In this section, we present some numerical results when the interleaver pair (Π, Πc ) is taken
from the set of all possible interleaver pairs, and when it is taken from the set of pairs of quadratic
permutation polynomials (QPPs) over integer rings. Permutation polynomial based interleavers
over integer rings for conventional TCs were ﬁrst proposed in [27]. These interleavers are
fully algebraic and maximum contention-free [28], which makes them very suitable for parallel
implementation in the turbo decoder. QPP-based interleavers for conventional TCs were also
recently adopted for the 3GPP LTE standard [20]. We remark that for the results below, 𝜆 = 1/4
and the regular puncturing pattern 𝐩 = [11000000] are assumed. As shown in [3], 𝜆 = 1/4
gives a suitable trade-oﬀ between performance in the waterfall and error ﬂoor regions. Finally,
we emphasize that all the numerical estimates of the 𝑑min and 𝑤AWGN
given below are actually
min
also upper bounds on the exact values.
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12.7.1 Ensemble-Average Results for 𝐾 = 128 and 𝑅 = 1/3
In Figure 12.5, we present the exact 𝑑min and an estimate of 𝑤AWGN
(which is also an upper
min
bound), denoted by 𝑤̂ AWGN
,
of
unpunctured
3D-TCs
with
𝐾
=
128
and
with 100 randomly
min
selected pairs of interleavers (Π, Πc ) (blue plus signs). The corresponding results with QPPbased interleaver pairs (and with no constraints on the inverse polynomials) are also displayed
(green x-marks). For all codes, except 11, the estimated 𝑤AWGN
is at most equal to the 𝑑min .
min
AWGN
The values of 𝑤min
were estimated using the algorithm from [13] (which is straightforward
to apply to 3D-TCs) with a signal-to-noise ratio (SNR) of 2.0 dB and 500 evaluations of the
algorithm, while the 𝑑min was computed exactly as described in the second paragraph following
the proof of Proposition 12.4. Note that when the 𝑑min is strictly smaller than the estimated
𝑤AWGN
(points above the diagonal line), the estimation algorithm from [13] was unable to
min
provide an estimate that beats the trivial upper bound provided by Proposition 12.4. From the
ﬁgure, it follows that QPPs give better codes (can provide a higher 𝑑min and a higher 𝑤̂ AWGN
),
min
and that 𝑤AWGN
is
strictly
lower
than
𝑑
for
most
codes
when
the
𝑑
is
large.
As
a
side
min
min
min
remark, the algorithm from Section 12.6 gives slightly worse results (the average 𝑤̂ AWGN
min
increases by approximately 0.05) than with the algorithm from [13] with the same number of
runs (500) per instance. However, the algorithm from Section 12.6 is signiﬁcantly faster.

12.7.2 Exhaustive/Random Search Optimizing 𝑤AWGN
min
In this subsection, we present the results of a computer search for pairs of QPPs with a quadratic
inverse for 𝐾 = 128, 256, and 320 for unpunctured 𝑅 = 1/3 3D-TCs. The objective of the search
was to ﬁnd pairs of QPPs giving a large estimated 𝑤AWGN
. To speed up the search, an adaptive
min
threshold on the minimum AWGN pseudoweight 𝑤AWGN
was set in the search, in the sense
min
that if a pseudocodeword of AWGN pseudoweight smaller than the threshold was found, then
this particular candidate pair of QPPs was rejected.
For 𝐾 = 128, we performed an exhaustive search over all 217 pairs of QPPs (with a quadratic
inverse). The minimum AWGN pseudoweight was estimated using the algorithm from [13]
(which is straightforward to apply to 3D-TCs) with an SNR of 1.7 dB and 500 evaluations of
the algorithm.
In Figure 12.6, we plot the exact 𝑑min (red circles), the exact ℎmin (green x-marks), and 𝑤̂ AWGN
min
(blue plus signs) of the 75 3D-TCs with the best 𝑤̂ AWGN
. For each point in the ﬁgure, the
min
𝑥-coordinate corresponds to the sample index (the results are ordered by increasing 𝑑min ), while
the 𝑦-coordinate is either the exact 𝑑min , the exact ℎmin , or 𝑤̂ AWGN
. From the ﬁgure, we observe
min
that the best 𝑤AWGN
(which
is
at
most
30.2139)
is
strictly
smaller
than
the best possible 𝑑min or
min
ℎmin . The best possible 𝑑min was established to be 38 (exhaustive search), and for this particular
code ℎmin = 36, but the estimate of 𝑤AWGN
is not among the 75 best; it is only 29.6042 (see
min
Table 12.7 which shows the results of an exhaustive/random search optimizing the 𝑑min for
pairs of QPPs with a quadratic inverse).
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Figure 12.6: Exact 𝑑min (red circles), exact ℎmin (green x-marks), and 𝑤̂ AWGN
(blue plus signs)
min
of the 75 best (in terms of 𝑤̂ AWGN
)
QPP-based
interleaver
pairs
for
the 3D-TC with
min
input block length 𝐾 = 128 and code rate 𝑅 = 1/3.
For 𝐾 = 256, only a partial search has been conducted. The largest found value for 𝑤̂ AWGN
,
min
after taking about 180000 samples, which is close to 17% of the whole space, is 43.0335. As
for 𝐾 = 128, the minimum AWGN pseudoweight was estimated using the algorithm from [13]
(which is straightforward to apply to 3D-TCs) with an SNR of 1.7 dB and 500 evaluations of
the algorithm.
For 𝐾 = 320, we again performed an exhaustive search over the 218 pairs of QPPs with a
quadratic inverse. This time we used the algorithm presented in Section 12.6 with 500 iterations
per code. The largest estimated minimum pseudoweight 𝑤̂ AWGN
that we found was 46.0612,
min
which is considerably larger than that for the code in Table 12.7 (which shows the results of an
exhaustive/random search optimizing the 𝑑min for pairs of QPPs with a quadratic inverse).

12.7.3 Exhaustive/Random Search Optimizing 𝑑min
We also performed an exhaustive/random search optimizing the 𝑑min for pairs of QPPs with a
quadratic inverse for selected values of 𝐾 for unpunctured 𝑅 = 1/3 3D-TCs. For 𝐾 = 128, 160,
192, and 208, the search was exhaustive, in the sense that each pair of interleavers was looked
at. In the search, the 𝑑min was estimated using the triple impulse method [29]. The results are
given in Table 12.7 for selected values of 𝐾, where 𝑓(𝑥) = 𝑓1 𝑥 + 𝑓2 𝑥2 (mod 𝐾) generates the TC
̂ and
̃ = 𝑓1̃ 𝑥 + 𝑓2̃ 𝑥2 (mod 𝑁c ) generates the permutation in the patch, and 𝑑min
interleaver, 𝑓(𝑥)
AWGN
AWGN
𝑤̂ min
denote the estimated 𝑑min and the estimated 𝑤min , respectively. The estimates of
AWGN
𝑤min
were obtained by using the algorithm from [13] (which is straightforward to apply to
3D-TCs) with SNR and number of evaluations of the algorithm given in the ninth and tenth
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𝐾
128 a
160 a
192 a
208 a
256
320
512 c

𝑓1

𝑓2

𝑁c

𝑓1̃

𝑓2̃

̂
𝑑min

𝑤̂ AWGN
min

SNR

Evaluations

55
131
35
165
239
183
175

96
60
24
182
192
280
192

64
80
96
104
128
160
256

9
9
11
37
37
57
15

16
20
12
26
32
20
192

38 b
42 b
46
49
52
58
67

29.6042
30.0000
32.9046
36.3370
42.7816
41.3818
45.5872

2.0 dB
1.7 dB
1.7 dB
1.7 dB
1.7 dB
1.7 dB
2.0 dB

2000
500
500
500
500
500
500

Table 12.7: Results from an exhaustive/random search for pairs of QPPs with 𝜆 = 1/4, both
with a quadratic inverse, in which the ﬁrst QPP 𝑓(𝑥) = 𝑓1 𝑥 + 𝑓2 𝑥2 (mod 𝐾) generates
̃ = 𝑓1̃ 𝑥 + 𝑓2̃ 𝑥2 (mod 𝑁c ) generates the
the TC interleaver and the second QPP 𝑓(𝑥)
permutation in the patch. Moreover, terms like “SNR” are explained in the text.
a

b
c

̂ is an upper bound on the optimum u�min (the
Exhaustive search, which implies that the corresponding u�min
̂ is exact) for this input block length.
true optimum u�min when the estimate u�min
This is the exact u�min , and we can observe a large gap between u�min and u�AWGN
.
min
The QPPs are taken from [3].

column of the table, respectively. Finally, we remark that the codes in the ﬁrst and second
rows, for 𝐾 = 128 and 160, are 𝑑min -optimal, in the sense that there does not exist any pair of
QPPs (with a quadratic inverse) giving a 𝑑min strictly larger than 38 and 42, respectively, for
the unpunctured 3D-TC.

12.7.4 Ensemble-Average Results for Various 𝐾 and 𝑅 = 1/3
In Figure 12.8, we present the average estimated (now using the algorithm from Section 12.6)
minimum AWGN pseudoweight of 3D-TCs for 𝐾 = 128, 160, 192, 208, 256, 320, 512, 640, 768,
1024, and 1504. Both random interleaver pairs and QPP-based (with a quadratic inverse)
interleaver pairs have been considered. In both cases, we generated 40 interleaver pairs of each
size. For each code we ran 𝐾/10 trials of the estimation algorithm described in Section 12.6.
From Figure 12.8, we observe that the average 𝑤̂ AWGN
grows with 𝐾 for both random interleaver
min
pairs and QPP-based interleaver pairs. For all values of 𝐾, as expected, the average 𝑤̂ AWGN
is
min
higher for QPP-based interleaver pairs than for random interleaver pairs. As a comparison,
we have also plotted the corresponding theoretical values 𝑤AWGN
min,LB,0.5 from Section 12.5 (using
(12.7)) for graph cover degree 2. Also, for comparison, we have plotted the corresponding
lower bounds on the 𝑑min and the ℎmin using a similar ensemble analysis as the one from
Section 12.5. For details, we refer the interested reader to [3, 4]. Note that the curves coincide
for small values of 𝐾. The reason that the curve for the probabilistic lower bound on 𝑤AWGN
min
of the 3D-TC ensemble is higher than the corresponding curve for ℎmin is that the cover degree
is limited to 𝑚 = 2. In general, the pseudocodewords with support set equal to a small-size
stopping set which is not a codeword have a cover degree which is quite large. We would expect
that the curve for the probabilistic lower bound on 𝑤AWGN
of the 3D-TC ensemble go further
min
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Figure 12.8: The average estimated minimum AWGN pseudoweight for 3D-TCs for diﬀerent
information block lengths 𝐾, both for QPP-based (with a QPP inverse) and random
interleaver pairs. The lower curves show the probabilistic lower bounds on 𝑑min ,
𝑤AWGN
min , and ℎmin of the 3D-TC ensemble (for cover degrees of at most 𝑚 = 2).
down for 𝑚 larger than 2. However, it is currently unfeasible to do the actual computations
for larger values of 𝑚 (both the computational complexity and the memory requirements scale
exponentially with 𝑚). For ease of computation we have used random puncturing patterns 𝐩
to compute the curves, while the estimated average values are for regular patterns which in
general give better results.

12.8 Conclusion
In this work, we performed a minimum pseudoweight analysis of pseudocodewords of (relaxed)
LP decoding of 3D-TCs, adapting the LP relaxation proposed by Feldman in his thesis for
conventional TCs. We proved that the 3D-TC polytope is proper and 𝐶-symmetric, and made a
connection to ﬁnite graph covers of the 3D-TC factor graph. This connection was used to show
that the support set of any pseudocodeword is a stopping set (as deﬁned in [4, Def. 1]), and
enabled a ﬁnite-length minimum pseudoweight analysis. Furthermore, an explicit description
of the fundamental cone of the 3D-TC polytope was given. Finally, both a theoretical and an
extensive numerical study of the minimum AWGN pseudoweight of small-to-medium block
length 3D-TCs was presented, which showed that 1) typically (i.e., in most cases) when the
𝑑min and/or the ℎmin is high, 𝑤AWGN
is strictly smaller than both the 𝑑min and the ℎmin for
min
these codes, and 2) that 𝑤AWGN
grows
with the block length, at least for small-to-medium
min
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block lengths. For instance, the exhaustive search for 𝐾 = 128 over the entire class of QPPbased interleaver pairs (with a quadratic inverse) revealed that the best minimum AWGN
pseudoweight is strictly smaller than the best minimum/stopping distance. It is expected that
the 𝑤AWGN
will dominate the decoding performance for high SNRs.
min

12.A Proof of Proposition 12.1
We ﬁrst prove a more general result and then show how it applies to our case.
12.7 Lemma: Let 𝐶u� , 𝛿 = 1, … , Δ, be linear block codes of the same length 𝑁 and let 𝐶 =
⋂Δ
u�=1 𝐶u� . Then,
(1) conv(𝐶u� ) is proper and 𝐶u� -symmetric for all 𝛿, and
(2) ⋂Δ
u�=1 conv(𝐶u� ) is proper and 𝐶-symmetric.

C

Proof. (1) The convex hull conv(𝐶u� ) is proper because all codewords are by deﬁnition
vertices of the polytope. Moreover, because no vertex of the unit hypercube is the convex
combination of others, conv(𝐶u� ) cannot contain any other integral points. To show
𝐶u� -symmetry, choose 𝐚 ∈ conv(𝐶u� ) and 𝐜 ∈ 𝐶u� arbitrarily. By construction, 𝐚 can be
written as a convex combination of codewords of 𝐶u� , i.e.,
|u�u� |

𝐚 = ∑ 𝜆u� 𝐜u�

|u�u� |

where ∑ 𝜆u� = 1 and 𝜆u� ≥ 0.

u�=1

We claim that

u�=1
|u�u� |

|u�u� |

|𝐚 − 𝐜| = ∑ 𝜆u� (𝐜u� ⊕ 𝐜) = ∑ 𝜆u� 𝐜u�̃
u�=1

(12.8)

u�=1

where ⊕ denotes integer addition modulo 2 and 𝐜u�̃ is the 𝑖th codeword of 𝐶u� using a
diﬀerent ordering. This would imply 𝐶u� -symmetry, i.e., if 𝐚 ∈ conv(𝐶u� ) and 𝐜 ∈ 𝐶u� ,
then |𝐚 − 𝐜| ∈ conv(𝐶u� ).
Let 𝑎u� , 𝑐u� , and 𝑐u�,u� denote the 𝑗th coordinate of 𝐚, 𝐜, and 𝐜u� , respectively. The ﬁrst equality
in (12.8) follows for 𝑐u� = 0 from
|u�u� |

|u�u� |

∣𝑎u� − 𝑐u� ∣ = 𝑎u� = ∑ 𝜆u� 𝑐u�,u� = ∑ 𝜆u� (𝑐u�,u� ⊕ 𝑐u� )
u�=1

u�=1

and for 𝑐u� = 1 because
|u�u� |

|u�u� |

∣𝑎u� − 𝑐u� ∣ = 1 − 𝑎u� = ∑ 𝜆u� (1 − 𝑐u�,u� ) = ∑ 𝜆u� (𝑐u�,u� ⊕ 𝑐u� ).
u�=1

u�=1

The second part of (12.8) holds because 𝐜u� ⊕ 𝐶u� = 𝐶u� due to the linearity of 𝐶u� .
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12.B Proof of Proposition 12.3
(2) Let 𝒫 = ⋂Δ
u�=1 conv(𝐶u� ). The properness of 𝒫 for 𝐶 follows immediately from the
properness of conv(𝐶u� ), 𝛿 = 1, … , Δ, and the deﬁnition of 𝐶. Now, if 𝐚 ∈ 𝒫 and 𝐜 ∈ 𝐶,
then for 𝛿 = 1, … , Δ we have 𝐚 ∈ conv(𝐶u� ) and 𝐜 ∈ 𝐶u� , so by 1) |𝐚 − 𝐜| ∈ conv(𝐶u� )
and thus |𝐚 − 𝐜| ∈ 𝒫.

Now, let 𝐶 be a 3D-TC. By 𝐶 ̃ we denote the code of length 𝑁 + 2𝜆𝐾 obtained by appending
the hidden parity bits from 𝐶a and 𝐶b which are sent to the patch. For x = a, b, c we deﬁne a
supercode 𝐶x̃ of 𝐶 ̃ by unconstraining all bits that are not connected to the constituent code 𝐶x ,
i.e., 𝐱̃ ∈ 𝐶x̃ if and only if (𝑥u�̃ x(0) , … , 𝑥u�̃ x(u�x−1) ) ∈ 𝐶x , where 𝑁x is the block length of 𝐶x and
𝜌x (⋅) is deﬁned in (12.2b), and 𝑥u�̃ ∈ {0, 1} for all remaining 𝑖. Observe that 𝐶ã ∩ 𝐶b̃ ∩ 𝐶c̃ = 𝐶.̃
Next, deﬁne polytopes 𝒬xΠ,Πc that are obtained from 𝒬Π,Πc by dropping in (12.2b) all constraints not corresponding to 𝐶x , and let 𝒬̃ xΠ,Πc be the projection of 𝒬xΠ,Πc onto the 𝐲̃ variables.
Finally, deﬁne 𝒬̃ Π,Πc in analogy to 𝒬̇ Π,Πc as the projection of 𝒬Π,Πc onto the ﬁrst 𝑁 + 2𝜆𝐾
variables.
Due to the trellis structure, it is easily seen that 𝒬̃ xΠ,Πc = conv(𝐶x̃ ) for x = a, b, c, and by
comparing the polytope deﬁnitions we see that 𝒬̃ aΠ,Πc ∩ 𝒬̃ bΠ,Πc ∩ 𝒬̃ cΠ,Πc = 𝒬̃ Π,Πc . Applying
̃
Lemma 12.7 shows that 𝒬̃ Π,Πc is both proper and 𝐶-symmetric.
Now, 𝐶 is the projection of 𝐶 ̃
̇
onto the ﬁrst 𝑁 variables, and 𝒬Π,Π the corresponding projection of 𝒬̃ Π,Π .
c

c

To show that 𝒬̇ Π,Πc is proper, ﬁrst observe that the projection of any 𝐜 ̃ ∈ 𝐶 ̃ onto the ﬁrst 𝑁
variables is obviously contained in 𝒬̇ Π,Πc . Conversely, let 𝐚 ∈ 𝒬̇ Π,Πc ∩ {0, 1}u� . By deﬁnition
̂ In order to show that 𝐚̂ is integral, note that the
there exists 𝐚̃ ∈ 𝒬̃ Π,Πc such that 𝐚̃ = (𝐚, 𝐚).
systematic part of 𝐚̃ is contained in 𝐚 and thus integral. Again by the trellis structure, this
implies a unique and integral conﬁguration of the ﬂow variables in 𝑇a and 𝑇b , and consequently
also the variables according to the output of those encoders, including the hidden bits sent
to the patch, must be integral. Because 𝒬̃ Π,Πc is proper it follows that 𝐚̃ ∈ 𝐶 ̃ and thereby
also 𝐚 ∈ 𝐶, which proves properness. Finally, note that 𝐶-symmetry is trivially preserved by
projections, which concludes the proof.

12.B Proof of Proposition 12.3
Let 𝒬𝐟Π,Πc ⊂ 𝒬 be the projection of 𝒬Π,Πc onto 𝐟. We call a ﬂow 𝐟 ∈ 𝒬 agreeable if 𝐟 ∈ 𝒬𝐟Π,Πc .
For an agreeable ﬂow 𝐟 let 𝐲̃ = 𝐲(𝐟)
̃ be the uniquely determined element of [0, 1]u�+2u�u� such
that (𝐲,̃ 𝐟) ∈ 𝒬Π,Πc . Analogously, 𝐲(𝐟) is the projection of 𝐲(𝐟)
̃ onto the ﬁrst 𝑁 variables. Note
that 𝐲(𝐟)
̃ (and 𝐲(𝐟)) can be read oﬀ from 𝐟 by (12.2b).
For 𝐟 = (𝐟a , 𝐟b , 𝐟c ) ∈ 𝒬, but not necessarily 𝐟 ∈ 𝒬𝐟Π,Πc , we can still use (12.2b) to deduce local
values of 𝐲.̃ More precisely, if we deﬁne
Φ(x) = {𝑗 ∶ 𝑗 = 𝜌x (𝜙x (𝑡, 𝑖)) for some (𝑡, 𝑖)}
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then for all 𝑗 ∈ Φ(x) we can deduce 𝑦xu�̃ (𝐟) = ∑ u�∈u�x,u�∶ 𝑓xu� where 𝑡 ∈ {0, … , 𝐼x − 1} and 𝑖 ∈
u�u� (u�)=1

{0, … , 𝑛x,u� − 1} are determined by (12.2b). This implies that 𝐟 ∈ 𝒬 is agreeable if and only if
′

𝑦xu�̃ (𝐟) = 𝑦xu�̃ (𝐟)

(12.9)

for all (𝑗, x, x′) such that 𝑗 ∈ Φ(x) ∩ Φ(x′ ) and (x, x′ ) ∈ {(a, b), (a, c), (b, c)}, where the ﬁrst
case amounts to the outer interleaver Π and the remaining cases are due to the connections to
the patch from 𝐶a and 𝐶b , respectively, via Πc . We denote the set of these triples (𝑗, x, x′ ) by
𝒜.
12.8 Lemma: The relation 𝒫Π,Πc ⊆ 𝒬̇ Π,Πc holds.

C

Proof. Let 𝝎(𝐱(u�) ) ∈ 𝒫Π,Πc be a graph-cover pseudocodeword of 𝐶, i.e., there exists a
degree-𝑚 cover code 𝐶(u�) of 𝐶 such that 𝐱(u�) is a codeword of 𝐶(u�) . As before, we can extend
𝐱(u�) to
(0)
𝐱̃(u�) = (𝑥(0)
̃
, … , 𝑥(u�−1)
, … , 𝑥(u�−1)
̃
)
0̃ , … , 𝑥u�+2u�u�−1
0̃
u�+2u�u�−1
by appending the parity bits of the copies of 𝐶a and 𝐶b that are sent to copies of 𝐶c .
(u�)
For each 𝑙 = 0, … , 𝑚 − 1, (𝑥(u�)
̃
) induces via trellis encoding a ﬂow 𝐟(u�)
u� in 𝒬 with
0̃ , … , 𝑥u�+2u�u�−1
(u�)
entries only from {0, 1}. In general, 𝐟u� is not agreeable because the connections are mixed
with diﬀerent copies in the cover graph. However, from the deﬁnition of a graph cover we can
conclude that
x′ (u�u� (u�)) )
𝑦xu�̃ (𝐟(u�)
(12.10)
u� ) = 𝑦u�̃ (𝐟u�

for all (𝑗, x, x′ ) ∈ 𝒜 and all 𝑙 = 0, … , 𝑚 − 1, where 𝜋u� is the corresponding permutation
introduced by the graph cover, either (in the case x = a and x′ = b) on connections from an
input vertex of Γ(𝐶a ) to a check vertex of Γ(𝐶b ) or (if x′ = c) on connections from a parity
vertex of 𝐶a or 𝐶b to a check vertex of Γ(𝐶c ).
We claim that
𝐟u� =

1 u�−1 (u�)
∑𝐟
𝑚 u�=0 u�

(12.11)

is agreeable and that 𝐲(𝐟u� ) = 𝝎(𝐱(u�) ).
First, note that 𝐟u� is a convex combination of elements from the convex set 𝒬, so 𝐟u� ∈ 𝒬 as
well. To prove agreeability, we verify (12.9) for all (𝑗, x, x′ ) ∈ 𝒜:
𝑦xu�̃ (𝐟u� ) =

∑ 𝑓xu�,u�
u�∈u�x,u� ∶
u�u� (u�)=1
u�−1
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= ∑
u�∈u�x,u� ∶
u�u� (u�)=1
u�−1

1 u�−1 x,(u�)
∑𝑓
𝑚 u�=0 u�,u�

=

1
1
′ (u� (u�))
∑ 𝑦xu�̃ (𝐟(u�)
∑ 𝑦x̃ (𝐟 u� )
u� ) =
𝑚 u�=0
𝑚 u�=0 u� u�

=

1 u�−1 x′ (u�)
′
∑ 𝑦u�̃ (𝐟u� ) = 𝑦xu�̃ (𝐟u� )
𝑚 u�=0

12.B Proof of Proposition 12.3
where we have used (12.2b), (12.11), and (12.10). The second-to-last equality follows since 𝜋u� is
a permutation of {0, … , 𝑚 − 1}. This shows that 𝐟u� is agreeable and thus 𝐲(𝐟u� ) is well-deﬁned.
Now, ﬁx 𝑗 ∈ {0, … , 𝑁 − 1} and pick any x such that 𝑗 ∈ Φ(x). Then
𝑦u� (𝐟u� ) =

1 u�−1 x (u�)
1 u�−1 (u�) 1
(u�) )
∑ 𝑦u�̃ (𝐟u� ) =
∑ 𝑥 = ∣{𝑙 ∶ 𝑥(u�)
u� = 1}∣ = 𝜔u� (𝐱
𝑚 u�=0
𝑚 u�=0 u�
𝑚

which concludes the proof.



Before proving the other direction for rational points, we ﬁrst show part (2) of Proposition 12.3.
12.9 Lemma: All vertices of 𝒬̇ Π,Πc have rational entries.

C

Proof. Let 𝐲 be a vertex of 𝒬̇ Π,Πc . Because 𝒬̇ Π,Πc is a projection of the polytope 𝒬Π,Πc , and
𝒬Π,Πc is the image of 𝒬𝐟Π,Πc under a linear map, there exists some vertex 𝐟 of 𝒬𝐟Π,Πc such
that (𝐲(𝐟),
̃
𝐟) is also a vertex of 𝒬Π,Πc and 𝐲 is the projection of 𝐲̃ onto the ﬁrst 𝑁 variables.
Now, 𝒬𝐟Π,Πc is a rational polyhedron (i.e., it is deﬁned by (in)equalities with rational entries
only), so every vertex of 𝒬𝐟Π,Πc is rational [30, p. 123]. Since by (12.2b) each 𝑦u�̃ is just a sum of
entries of 𝐟 for each 𝑗 = 0, … , 𝑁 + 2𝜆𝐾 − 1, 𝐲̃ and thus 𝐲 must be rational as well.

12.10 Lemma: For every 𝐲 ∈ 𝒬̇ Π,Πc ∩ ℚu� there exists a rational point (𝐲,̃ 𝐟) ∈ 𝒬Π,Πc such
that 𝐲 = 𝐲(𝐟).
C
Proof. Let 𝐲 be a rational point of 𝒬̇ Π,Πc . Because 𝒬̇ Π,Πc is a polytope, 𝐲 can be written as a
u�
convex combination of vertices of 𝒬̇ Π,Πc , i.e., 𝐲 = ∑u�=0 𝜆u� 𝐲u� where 𝜆u� ≥ 0 for 𝑘 = 0, … , 𝑑
u�
and ∑u�=0 𝜆u� = 1. Furthermore, by Carathéodory’s theorem (e.g., [31, p. 94]), this is even
possible with some 𝑑 ≤ 𝑁 such that the 𝐲u� , 𝑘 = 0, … , 𝑑, are aﬃnely independent. Consequently,
𝝀 is the unique solution of the system
𝜆0
⎞
𝐲0 𝐲1 … 𝐲u� ⎛
𝐲
⎜
⎟
⋮ ⎟
(
)⎜
⎜
⎟ = (1)
1 1 … 1
⎝𝜆u� ⎠
and by applying Cramer’s rule for solving linear equation systems (and Lemma 12.9 which
guarantees that all 𝐲u� have rational entries) we see that 𝜆u� ∈ ℚ for 𝑘 = 0, … , 𝑑. Furthermore,
the proof of Lemma 12.9 tells us that for each 𝐲u� there is a rational 𝐟u� ∈ 𝒬𝐟Π,Πc such that 𝐲u� =
u�

𝐲(𝐟u� ). The ﬂow 𝐟 = ∑u�=0 𝜆u� 𝐟u� satisﬁes 𝐲 = 𝐲(𝐟) (because 𝐲(⋅) is linear) and (𝐲(𝐟),
̃
𝐟) ∈ 𝒬Π,Πc
is rational, which concludes the proof.

Now, we are able to prove the missing counterpart to Lemma 12.8.
12.11 Lemma: It holds that 𝒬̇ Π,Πc ∩ ℚu� ⊆ 𝒫Π,Πc .

C
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Proof. Let 𝐲 be a rational point of 𝒬̇ Π,Πc . By Lemma 12.10, there exist rational 𝐟 ∈ 𝒬𝐟Π,Πc
and rational 𝐲̃ = (𝐲, 𝐲)̂ such that (𝐲,̃ 𝐟) ∈ 𝒬Π,Πc . Let 𝑚 be the least common denominator of
the entries of 𝐟. Then, 𝐟u� = 𝑚𝐟 is a ﬂow with integral values between 0 and 𝑚. Applying the
ﬂow decomposition theorem [32, p. 80] in this context guarantees that 𝐟u� can be split up into
𝑚 binary ﬂows, i.e.,
u�−1

𝐟u� = ∑ 𝐟(u�)
u�

(12.12)

u�=0

where 𝐟(u�)
u� has entries from {0, 1} and represents a valid path for each trellis 𝑇x , x = a, b, c.
′

Because 𝐟 ∈ 𝒬𝐟Π,Πc , we conclude from (12.9) that 𝑦xu�̃ (𝐟) = 𝑦xu�̃ (𝐟) for all (𝑗, x, x′ ) ∈ 𝒜. This
u�−1

′

is equivalent (by linearity) to 𝑦xu�̃ (𝐟u� ) = 𝑦xu�̃ (𝐟u� ) which by (12.12) means that ∑u�=0 𝑦xu�̃ (𝐟(u�)
u� ) =
u�−1

′

(u�)
∑u�=0 𝑦xu�̃ (𝐟(u�)
u� ). Because all 𝐟u� are {0, 1}-valued, this last equation implies
′

x (u�)
|{𝑙 ∶ 𝑦xu�̃ (𝐟(u�)
u� ) = 1}| = |{𝑙 ∶ 𝑦u�̃ (𝐟u� ) = 1}|

and consequently for each (𝑗, x, x′ ) ∈ 𝒜 a permutation 𝜋u� on {0, … , 𝑚 − 1} can be chosen
′

(u� (u�))

u�
x
such that 𝑦xu�̃ (𝐟(u�)
u� ) = 𝑦u�̃ (𝐟u�
Γ(𝐶), and by construction

) for all 𝑙 = 0, … , 𝑚 − 1. These 𝜋u� deﬁne an 𝑚-cover Γ(u�) (𝐶) of

(0)
(u�−1)
𝐱(u�) = (𝑥(0)
, … , 𝑥(u�−1)
0 , … , 𝑥u�−1 , … , 𝑥0
u�−1 )
x (u�)
is a codeword of 𝐶(u�) , where we deﬁne 𝑥(u�)
u� = 𝑦u�̃ (𝐟u� ) for the ﬁrst x among (a, b, c) such that
𝑗 ∈ Φ(x). Finally, we see that

1 u�−1 (u�) 1 u�−1 x (u�)
∑𝑥 =
∑ 𝑦 ̃ (𝐟 ) (for some x)
𝑚 u�=0 u�
𝑚 u�=0 u� u�
1
= 𝑦xu�̃ (𝐟u� ) = 𝑦xu�̃ (𝐟) = 𝑦u�
𝑚

𝜔u� (𝐱(u�) ) =

(by deﬁnition of 𝒬Π,Πc ) for any 𝑗 = 0, … , 𝑁 − 1, which shows that 𝝎(𝐱(u�) ) = 𝐲.



12.C Proof of Lemma 12.5
The number of vertices in 𝑉PC
x,2,u� will be the number of distinct ordered 2-tuples of integers
modulo |𝑉x,u� |, which is |𝑉x,u� | + (|u�2x,u�|).
Now, let us consider the number of edges, and in particular, the edges from vertex Ψ(𝑣l , 𝑢l ) to
vertex Ψ(𝑣r , 𝑢r ) in 𝑇PC
x,2,u� , where 𝑣l , 𝑢l , 𝑣r , 𝑢r ∈ 𝑉x,u� . We have four possible constituent edges to
u� / u�

u� / u�

u� / u�

u� / ℎ

consider, namely the edges 𝑣l −−−−→ 𝑣r , 𝑣l −−−−→ 𝑢r , 𝑢l −−−→ 𝑢r , and 𝑢l −−−−→ 𝑣r where the labels
above the arrows are the input/output labels. Note that 𝑎 ≠ 𝑐 and 𝑒 ≠ 𝑔 when 𝑣r ≠ 𝑢r . Also,
the (integer) label of a vertex 𝑣 ∈ 𝑉x,u� will be denoted by ℓ(𝑣).
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12.D Proof of Lemma 12.6
• Case 𝑣l ≠ 𝑢l and 𝑣r ≠ 𝑢r : All four constituent edges are distinct, and there will be four
edges between the vertices Ψ(𝑣l , 𝑢l ) and Ψ(𝑣r , 𝑢r ) in 𝑇PC
x,2,u� with labels 𝑎+𝑒 / 𝑏+𝑓, 𝑐+𝑔 / 𝑑+ℎ,
𝑔+𝑐 / ℎ+𝑑, and 𝑒+𝑎 / 𝑓+𝑏. Since there are only two distinct labels (𝑎+𝑒 / 𝑏+𝑓 and
𝑐+𝑔 / 𝑑+ℎ are always distinct for a minimal trellis/encoder, details omitted for brevity),
two of the edges can be removed.
• Case 𝑣l ≠ 𝑢l and 𝑣r = 𝑢r : In this case there are only two distinct constituent edges to
consider, and there will be two edges between the vertices Ψ(𝑣l , 𝑢l ) and Ψ(𝑣r , 𝑢r ) in 𝑇PC
x,2,u�
with labels 𝑎+𝑔 / 𝑏+ℎ and 𝑔+𝑎 / ℎ+𝑏 (or 𝑐+𝑒 / 𝑑+𝑓 and 𝑒+𝑐 / 𝑓+𝑑). Since both labels
are the same, one of the edges can be removed.
In summary, for the ﬁrst two cases above, we get a total of (|u�2x,u�|) ⋅ (2 + 1 + 1) edges in 𝑇PC
x,2,u� ,
|u�x,u� |
since there are ( 2 ) 2-tuples (𝑣l , 𝑢l ) with ℓ(𝑣l ) < ℓ(𝑢l ) and 𝑣l , 𝑢l ∈ 𝑉x,u� , and two possible
values for 𝑣r = 𝑢r in the second case (the label is either 𝑎+𝑔 / 𝑏+ℎ or 𝑐+𝑒 / 𝑑+𝑓).
• Case 𝑣l = 𝑢l and 𝑣r ≠ 𝑢r : In this case there are again only two distinct constituent edges
to consider, and there will be two edges between the vertices Ψ(𝑣l , 𝑢l ) and Ψ(𝑣r , 𝑢r ) in
𝑇PC
x,2,u� with labels 𝑎+𝑐 / 𝑏+𝑑 and 𝑐+𝑎 / 𝑑+𝑏. Since both labels are the same, one of the
edges can be removed.
• Case 𝑣l = 𝑢l and 𝑣r = 𝑢r : In this case there is only one distinct constituent edge to
consider, and there will be a single edge between the vertices Ψ(𝑣l , 𝑢l ) and Ψ(𝑣r , 𝑢r ) in
𝑇PC
x,2,u� with label 𝑎+𝑎 / 𝑏+𝑏 (or 𝑐+𝑐 / 𝑑+𝑑).
In summary, for the last two cases above, we get a total of |𝑉x,u� | ⋅ (1 + 1 + 1) edges in 𝑇PC
x,2,u� ,
since there are |𝑉x,u� | 2-tuples (𝑣l , 𝑢l ) with 𝑣l = 𝑢l and 𝑣l , 𝑢l ∈ 𝑉x,u� , and two possible values for
𝑣r = 𝑢r in the fourth case (the label is either 𝑎+𝑎 / 𝑏+𝑏 or 𝑐+𝑐 / 𝑑+𝑑).
In total, there are 4(|u�2x,u�|) + 3|𝑉x,u� | = 2|𝑉x,u� |2 + |𝑉x,u� | edges in 𝑇PC
x,2,u� , which is the desired result.

12.D Proof of Lemma 12.6
At ﬁrst we show that ℱ̇ Π,Πc ⊆ conic(𝒬̇ Π,Πc ), so let 𝐲 ∈ ℱ̇ Π,Πc . By deﬁnition of ℱ̇ Π,Πc , this
implies the existence of some 𝐟 = (𝐟a , 𝐟b , 𝐟c ), 𝐲̂ ∈ ℝ2u�u�
̂ 𝐟) ∈ ℱΠ,Πc
≥0 , and 𝜏 > 0 such that ((𝐲, 𝐲),
x
u�
and 𝐟 ∈ 𝒬x for x = a, b, c. We will show that
1
1
(𝐲̃u� , 𝐟u� ) = ( (𝐲, 𝐲),
̂
𝐟) ∈ 𝒬Π,Πc ,
𝜏
𝜏
from which the claim follows because then 𝐲 = 𝜏𝐲u� is a positive multiple of an element of
𝒬̇ Π,Πc .
Conditions (12.1b) and (12.2b), which hold for ((𝐲, 𝐲),
̂ 𝐟) by deﬁnition of ℱΠ,Πc , are invariant
x
to scaling, so they hold for (𝐲̃u� , 𝐟u� ) as well. Because 𝐟x ∈ 𝒬u�
x , it also follows that 𝐟u� satisﬁes
(12.1a) for all x = a, b, c.
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Equation (12.1a) also ensures that the total 𝐟u� -value in the ﬁrst segment of each trellis 𝑇x equals
1
u� 𝜏 = 1, and because of (12.1b) this must hold for all other trellis segments as well. Since 𝐟u� is
also nonnegative, we can conclude from this that each entry of 𝐟u� lies in [0, 1]. But then also
𝐲̃u� ∈ [0, 1]u�+2u�u� because each 𝑦u�̃ , 𝑗 = 0, … , 𝑁 + 2𝜆𝐾 − 1, is a subset of the total ﬂow through
a single segment and thus upper-bounded by 1, which concludes this part of the proof.
Now, we show that conic(𝒬̇ Π,Πc ) ⊆ ℱ̇ Π,Πc . Let 𝐲 ∈ conic(𝒬̇ Π,Πc ). Since conic(𝒬̇ Π,Πc ) is
the conic hull of the convex set 𝒬̇ Π,Πc , this implies the existence of some 𝜏 > 0 and 𝐲𝒬 ∈
𝒬̇ Π,Πc such that 𝐲 = 𝜏 ⋅ 𝐲𝒬 . To 𝐲𝒬 then there must exist 𝐲̂𝒬 and 𝐟𝒬 such that ((𝐲𝒬 , 𝐲̂𝒬 ), 𝐟𝒬 ) ∈
𝒬Π,Πc , from which immediately it follows that ((𝐲 = 𝜏 ⋅ 𝐲𝒬 , 𝜏𝐲̂𝒬 ), 𝜏𝐟𝒬 ) ∈ ℱΠ,Πc , and thus
𝐲 ∈ ℱ̇ Π,Πc .
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Chapter 13
Conclusions and Future Work
In this thesis, we have shown that the use of mathematical optimization is able to contribute
substantially to the area of coding theory in such diﬀerent aspects as fundamental theory,
algorithm development, and even hardware implementation. To a certain extent, this is due
to the formulation of the ML decoding problem as an integer linear program with a useful LP
relaxation by Feldman in 2003 [4]. But even more generally, all sorts of diﬀerent subdisciplines
of mathematical optimization ﬁnd their application to the decoding problem. In Paper IV, for
instance, the graphical trellis structure of turbo codes was used in a very fast combinatorial
solution algorithm for the subproblems, while ideas from computational geometry and multicriteria optimization provide the “glue” to ﬁnd the optimal LP solution from a ﬁnite number of
those subproblems. More examples for such connections exist that did not play a central role
in this thesis, e.g. the interpretation of a linear code as a matroid that was mentioned in Paper I
(see also [28]) and the recent advances in applying non-linear optimization methods to the LP
decoding problem [38].
The potential of using mathematical optimization approaches for decoding are out of question.
The algorithm developed in Paper VI is, to our knowledge, the fastet available ML decoder
for general linear codes, and the outstanding performance of our turbo LP decoder (Paper IV)
suggests that, when it is used within a branch-and-cut procedure similar to Paper VI, the
same result will appear for the case of turbo and turbo-like codes. Paper III has shown that IP
formulations can even be used, in some cases, to simulate the error-correction performance
of heuristic decoding methods faster than by running these heuristics themselves. Finally,
Paper VII has illustrated that the theory of linear programming decoding, together with the
related concepts of LP pseudocodewords and graph covers, is able to evaluate individual codes
as well as complete ensembles with respect to their pseudoweight spectrum that determines
the decoding behavior of both the LP and belief-propagation decoders.
However, the “transfer of ideas” that is present in the contributions of this thesis is not simply
one-directional, going from optimization to coding problems. The ﬁndings in Paper IV, while
being driven by the speciﬁc application of LP decoding of turbo codes, are to a large extent
independent of the concrete problem setup and thus applicable to a whole class of combinatorial
optimization problems with additional complicating equality constraints. The question how
this approach relates and compares to other methods is of great interest for future research—in
fact, after publication of Paper IV we have discovered a close relationship to the Dantzig-Wolfe
reformulation of the problem (see [39]) that has to be further examined.
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Chapter 13 Conclusions and Future Work
Besides that, however, there are several other natural directions in which to continue the studies
that were begun in this thesis. The application of the branch-and-cut ML decoder to the case of
turbo codes was already mentioned above. Another question includes if and how non-linear
LP decoders, in particular the ADMM method [38], can be employed as a high-performance
subroutine within the branch-and-cut procedure. The work in Paper V entails an entire new
discipline on hardware implementation of optimization-based decoding algorithms, and ﬁnally
it is an interesting open question how to generalize the algorithms we developed to the cases
of non-binary and / or higher-order modulation that were examined in Paper II.
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